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Abstract
Behavioral testing in perceptual or cognitive domains requires querying a subject multiple times in order to quantify his or her ability
in the corresponding domain. These queries must be conducted sequentially, and any additional testing domains are also typically
tested sequentially, such as with distinct tests comprising a test battery. As a result, existing behavioral tests are often lengthy and do
not offer comprehensive evaluation. The use of active machine-learning kernel methods for behavioral assessment provides
extremely flexible yet efficient estimation tools to more thoroughly investigate perceptual or cognitive processes without incurring
the penalty of excessive testing time. Audiometry represents perhaps the simplest test case to demonstrate the utility of these
techniques. In pure-tone audiometry, hearing is assessed in the two-dimensional input space of frequency and intensity, and the
test is repeated for both ears. Although an individual’s ears are not linked physiologically, they share many features in common that
lead to correlations suitable for exploitation in testing. The bilateral audiogram estimates hearing thresholds in both ears simulta-
neously by conjoining their separate input domains into a single search space, which can be evaluated efficiently with modern
machine-learning methods. The result is the introduction of the first conjoint psychometric function estimation procedure, which
consistently delivers accurate results in significantly less time than sequential disjoint estimators.
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A psychometric curve represents the probabilistic behavior of a
subject in response to a unidimensional perceptual or cognitive
task. These curves take the form of monotonically increasing
probabilities as a function of increasing task ease, indexed by a
single independent variable (Fechner, 1860/1966; Kingdom &
Prins, 2016). When tasks are represented by multiple indepen-
dent variables, a psychometric field results. Estimation proce-
dures for unidimensional psychometric curves are many, varied,
and widespread and have a long history. Estimation procedures
for multidimensional psychometric fields, on the other hands,

are much less advanced. In some ways, psychometric field es-
timation could be performed like any multiple logistic regres-
sion procedure (Hosmer & Lemeshow, 2013). The main issue
with this simple formulation, however, is that because data must
be accumulated sequentially in these tasks, inefficient inference
requiring hours of subject performance is too impractical for any
kind of mainstream test. As a result, the relatively few psycho-
metric field estimation procedures tend to have been customized
to each application (Bengtsson, Olsson, Heijl, & Rootzén, 1997;
Heijl &Krakau, 1975; Lesmes, Jeon, Lu, &Dosher, 2006; Shen
& Richards, 2013), with relatively few studies proposing gener-
al principles (Cohen, 2003; DiMattina, 2015).

An alternative approach to psychometric field estimation
recasts the key inference step from parametric logistic regres-
sion to nonparametric or semiparametric probabilistic classi-
fication (Song, Garnett, & Barbour, 2017; Song, Sukesan, &
Barbour, 2018). This framework naturally scales to multiple
input dimensions, provides great flexibility for estimating a
wide variety of functions, and sets the stage for other novel
theoretical advances. One such advance involves actively
learning which stimuli would be most valuable to deliver in
order to rapidly converge onto an accurate estimate (Song et
al., 2018; Song et al., 2015b). This procedure, referred to as
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active testing, yields estimation efficiencies at least as high as
those of adaptive parametric testing. Another advance allows
for multiple stimuli to be delivered simultaneously while
retaining the same binary subject responses elicited classically
(Gardner, Song, Weinberger, Barbour, & Cunningham, 2015).
This procedure, referred to as multiplexed active testing, sub-
stantially improves test efficiency beyond that of active testing
alone by reducing the total number of stimulus presentations.

Another possible advance includes considering multiple
nominally decoupled input domains for incorporation into a
single task and a single estimator. This extension is possible
when the method used to implement the probabilistic classifier
is capable of learning nonlinear interactions between the input
dimensions of interest. As long as the input domains share some
interrelationship, an active method that can learn and exploit
this information should produce accurate overall estimates in
less time. This procedure is termed conjoint active testing.

An example of a simple multidimensional perceptual test that
could benefit from conjoint testing is the threshold audiogram,
which evaluates the hearing function of each ear typically via a
staircase method sequentially applied at discrete frequencies
(Carhart & Jerger, 1959; Hughson &Westlake, 1944). This clin-
ical standard is a compromise between the necessary acquisition
of important diagnostic information and the length of time re-
quired to conduct the test, which is on the order of 15 min for
both ears. Estimating full psychometric field audiograms at the
same frequency resolution using serial logistic regression would
require up to 20 h and is rarely performed for obvious reasons
(Allen & Wightman, 1994). An appropriately designed active
learning procedure can estimate a full audiogram in less time
than is required to estimate a threshold audiogram using conven-
tional methods (Song et al., 2018; Song et al., 2015b).

Like all other perceptual tests to date, estimation of a per-
son’s hearing proceeds sequentially, one input domain (i.e.,
ear) at a time, resulting in two independently measured unilat-
eral audiograms. The information about one ear is not used to
infer information about the other ear during testing, though
such information could be used to speed estimation of the
other ear in two ways. In the first strategy, once the estimation
of one ear’s hearing is complete, that ear’s audiogram could be
used as a Bayesian prior to initiate testing of the contralateral
ear. If the two ears share common features above and beyond
what is shared among human ears generally, the contralateral
ear could in that case be accurately estimated in less time.

A more compelling strategy, however, would be to use infor-
mation from each ear to infer the audiograms of both ears in real
time as the test is being conducted. Thismutually conjoint testing
strategy is referred to as the bilateral audiogram, which should
be equivalent to the two separately estimated unilateral audio-
grams, but it should be determined in less time because of shared
information between the ears. The purpose of this study was to
develop the mathematical theory of conjoint psychometric field
estimation, apply it to the bilateral audiogram, and evaluate the

efficiency and accuracy of this novel method for determining the
hearing thresholds of a subject’s two ears.

Theory

Gaussian processes (GPs) can be used to model probabilistic
inference about some function of interest f (x). That is, instead

of simply producing a pointwise estimate f̂ xð Þ, a GP returns a
probability distribution p( f ). A user may also encode domain-
specific knowledge of f through a prior distribution. The GP can
then be conditioned on observed data D ¼ xi; yif gni¼1 to form a
posterior distribution p ( f |D). Formally, a GP is a collection of
random variables such that the joint distribution of any finite
subset of these variables is a multivariate Gaussian distribution
(Rasmussen &Williams, 2006). It is more conceptually straight-
forward to think of GPs as distributions over functions. Just as a
variable drawn from a Gaussian distribution is specified by the
distribution’s mean and variance—that is, p(x) ∼N(μ, σ2)—a
function drawn from a GP distribution is specified by that GP’s
mean and kernel functions—that is, p( f ) ∼GP(μ(x),K(x, x′)).
The mean function encodes the central tendency of functions
drawn from the GP, whereas the kernel function encodes infor-
mation about the shapes these functions may take around the
mean. Kernel functions can varywidely in construction and have
a large impact on the posterior distribution of the GP. Typically,
kernel functions are designed to express the belief that Bsimilar
inputs should produce similar outputs^ (Duvenaud, 2014). The
GP model can be used in both classification and regression set-
tings and enables the conditioning of prior beliefs after observing
data in order to produce a new posterior belief about the function
values via Bayes’s theorem:

posterior ¼ prior � likelihood

marginal likelihood

The GP model for audiogram estimation yields probabilis-
tic estimates for the likelihood of tone detection, which is
inherently a classification task. To properly construct a frame-
work for GP classification, however, it is convenient to first
examine GP regression.

In a typical multidimensional regression problem, the ob-
served inputs X and observed outputs y take on real values and
are related through some function f, to which we have access
only via noisy observations. For convenience, this example as-
sumes that the noise is drawn independently and identically from
a Gaussian distribution with mean 0 and standard deviation s:

xi∈ℝd

yi∈ℝ
yi ¼ y xið Þ ¼ f xið Þ þ ε
ε∼N 0; s2

� �
D ¼ xi; yif gni¼1 ¼ X; yf g
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The GP by definition implies a joint distribution on the
function values of any set of input points:

p f jX
� �

¼ N μ Xð Þ;K X;Xð Þð Þ

More importantly, GPs allow us to condition the predictive
distribution over unseen points X* on (possibly noisy) obser-
vations of f. Let y = f (X) + ε be noisy observations of f at
training inputs X, and let f*=f(X*) be the test outputs of inter-
est. Then, the joint distribution implied by the GP is

p
y
f*

� �� 	
¼ N

μ Xð Þ
μ X*ð Þ
� �

;
K X;Xð Þ þ s2I K X;X*ð Þ
K X*;Xð Þ K X*;X*ð Þ

� �� 	

An application of Bayes’s theorem yields

p f*jX*;D
� �

¼ N μ f jD X*ð Þ;K f jD X*;X*ð Þ
� �

where

μ f jD X*ð Þ ¼ μ Xð Þ þ K X*;Xð Þ K X;Xð Þ þ s2I
� �−1

y−μ Xð Þð Þ
K f jD X*;X*ð Þ ¼ K X*;X*ð Þ−K X*;Xð Þ K X;Xð Þ þ s2IÞ−1K X;X*ð Þ

�

(Rasmussen & Williams, 2006). The posterior mean and
covariance functions reflect both the prior assumptions and
the information contained in the observations.

In classification problems, the target function shifts from
producing real-valued outputs to a discrete space where yi can
take on only a fixed number of classes C1, C2, ⋯, Cm. Of
particular interest here is the special case of binary classifica-
tion, in which outputs can take on one of two classes: yi ∈ {0,
1}. Linear classification methods assume that the class-
conditional probability of belonging to the Bpositive^ class
is a nonlinear transformation of an underlying function known
as the latent function, which applies the following transforma-
tion to the likelihood:

p y xið Þ ¼ 1j f xið Þ
� �

¼ Φ f xið Þð Þ ¼ p yij f i
� �

The observation functionΦ can be any sigmoidal function.
Common choices of sigmoidal functions include the logistic

function Φ wð Þ ¼ exp wð Þ
1þexp wð Þ and the cumulative Gaussian

Φ wð Þ ¼ ∫
w

−∞

exp −z2ð Þffiffiffiffiffiffi
2π

p dz. One further complication to the GP

classification problem must be taken into account. Under the
assumption that the observations are conditionally indepen-
dent given the latent function values, Bayes’s theorem gives
the posterior distribution as

p f Djð Þ ¼ 1

Z
p f Xjð Þp y fjð Þ ¼ 1

Z
N μ Xð Þ;σ Xð Þð Þ∏

i
p yi f ijð Þ

where Z is a normalization factor that is approximated in the

schemes discussed below. In the regression setting, the poste-
rior distribution is easy to work with directly, because it is the
product of a Gaussian prior and a Gaussian likelihood.
Likelihood is sigmoidal in the classification setting, however,
and the product of a Gaussian distribution with a sigmoidal
function does not produce a tractable posterior distribution.
The model must instead approximate the posterior with a
Gaussian distribution in order to exploit the computational
advantages of the GP estimation framework. Common ap-
proximation schemes include Laplace approximation and ex-
pectation propagation (Rasmussen & Williams, 2006).
Laplace approximation attempts to approximate the posterior
distribution by fitting a Gaussian distribution to a second-
order Taylor expansion of the posterior around its mean
(Williams & Barber, 1998). Expectation propagation attempts
to approximate the posterior distribution by matching the first
and second moments—the mean and variance—of the poste-
rior distribution (Minka, 2001).

Asmentioned previously, kernel functions encode informa-
tion about the shape and smoothness of the functions drawn
from a GP. Although the GP itself is a nonparametric model,
many kernel functions themselves have parameters Θ, re-
ferred to as hyperparameters . The adjustment of
hyperparameters exerts considerable influence over the pre-
dictive distribution of the GP. For instance, the popular
squared exponential kernel is parameterized by its length scale
ℓ and output variance σ (Rasmussen & Williams, 2006):

K x; x′
� � ¼ σ2exp −

x−x′ð Þ2
2ℓ

 !

Again, the model belief about the hyperparameters can be
computed via Bayes’s theorem:

p Θ D;Hjð Þ ¼ p y x;Θjð Þp Θ Hjð Þ

where p(Θ|H) is the hyperparameter prior, which can be used
to encode domain knowledge about the settings of
hyperparameters or may be left uninformative (Rasmussen
& Williams, 2006). Determining the posterior distribution is
often computationally intractable, and thus settings of the
hyperparameters may be chosen through optimization algo-
rithms such as gradient descent.

One notable advantage of the GP model is that its probabi-
listic predictions enable a set of techniques collectively known
as active learning. Active learning, sometimes called Boptimal
experimental design,^ allows a machine-learning model to se-
lect the data it samples in order to perform better with less
training (Settles, 2009). To contrast with adaptive techniques,
queries via active learning are chosen in such a way as to min-
imize some loss function. For example, an active learning pro-
cedure may select a query designed to minimize the expected
error of the model against the latent function. In general, the
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application of active learning proceeds as follows: First, use the
existing model to classify unobserved data; next, find the best
next point to query on the basis of some objective function, and
query the data via an oracle (e.g., a human expert); finally,
retrain the classifier, and repeat these steps until satisfied.

Themost common form of active learning is uncertainty sam-
pling (Lewis & Gale, 1994; Settles, 2009). Models employing
uncertainty sampling will query regions in the input domain
about which the model is most uncertain. In the case of probabi-
listic classification, uncertainty sampling corresponds to querying
the instances for which the probability of being either adjacent
class is closest to 0.5. This method can rapidly identify a class
boundary for a target function of interest, but because uncertainty
sampling attempts to query exactly where p(y= 1|x) = 0.5 (in the
binary case), the model underexplores the input space. In the
context of psychometric fields, the transition from one class to
another (i.e., the psychometric spread) is not as readily estimated
in this case (Song et al., 2018).

Bayesian active learning by disagreement (BALD) at-
tempts to circumvent this problem via an information-
theoretic approach (Houlsby, Huszár, Ghahramani, &
Lengyel, 2011). Information-theoretic optimization has been
successful at implementing efficient parametric perceptual
modeling, first for unidimensional (Kontsevich & Tyler,
1999) and then for multidimensional (DiMattina, 2015;
Kujala & Lukka, 2006) psychometric functions. The imple-
mentation of the BALD method used here (Garnett, Osborne,
& Hennig, 2013) assumes the existence of some
hyperparameters Θ that control the relationship between the
inputs and outputs p(y|x,Θ). When performing GP regression
with a squared exponential kernel, for example, Θ would be
the length scale and output variance hyperparameters. Under
the Bayesian framework, it is possible to infer a posterior
distribution over the hyperparameters p(Θ|D). Each possible
setting ofΘ represents a distinct hypothesis about the relation-
ship between the inputs and outputs. The goal of the BALD
method is to reduce the number of viable hypotheses as quick-
ly as possible by minimizing the entropy of the posterior dis-
tribution of Θ. To that end, BALD queries the point x that
maximizes the decrease in expected entropy:

argmax
x*

H Θ Dj½ �−Ey*∼p y* x*;Djð Þ H Θ y*; x*;Dj½ �½ �

where H[Θ|D] is Shannon’s entropy of Θ given D. This ex-
pression can be difficult to compute directly because the latent
parameters often exist in high-dimensional space, but they can
be rewritten in terms of entropies in the one-dimensional out-
put space (Kujala & Lukka, 2006):

argmax
x*

H y* x*;Dj½ �−EΘ∼p Θ Djð Þ H y* x*;Θj½ �½ �

This expression can be computed in linear time, making it
easy to work with in practice. BALD selects the x for which the
entire model is most uncertain about y (i.e., high H[y|x]) but for
which the individual predictions given a setting of the
hyperparameters are very confident. This can be interpreted as
Bseeking the x for which the [hyper]parameters under the poste-
rior disagree about the outcome themost^ (Houlsby et al., 2011).

Materials and methods

Simulated subjects

Simulated subjects were assigned distinct ground-truth audio-
grams for each ear. These audiograms defined the probability
of stimulus detection over a two-dimensional input domain
consisting of sound frequency and intensity. The audiogram
shapes were defined by one of four canonical human audio-
gram phenotypes: older-normal, sensory, metabolic, and met-
abolic + sensory (in order of severity of hearing loss). These
phenotypic categories are evident in the population data of
human audiograms and are informed by etiologies determined
via physiological study in animal models (Dubno, Eckert,
Lee, Matthews, & Schmiedt, 2013). The average audiogram
shape for these categories therefore spans diagnostic catego-
ries from normal (older-normal) through the most common
pathologic categories that theoretically could affect each ear
separately (metabolic, sensory, metabolic + sensory). Three
different pairings of ground-truth audiograms (normal–nor-
mal, normal–pathologic, and pathologic–pathologic) there-
fore reflect conditions with varying putative estimation benefit
from considering both ears conjointly. These canonical audio-
gram phenotypes have been used previously to evaluate the
accuracy (Song et al., 2017) and efficiency (Song et al., 2018)
of disjoint machine-learning audiometry.

In the context of this work, the threshold is defined as an
input point x = (ω, I) such that p(y = 1|x) = 0.5. These standard
phenotypes provide threshold estimates at octave frequencies,
as would typically be observed by the Hughson–Westlake
procedure (American National Standards Institute, 1978;
Carhart & Jerger, 1959; Hughson & Westlake, 1944;
International Organization for Standardization, 2010). Spline
interpolation and linear extrapolation were used to generate a
continuous ground-truth threshold across frequencies. At each
semitone of frequency, a cumulative Gaussian was used to
generate a sigmoidal psychometric curve representing the
probabilities of tone detection above and below threshold
(Song et al., 2017). The cumulative Gaussian was parameter-
ized by the intensity and threshold (I, t):

p y ¼ 1jI ; t
� �

¼ ∫
I

−∞

1ffiffiffiffiffiffi
2π

p exp −
ι−tð Þ2
2

 !
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Threshold is a function of frequency. The subject response for
any particular tone was simulated as a Bernoulli random variable
with success probability given by the cumulative Gaussian.

Bilateral audiogram

Traditional pure-tone audiometry involves delivering tones in a
two-dimensional continuous input domain indexed by frequency
and intensity. The input domain for the bilateral audiogram is
augmented to include a third discrete Bear^ dimension, yielding
xi= (ωi, Ii, ei). In querying a simulated subject’s audiogram, the
conjoint estimator determines in which ear to deliver the tone as
well as the frequency and intensity of tone delivered. Binary
responses of Bheard^ or Bunheard^ are recorded as described
previously for each simulated tone delivery.

The conjoint estimator uses a constant mean function, μ(x) =
c∀ x ∈X. This mean function is not representative of any partic-
ular audiogram phenotype, and deviation from the mean is cap-
tured in the posterior distribution of the GP classification model.
The GP kernel function was derived from prior knowledge about
the behavior of audiograms. Knowing that a subject’s psycho-
metric curve for any frequency is sigmoidal allows us to place a
linear kernel in the intensity dimension:

KI x; x′
� � ¼ I ⋅I ′

A linear kernel incorporates the prior knowledge that
higher intensities are more likely to be detected than lower
intensities. The precise shape of this detectability can be
modeled with the likelihood function, described below.

Additionally, the model leverages the continuity of audio-
gram thresholds by placing an isotropic squared exponential
kernel with unit magnitude over the frequency domain:

Kω x; x′
� � ¼ exp −

ω−ω′ð Þ2
2ℓ

 !

where ℓ is the length scale.
For quantification of the covariation between the ears, the

conjoint estimator uses a discrete covariance function that
directly parameterizes relationships between each pair of
points in the discrete space.

Ke x; x
0

� �
¼

s11 if x; x
0
∈e1

s12 if e≠e
0

s22 if x; x
0
∈e2

8<
:

This model can explicitly define the covariance between
ears without having to relate them via some functional form.
Computationally, this is done by modeling the discrete covari-
ance as the Cholesky decomposition of a 2×2 matrix,
K =Λ ΛT. The model combines the individual covariance

functions into a single kernel as follows:

K x; x′
� � ¼ Ke x; x′

� �
Kω x; x′
� �þ KI x; x′

� �� �

Finally, the model uses the cumulative Gaussian likelihood
function for binary classification, which is both standard for
GP classification and effectively captures the sigmoidal be-
havior of psychometric functions as described above.

The exact form of the posterior requires computing the
product of the likelihood and prior distributions. In the case
of GP classification, the product of a Gaussian distribution
with a sigmoidal function does not produce a tractable poste-
rior distribution. The model must instead approximate the
posterior. The estimator evaluated here uses expectation prop-
agation, which approximates each of the sigmoidal likeli-
hoods with moment-matchingGaussian distributions to derive
a Gaussian posterior distribution (Gelman et al., 2014).

Simulations

The GP estimator is fully characterized by its mean and covari-
ance functions. The GP used here has a constant mean function
with one hyperparameter, and the kernel function has four
hyperparameters: one for the length of the squared exponential
kernel, and three for the discrete kernel. Because the posterior
distribution of the hyperparameters p(Θ|D) may be multimodal,
standard gradient descent approaches run the risk of becoming
trapped in a local extremum. To circumvent this issue, the esti-
mator performs gradient descent on two sets of hyperparameters
after each observation. The first set comes from the most recent
results of the model (or the hyperparameter prior in absence of
any data). The second set is drawn from a multivariate Gaussian
distribution whose mean is the hyperparameter prior derived be-
low. Gradient descent is performed on both settings of the
hyperparameters, and the setting with higher likelihood p(D|Θ)
is retained for the next iteration.

The first iterations of the estimator originally performed poor-
ly from inefficient early sampling. Resolving this issue involved
learning reasonable hyperparameter priors to serve as a starting
point for sample selection. Each of the four common human
phenotypes discussed earlier has at least one optimal setting to
its hyperparameters to minimize estimation error. Because the
kernel function is symmetric, ten unique pairs of audiogram pro-
files can be derived from the four phenotypes. Data were collect-
ed for each of the ten audiogram profile pairs far in excess of
what would be collected in a clinical or experimental setting.
First, 400 stimuli were delivered across both ears using Halton
sampling (Halton, 1964; Song et al., 2018). Then, an additional
100 stimuli were queried via BALD to gain additional sampling
density around the threshold (Houlsby et al., 2011; Song et al.,
2018). Hyperparameters were learned using modified gradient
descent. The same concept was repeated with varying numbers
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of Halton and BALD queries, though the hyperparameters con-
verged to within 2% of each after about 300 samples. The final
setting of the hyperparameter priors was computed by taking an
average of the hyperparameters learned for each of the ten au-
diogram pairs, weighted by the prevalence of those phenotypes
in human populations (Dubno et al., 2013).

Three different sampling and estimation procedures were
conducted and compared against each other:

& Estimator 1: Unconstrained mutually conjoint GP audio-
gram estimation (unconstrained conjoint). This method
performs inference using the conjoint audiogram estimation
extension of GPs described above, giving the model com-
plete choice over which ear to query, as well as which
frequency/intensity pair to deliver. This procedure occasion-
ally results inmultiple stimuli being delivered sequentially to
the same ear, particularly in cases in which themodel ismore
unsure of the audiogram in one ear than the other.

& Estimator 2: Alternating mutually conjoint GP audiogram
estimation (alternating conjoint). This method performs
inference using the conjoint audiogram estimation extension
of GPs described above but is artificially constrained to al-
ternate samples between the left and right ears. Odd samples
refer to the first ear and even samples to the second ear.

& Estimator 3: Disjoint GP audiogram estimation (disjoint).
This method performs inference using two separate
models of the existing GP audiogram framework (Song
et al., 2017; Song et al., 2018). Information in this ap-
proach is not shared between ears. Tone delivery is alter-
nated between left and right ears so that odd samples refer
to the first ear and even samples to the second ear.

Three particular left/right ground truth audiogram configu-
rations were modeled in order to demonstrate the utility of the
conjoint audiogram estimation framework:

& Case 1: Older normal. This case was defined as having
the older-normal phenotype in both ears

& Case 2: Asymmetric hearing loss. This case was defined
as having the older-normal phenotype in one ear, and the
metabolic + sensory phenotype in the other ear. This situ-
ation reflects more severe asymmetric hearing loss than is
typical in human populations.

& Case 3: Symmetric hearing loss. This case was defined as
having metabolic + sensory hearing loss in one ear, and
sensory hearing loss in the other. This case is more typical
of hearing loss in human subjects. The sensory and meta-
bolic + sensory phenotypes have slightly different thresh-
olds. Distinct phenotypes were selected for this case in
order to more accurately reflect presentations of hearing
loss in human subjects, in which generally the left and
right audiograms are not exactly identical.

One hundred tests of each estimator–case pair were run, for a
total of 900 tests. For each test, 100 tones were delivered sequen-
tially to the simulated subjects and responses from the underlying
ground truth were recorded. To avoid unstable hyperparameter
learning and uninformative early querying, the first 15 tones were
delivered via amodifiedHalton sampling algorithm.Themodified
Halton sampling algorithm constrained initial tone deliveries to be
below 60 dB HL, which is a safeguard for human testing.
Subsequent tones were sampled via BALD, with constraints for
the disjoint and alternating conjoint cases as discussed above.
Hyperparameters were learned via a modified gradient descent
algorithm on every iteration starting with Iteration 16.
Hyperparameter learning was off for the first 15 iterations of each
test to prevent model instability. For each tone delivery, the model
posterior distribution across the entire input space was recorded.
From here, the abscissa intercept of the latent function was deter-
mined to calculate the 50% threshold over semitone frequencies
from0.125 to 16 kHz. The accuracy for a single test was evaluated
using themean absolute error between the estimated threshold and
the true threshold at each semitone frequency. The results were
then averaged at each iteration across all 100 tests to obtain the
mean threshold error per iteration for each of the three estimators
in each of the three cases. In addition to comparingmean threshold
error per iteration, the mean number of iterations required to
achieve less than 5 dB threshold error in each ear and then in both
ears was also determined. This value was chosen as a measure of
Bconvergence^ because it is the minimum step size in the
Hughson–Westlake procedure and is close to the empirical test–
retest reliability of that test (Mahomed, Eikelboom,&Soer, 2013).

To quantify the similarity between audiogram thresholds
for pairs of ears, a measure of intraclass correlation is neces-
sary (Fisher, 1925). The perils of using a measure of interclass
correlation in this case, such as the Pearson correlation, are
exemplified for audiometry by debates on the appropriate in-
terpretation of shared variation between the ears (Coren, 1989;
Coren & Hakstian, 1990; Divenyi & Haupt, 1992). In this
study, an unbiased Lin’s concordance correlation coefficient
(CCC) was used to quantify similarity between the audiogram
thresholds in left and right ears (l and r, respectively):

CCC ¼ 2Slr

S2l þ S2r þ l−r
� �2

Slr ¼ 1

N−1
∑
N

n¼1
l−l
� �

r−r
� �

S2l ¼
1

N−1
∑
N

n¼1
l−l
� �2

S2r ¼
1

N−1
∑
N

n¼1
r−r
� �2

l ¼ 1

N
∑
N

n¼1
l

r ¼ 1

N
∑
N

n¼1
r
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This coefficient measures the agreement between two var-
iables while taking into account the difference in their means
(Lin, 1989).

Results

GP classification was used to simultaneously estimate the right-
ear and left-ear audiograms of simulated subjects. The GP
framework produces continuous audiogram estimates across
the entire input domain, and tones were actively sampled in
order to reduce the number of stimuli required to achieve ac-
ceptable error thresholds. The goals of this experiment were (1)
to achieve with a single bilateral audiogram estimation proce-
dure accuracy in estimated threshold comparable to conven-
tional unilateral methods and (2) to achieve these results across
both ears more quickly than would otherwise be possible with
consecutive unilateral audiogram estimations.

To determine how much baseline similarity might be ex-
pected within and between the hearing functions of a human’s
ears, a large database of audiograms was first analyzed. Over
the course of a decade, the National Institute for Occupational
Safety and Health (NIOSH) collected discrete Hughson–
Westlake audiogram threshold curves in roughtly 1.1 million
individuals to provide the scientific basis for recommending
occupational noise exposure limits (Masterson et al., 2013).
Hearing threshold levels at 500, 1000, 2000, 3000, 4000,
6000, and 8000 Hz for both the left and right ears were deter-
mined per worker and recorded within the NIOSH database.

A CCC value was first computed between thresholds of
adjacent frequencies for both ears of each individual in the
database, resulting in approximately 1.1 million values. The
histogram of these values can be seen in Fig. 1A, revealing
considerable average concordance, with a median of 0.299. To
determine how much information this concordance represents

relative to the overall threshold distribution in the population,
the same number of randomly selected threshold comparisons
were made from shuffled individuals, ears, and frequencies.
The histogram of these approximately 1.1 million CCC values
can be seen in Fig. 1B. The median of this distribution is
– .007, indicating very little, if any, baseline information
across random frequencies.

The high concordance for adjacent thresholds is presum-
ably a reflection of similar physiology for nearby points on the
cochlea. In other words, it is a quantification of the smooth-
ness of the hearing threshold functions. Traditional audiome-
try makes very little use of such prior knowledge, but disjoint
GP audiogram estimation takes advantage of this information
across the population, initially by incorporating appropriate
prior beliefs, and also, as tests progress, by learning each in-
dividual’s frequency concordance. The concordance learned
by the GP manifests as a nonlinear interaction between fre-
quency and intensity and results in threshold curves that are
diagnostic for hearing ability.

A CCC value was then computed between the hearing
thresholds of the two ears for each individual in the database
(Bpaired^), again resulting in approximately 1.1 million
values. The histogram of these values can be seen in Fig.
2A. The median of this distribution is .515, indicating even
more information between the two ears than between adjacent
frequencies on the same ear. As a means of comparison, CCC
values were also computed between the left ear of a randomly
selected individual and the right ear of a different randomly
selected individual (Bunpaired^) from the database. A second
set of approximately 1.1 million values was generated in this
way, as can be seen in Fig. 2B. The histogram for unpaired
ears was nearly symmetric and centered slightly positive of
zero, with a median of .0757. Knowing the distribution of
paired hearing thresholds across the population at large ap-
pears to provide some information about the likely threshold
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Fig. 1 (A) Audiogram thresholds for all the adjacent frequencies in the same individual (Badjacent^) yield high positive concordance. (B) Audiogram
thresholds from arbitrary frequencies throughout the population show no average concordance.



of any particular individual. The more significant finding,
however, is that knowing the hearing function of one ear pro-
vides a considerable amount of information about its contra-
lateral counterpart. It is this shared variability between the ears
that is exploited by conjoint GP audiogram estimation in order
to accelerate testing.

Although the NIOSH database is large, and therefore infor-
mative about the underlying population from which its sam-
ples are drawn, that underlying population only reflects
American working-age individuals at some risk for damaging
their hearing on the job. Other populations, including retirees,
children, and non-Americans, might be expected to demon-
strate other distributions of shared variability in hearing func-
tions between the ears. A method capable of learning this
shared variability for each individual would be able to accom-
modate such differences. Individualization of this sort reflects
the design intentions of machine-learning audiometry.

A representative run of the bilateral audiogram estimation
algorithm can be seen in Fig. 3. The ground truth for this figure
was an asymmetric hearing loss case identified by older-normal
hearing in Ear 1 and metabolic + sensory hearing loss in Ear 2.
The first 15 tones were selected via Halton sampling in order to
improve the stability of the GP model. Subsequent tones were
sampled using BALD. The samples selected via BALD tend to
cluster around the predicted threshold, where they are more in-
formative about the true audiogram threshold. Note that after 14
tone deliveries, the conjoint GP model has not yet identified the
microstructure in the older-normal ear and is not particularly
confident about the threshold location in the metabolic + sensory
ear. After 98 tone deliveries, the model has correctly identified
the microstructure in the older-normal ear and has both accurate-
ly and confidently identified the threshold in the metabolic +
sensory ear. The conjoint estimation procedure therefore appears
to yield credible estimates of canonical hearing functions.

Figure 4 shows the mean threshold error per iteration for
Case 1, which was defined as having the older-normal pheno-
type in both ears. Note that both conjoint approaches outper-
form the disjoint approach for Ear 2, particularly in the early
iterations. This example for Ear 1 shows that the disjoint ap-
proach is capable of occasionally obtaining exactly the right
single observation to substantially reduce its error, putting it
ahead of the other sampling strategies for the subsequent few
samples. In general, however, the disjoint strategy lags behind
the conjoint strategies, though given sufficient samples, they
all converge to relatively low threshold errors.

The mean number of iterations required for each approach
to achieve a 5-dB mean threshold error separately in each ear
of the bilateral normal-hearing case (n = 100) is summarized
in Table 1. Ear 2 was always sampled second, and with this
phenotype, never generated prediction error greater than 5 dB
in the unconstrained conjoint condition (i.e., error was less
than 5 dB after the first tone for all 100 simulations).
Conjoint approaches required significantly fewer samples to
achieve the 5-dB threshold than disjoint approaches (p < 10–5,
uncorrected permutation tests with 10,000 resamples), with
the exception of alternating conjoint versus disjoint for Ear 1
(p = .58, uncorrected permutation test with 10,000 resamples).
The alternating conjoint strategy appears to perform no worse
than disjoint in this case, which may be due to the prior mean
including a structure more similar to the older-normal pheno-
type than to the other phenotypes. Both conjoint approaches in
this case tend to exhibit higher standard deviations than the
disjoint approach. This outcome probably results because
initial differences in the Halton sampling algorithm rein-
force the constant-threshold belief more in some iterations
than others. The constant-threshold belief becomes stron-
ger with more evidence, as would be the case if samples
were shared among ears.
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Fig. 2 (A) Pairs of audiogram thresholds derived from ears in the same
individual (Bpaired^) yield high positive concordance. (B) Pairs of
audiogram thresholds deriving from ears in different individuals

(Bunpaired^) yield concordance much closer to 0, though still with a
tendency toward positive values.



Figure 5 shows the mean threshold error per iteration for
Case 2, which was defined as having the older-normal pheno-
type in one ear and the metabolic + sensory phenotype in the
other ear. Note that both conjoint approaches outperform the
disjoint approach, particularly in the metabolic + sensory ear.
The unconstrained conjoint method occasionally chooses to
sacrifice some early performance in the older-normal ear in

exchange for faster convergence in the metabolic + sensory
ear. The unconstrained approach is able to make this choice
because the model uncertainty is typically higher in early it-
erations on the metabolic + sensory phenotype than it is on the
older-normal phenotype (Fig. 3).

The mean number of iterations per ear required for each
model to achieve a 5-dBmean error in the asymmetric hearing
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Fig. 3 Example of the posterior mean, representing the full audiogram,
for simulated asymmetric hearing loss, as estimated by the unconstrained
conjoint GP audiogram estimation model. In all images, the predicted
probability of tone detection is shown in grayscale. Blue plusses are

heard stimuli, and red diamonds are unheard stimuli. The true threshold
from the simulation is shown in purple. (Top) Posterior means after 14
samples. (Bottom) Posterior means after 98 samples.

Fig. 4 (A, B) Mean threshold error per iteration with Case 1, no hearing loss. Insets show the threshold audiogram shapes.



loss case is summarized in Table 2. Conjoint approaches re-
quired significantly fewer samples to achieve the 5-dB thresh-
old than disjoint approaches (p < 10–5, uncorrected permuta-
tion tests with 10,000 resamples). Although the unconstrained
conjoint method tends to sacrifice some early older-normal
performance for faster metabolic + sensory convergence, the
overall number of tones required to achieve convergence in
both ears is lower for the unconstrained conjoint approach
than for the alternating conjoint approach. The limiting factor
for all three methods was identifying the metabolic + sensory
phenotype in the second ear because it differed more from the
expectations of the model than did the older-normal pheno-
type. The conjoint configurations still performed better than
disjoint, with unconstrained conjoint requiring on average on-
ly about 90% of the tone samples needed by alternating con-
joint, and only about 60% of the tone samples required by
disjoint, in order to achieve convergence.

Figure 6 shows the mean threshold error per iteration for
Case 3, which was defined as having the metabolic + sensory
phenotype in one ear and the sensory phenotype in the other.
Once again, both conjoint approaches outperform the disjoint
approach, particularly in themetabolic + sensory ear. In this case,
the unconstrained conjoint approach can leverage its ability to

choose in which ear to deliver stimuli and achieves faster con-
vergence than both other approaches. All three models again
require more samples to identify pathological phenotypes. This
result suggests that further efficiency improvement may be
achieved by using a more informative prior mean.

The mean number of iterations per ear required for each
model to achieve the 5-dB average threshold error in the sym-
metric hearing loss case is summarized in Table 3. Conjoint
approaches required significantly fewer samples to achieve
the 5-dB threshold than disjoint approaches (p < 10–5, uncor-
rected permutation tests with 10,000 resamples). Unlike in Case
2, the unconstrained conjoint approach can leverage its knowl-
edge of interear correlation to substantially improve the time to
convergence in both ears by changing the distribution of ear
samples. As a result, the unconstrained conjoint method is able
to converge in both ears faster than the alternating conjoint
approach can converge in either ear. Once again, the uncon-
strained conjoint approach converges in both ears using fewer
than 60% of the samples required in the disjoint approach.

The mean number of tones required for each of the ap-
proaches to achieve the 5-dB threshold error in both ears for
each phenotype can be seen in Table 4. Numbers here were
selected as the largest tone count at which the mean threshold
error per iteration crossed below 5 dB in both ears. It is pos-
sible for the conjoint GP approach to start with a Blucky
guess^ of the true audiogram and exhibit a mean threshold
error below 5 dB for early iterations but to have the threshold
error increase in later iterations. Presenting an average of the
final crossing below convergence threshold provides for a
fairer comparison. To summarize the results of the three pre-
sented cases, both conjoint methods outperform the disjoint
approach on average for every configuration. Furthermore, the
constant-mean assumption performs substantially better on
older-normal phenotypes than it does on any of the patholog-
ical phenotypes.

Table 1 Mean numbers of iterations (with standard deviations) required
to achieve the 5-dB threshold error for each ear, Case 1

Ear 1: Older-Normal Ear 2: Older-Normal

Unconstrained Conjoint 11.1 ± 4.3* 1 ± 0*

Alternating Conjoint 16.7 ± 3.5 1.07 ± 0.70*

Disjoint 16.9 ± 2.5 19.7 ± 3.0

No older-normal unconstrained conjoint configuration tested for Ear 2
exceeded the 5-dB tolerance after the first tone. Test results significantly
different from the disjoint condition for the same ear at p < 10–5 are
indicated by *.
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Fig. 5 (A, B) Mean threshold error per iteration with Case 2, asymmetric hearing loss. Insets show the threshold audiogram shapes.



Also included in Table 4 are time-to-criterion values in
relative terms. Regardless of the phenotype pairings, the un-
constrained conjoint approach requires on average approxi-
mately 60% of the samples required by the disjoint approach.
One interesting observation made clear from this analysis is
that the performance of the alternating conjoint method is
closest to that of the unconstrained conjoint method in the case
of asymmetric hearing loss. This outcome occurs because the
conjoint model learns that there is relatively little correlation
between the two ears and that to learn a good audiogram
estimation, it must split its samples more evenly between the
two ears. The unconstrained conjoint and alternating conjoint
approaches therefore exhibit similar querying strategies in the
asymmetric case, whereas in the older-normal and symmetric
cases their querying strategies are quite different. This differ-
ence illustrates the key advantage of conjoint estimation, in
which multidimensional queries are optimized for the bilateral
phenotype of each individual as the test progresses.

As a feasibility check, unconstrained conjoint hearing thresh-
old estimation was performed bilaterally on a normal-hearing
human listener, and the results were compared to those from
disjoint estimation. The procedures for disjoint estimation were
exactly as described previously (Song et al., 2015b). The proce-
dures for conjoint estimation matched the sound delivery and

response characteristics of the disjoint procedure, but tone selec-
tion and hearing threshold estimation were performed according
to the principles developed for the conjoint simulations above.
The results of this human test can be seen in Fig. 7. Threshold
values were still converging in each ear after 20 tones in the
disjoint case but were very near their final values after 20 tones
in the conjoint case. This finding is consistent with the simulation
results and reflects high feasibility that the projected gains in
efficiency provided by conjoint audiometric testing will be real-
ized in humans.

Discussion

Behavioral assessments of perceptual and cognitive processes
represent organ-level system-identification procedures for the
brain. Constructing models for individual brains faces the fun-
damental limitation whereby data to fit the model must be
accumulated sequentially. This limitation severely constrains
the sophistication of models that can be estimated in reason-
able amounts of time. Procedures to improve the efficiency of
this process by optimally selecting stimuli in real time have
been developed repeatedly in multiple domains, often with
substantial improvements in speed of model convergence
(Bengtsson et al., 1997; DiMattina, 2015; Kontsevich &
Tyler, 1999; Lesmes et al., 2006; Myung & Pitt, 2009; Shen
& Richards, 2013; Watson, 2017).

Physiological assessments of neural function represents
tissue-level system-identification procedures for the brain,
and these procedures have evolved largely independently of
behavioral methods. Often the total time of data collection is
more constrained for neurophysiology than for behavior, and
many advanced system identification procedures for efficient-
ly modeling neuronal function in real time have been devel-
oped (Benda, Gollisch, Machens, & Herz, 2007; DiMattina &

Table 2 Mean numbers of iterations (with standard deviations) required
to achieve the 5-dB threshold error for each ear, Case 2

Ear 1: Older
Normal

Ear 2: Metabolic
Sensory

Unconstrained Conjoint 9.72 ± 5.3* 28.0 ± 5.8*

Alternating Conjoint 9.63 ± 7.7* 31.4 ± 6.6*

Disjoint 16.6 ± 2.5 46.0 ± 9.3

Test results significantly different from the disjoint condition for the same
ear at p < 10–5 are indicated by *.
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Fig. 6 (A, B) Mean threshold error per iteration with Case 3, symmetric hearing loss. Insets show the threshold audiogram shapes.



Zhang, 2013; Lewi, Butera, & Paninski, 2009; Paninski,
Pillow, & Lewi, 2007; Pillow & Park, 2016), including the
use of GP methods (Park, Horwitz, & Pillow, 2011; Pillow
& Park, 2016; Rad & Paninski, 2010; Song et al., 2015a).
One of the key advantages GPs provide is the ability to
titrate prior beliefs finely under the same estimation archi-
tecture, leading to procedures that can be both flexible and
efficient (Song et al., 2017; Song et al., 2018; Song et al.,
2015b). Applying such tools to behavioral assessment pro-
vides similar benefits.

The conventional audiogram represents a relatively simple
multidimensional behavioral test typically evaluated with
weak prior beliefs. As a result, considerable audiometric in-
formation is usually discarded that could be used to improve
audiogram test accuracy and speed. The large amounts of
paired and unpaired ear data in the NIOSH database indicate
that information exists from the contralateral ear that could be
quite useful for incorporating into measures of the ipsilateral
ear. The Hughson–Westlake procedure provides a very limited
mechanism to do so, since the only real flexibility in the test
available to the clinician or experimenter is the starting sound
level. Machine-learning audiometry, on the other hand, can
exploit various degrees of prior information by design.
Active GP estimation is able to determine correlations be-
tween variables in real time as data are accumulated.
Although a person’s two ears are not themselves physiologi-
cally linked, they do share many things in common, including
the same or similar age, genetics, blood supply, downstream
neural processes, accumulated acoustic exposure, accumulat-
ed toxin exposure, and so forth. GP inference therefore

represents an excellent method for exploiting these correla-
tions for improving test accuracy and efficiency.

The present series of experiments demonstrated that incor-
porating subject responses to tones delivered to either ear dy-
namically during a test can reduce the testing time by up to
80% with an estimator designed to take advantage of this
information. All previous audiograms have been designed to
evaluate either each ear sequentially or the better ear through
free-field sound delivery. The bilateral audiogram delivers
clinically diagnostic data for each ear separately with nearly
the efficiency of single-ear screening methods. Stimuli are
delivered to each ear individually, but inference is drawn for
both ears simultaneously. This procedure extends the roving-
frequency procedure of machine-learning audiometry, already
shown to deliver equivalent thresholds to the fixed-frequency
Hughson–Westlake procedure (Song et al., 2015b), into a
roving-ear procedure. The stimuli themselves are still pure
tones and the instructions to participants are unchanged:
Respond every time you hear a tone as soon as you hear it.
Therefore, this new testing procedure is completely backward-
compatible with current measurement methods. Because it
also returns tone detection threshold estimates, the test results
and interpretations are also completely backward-compatible.
The true value of the technique, however, does not derive
simply because it can deliver a faster threshold audiogram.

As has been documented previously, machine-learning au-
diometry delivers continuous threshold estimates as a function
of frequency (Song et al., 2015b), and psychometric spread
estimates in addition to threshold (Song et al., 2017; Song et
al., 2018). The theoretical extension described here of
conjoining two stimulus input domains has the distinct advan-
tage of speeding a full estimation procedure considerably. To
obtain even a few psychometric threshold and spread esti-
mates from both ears using the best extant estimators requires
hours of data collection (Allen & Wightman, 1994; Buss,
Hall, & Grose, 2006, 2009). The bilateral machine-learning
audiogram obtains these estimates in minutes by defining a
middle ground between estimating two sequential 2-D psy-
chometric fields and performing a full 4-D psychometric field
estimation. Both of these approaches would take longer be-
cause of shared variability among the input dimensions (i.e.,

Table 3 Mean numbers of iterations (with standard deviations) required
to achieve the 5-dB threshold error for each ear, Case 3

Ear 1: Metabolic Sensory Ear 2: Sensory

Unconstrained Conjoint 30.5 ± 6.1* 29.2 ± 5.0*

Alternating Conjoint 31.3 ± 5.9* 33.4 ± 5.3*

Disjoint 42.5 ± 8.6 48.3 ± 9.3

Test results significantly different from the disjoint condition for the same
ear at p < 10–5 are indicated by *.

Table 4 Mean numbers of tones and percentages of tones, relative to disjoint, required across both ears for each of the three models to achieve better
than the 5-dB mean threshold error

Older Normal Asymmetric Symmetric

Unconstrained Conjoint Tone count 11.5 ± 4.5 27.9 ± 3.9 32.1 ± 4.7

Relative to disjoint 60.7% ± 22.6% 58.4% ± 8.5% 57.8% ± 8.5%

Alternating Conjoint Tone count 17.3 ± 4.9 32.9 ± 5.2 36.1 ± 4.8

Relative to disjoint 71.5% ± 24.6% 65.6% ± 11.3% 86.9% ± 8.7%

Disjoint Tone count 19.9 ± 2.4 46.0 ± 6.1 55.0 ± 8.2
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interactions among the model predictors) that a conjoint GP
can exploit. Sparseness in the data distributions for models of
higher dimensionalities may lead to practical limits in estimat-
ing such models, although the dynamic dimensionality reduc-
tion options available to GPs, such as conjoint estimation,
appear to be able to extend practical estimation to relatively
high dimensionality.

Future advantages will derive from conjoining additional
input domains. In audiometry, for example, if appropriate
transducers are connected to a patient, conjoint air conduction
and bone conduction audiometry could be performed simul-
taneously, thereby speeding both tests. Even more significant,
by conjoining tone stimuli with contralateral masking stimuli,
every audiogram can become a masked audiogram, automat-
ically accommodating asymmetric hearing loss in real time as
data are collected. The testing time would not be noticeably
increased from an unmasked audiogram for those individuals
with symmetric hearing without need of masking. Conjoint
ipsilateral maskingmakes an evenmore compelling case, such
that hearing capability could potentially be assessed dynami-
cally in suboptimal acoustic environments. Because conjoint
methods scale modularly, adding other auditory tests such as
DPOAEs and speech intelligibility to standard pure-tone au-
diometry can be done automatically, as well. Professional hu-
man expertise will be critical for ensuring that valid data are
collected, but the complexities of high-dimensional diagnostic
input domains can be navigated efficiently and effectively by
augmenting clinician or experimenter expertise with advanced
machine-learning algorithms.

The focus of this study has been on improving psychomet-
ric field estimation speed over conventional methods. The
nature of the GP estimator at the core of machine-learning
audiometry, however, can accommodate other advances yet
to be realized. For example, nonstationarities in the underlying
function, such as attention lapses or criterion drift, can intro-
duce estimation errors. A standard approach to account for
these conditions in parametric estimators involves introducing
additional parameters to model them directly (Prins, 2012;
Wichmann & Hill, 2001). This method is available to the
GP estimator if the likelihood function is modified to accom-
modate nonstationarities. Other options exist for the GP, how-
ever, such as replacing the linear kernel with a squared expo-
nential kernel. This change retains all other features of GP
estimation but results in psychometric functions resembling
nonparametric estimates (Miller & Ulrich, 2001; Zychaluk
& Foster, 2009). Such modularity allows users a tremendous
range of options across which to design an effective estimator.
In addition, the malleability of the GP for incorporating strong
or weak prior beliefs further enables speed to be traded off as
desired against robustness, all within the same estimation
framework. Together, this modularity and malleability are
what enable GP estimation—a semiparametric method as pre-
sented here—to achieve both the efficiency of a parametric
estimator and the flexibility of a nonparametric estimator.
These native capabilities, along with mathematical extensions
such as multiplexed and conjoint estimation, yield substantial
advantages to estimation procedures for a wide array of be-
havioral processes.

Conclusion

Bilateral audiometry, the first implementation of conjoint psy-
chometric testing, can achieve its potential to return accurate
results in significantly less time than sequential disjoint tests.
The time required to acquire audiograms in both ears conjoint-
ly of a simulated participant was as little as 60% of the time
(i.e., an 80% speedup) required to achieve the same degree of
accuracy with disjointly acquired data. The sound stimuli and
participant instructions are identical to those in current testing
procedures, as are the results returned, so test delivery and
interpretation are unchanged. Conjoint machine-learning au-
diometry also has great potential to incorporate additional
testing procedures directly into the methodology with alter-
nate kernel design, eventually leading to unified tests that
actively customize stimulus delivery and diagnostic inference
for each subject. The future of audiologic testing involves
working up patients dynamically via multiple subjective and
objective testing modalities that mutually reinforce one anoth-
er to construct a thorough assessment of a patient’s hearing.
Furthermore, the general principles of conjoint psychometric
testing can be applied more broadly in the behavioral sciences
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Fig. 7 (A, B) Thresholds estimated after 10, 20, and 40 tones actively
sampled to independently evaluate the left and right ears in a human
subject. The threshold curves are evolving throughout tone delivery. (C,
D) Thresholds estimated after 10, 20, and 40 actively sampled tones
selected to evaluate a joint function of the left and right ears under the
assumption that they are not correlated. The threshold curves have all
achieved nearly their final values after 20 tones per ear.



in order to unify the individual components of perceptual or
cognitive test batteries into a single efficient test.
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