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Abstract
Programming is a valuable skill in the labor market, making the underrepresentation of
women in computing an increasingly important issue. Online question and answer platforms
serve a dual purpose in this field: they form a body of knowledge useful as a reference and
learning tool, and they provide opportunities for individuals to demonstrate credible, verifi-
able expertise. Issues, such as male-oriented site design or overrepresentation of men among
the site’s elite may therefore compound the issue of women’s underrepresentation in IT. In
this paper we audit the differences in behavior and outcomes between men and women on
Stack Overflow, the most popular of these Q&A sites. We observe significant differences in
how men and women participate in the platform and how successful they are. For example,
the average woman has roughly half of the reputation points, the primary measure of success
on the site, of the average man. Using an Oaxaca-Blinder decomposition, an econometric
technique commonly applied to analyze differences in wages between groups, we find that
most of the gap in success between men and women can be explained by differences in
their activity on the site and differences in how these activities are rewarded. Specifically,
1) men give more answers than women and 2) are rewarded more for their answers on aver-
age, even when controlling for possible confounders such as tenure or buy-in to the site.
Women ask more questions and gain more reward per question. We conclude with a hypo-
thetical redesign of the site’s scoring system based on these behavioral differences, cutting
the reputation gap in half.
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1 Introduction

As coding skills find their way into the basic requirements of many well paying jobs (Glass
2016), the underrepresentation of women in technical fields is becoming an increasingly
salient issue (Republic 2014). Recent efforts to reduce this discrepancy are multi-faceted:
while communities aimed at teaching girls or women to code focus on issues related to
self-confidence and gender stereotypes (Cohoon and Aspray 2006; Ahuja 2002), more IT
companies and schools are promoting diversity and fighting discrimination (Clayton and
Lynch 2002). Online resources also provide significant and informal opportunities for peo-
ple who want to learn how to code, from free courses to entire communities for learning,
discussing, and collaborating (Glass 2016; Wired 2014; Lerner and Tirole 2002). Two prime
examples of the latter are Stack Overflow and GitHub. One would hope that the digital
nature of these new “knowledge marketplaces” could democratize knowledge and help to
mitigate existing inequalities. Yet, research finds that the opposite has happened. Contribu-
tion rates for women in open-source programming communities such as GitHub or Stack
Overflow are even lower than their overall presence in the IT labor market.1 These trends
align with findings from studies on other open-source communities and knowledge creation
platforms, including Wikipedia and OpenStreetMap (Stephens 2013; Ford 2016; Horvath
2014). These studies formulate a variety of hypotheses to explain this effect, including the
impact of gender roles and stereotypes, lower confidence and risk aversion among women,
and the asymmetric threat of harrassment.

In this study we explore reasons behind low participation and success rates of women
on Stack Overflow, the largest Q&A platform for programming and an important resource
in the open source IT world. Over time, Stack Overflow has grown into a large database of
knowledge which people use at all stages of learning how to program. Questions vary in
difficulty and specificity, and the coverage of topics evolves essentially in sync with coding
itself. Beyond being a knowledge base, the site also serves as a social platform, job search
site, and recruiting tool - it is an important hub in the IT ecosystem.

We collect a gender-balanced sample of over 20,000 user profiles, and use them to inves-
tigate the differences in the participation and success of men and women on the site. We
frame our analysis in terms of the following questions. Do men and women have different
levels of success on Stack Overflow? If so, is it because of differences in how they partic-
ipate on the platform? We find that the answer to both questions is yes, and follow up by
probing the differences in rewards for different kinds of participation on the platform.

More specifically, we find significant gender gaps in activity: women are more likely
to ask questions, while men provide more answers and cast more votes. Votes are positive
or negative evaluations of other user’s questions and answers. Users gain and lose repu-
tation points, the primary measure of success on the platform, for receiving up and down
votes. We also observe that men are significantly more successful on the site, measured
by their collection of reputation points. Using the Oaxaca-Blinder decomposition (Oax-
aca 1973), a method from economics that to the best of our knowledge has not yet been
previously applied to measure gender disparities in online communities, we decompose
the outcome differences between men and women in terms of differences in their activity.

17.6% of the users participating in the 2017 Stack Overflow survey (https://insights.stackoverflow.com/
survey/2017) identify themselves as women, while in 2015, 25% of the computing jobs were held by women
in the U.S. Ashcraft et al. (2016).

https://insights.stackoverflow.com/survey/2017
https://insights.stackoverflow.com/survey/2017
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While our models show that question and answer behaviors and other user- and community-
level features explain a large portion of the success gap. 11% of the reputation gap remains
unexplained.

In the final part of the paper, we explore the consequences of a hypothetical redesign of
the site’s reward system. The proposed alternative scoring system equalizes the rewards for
well-liked questions and answers, a simple and justifiable change which does not penalize
any group of users in absolute terms. We find that the median woman is marginally more
successful than the median man under this revised success measure, reversing the situation
under the current system. However even with our recommendation men are still signifi-
cantly more successful on average due to their overrepresentation among the top users. The
recommendation may alter site dynamics as users will be incentivized to ask more and bet-
ter questions. Given Stack Overflow’s stated aim to build a universal knowledge base, we
believe that such a shift in the dynamics is in line with the spirit and goals of the platform.

In general however, our findings suggest that fundamental remedies may be needed in
order to encourage women to participate more and in different ways. Given the increasing
importance of Stack Overflow and similar sites in both the labor market and knowledge
creation, our findings underscore the importance of design decisions and interventions even
in well-intentioned and organically grown online communities.

2 RelatedWork

In this section we outline recent work on gender gaps in IT and on the web. We also survey
studies which investigate online platforms to detect and measure inequalities.

Gender gaps and IT In the US a woman earns about 80 cents for every dollar a man earns.
Even though the gap has been shrinking since 1960, it is still present at most educational
levels and lines of work (Blau and Kahn 2016). The gap is larger within traditionally male-
dominated fields such as computing. How do these fields remain male-dominated? Research
shows that women are significantly underrepresented in academic fields “believed to require
attributes such as brilliance and genius” (Leslie et al. 2015) including computer science.
When they do choose to enter these fields, they have higher drop-out rates (Jadidi et al.
2017) and have a harder time being successful because of “masculine” culture, discrimi-
nation, or the handicap of lower self-confidence (Bentley and Adamson 2003). Computer
science is one of the fields where gender-based occupational segregation is still strong.
While 57% of all employees in the US are women, only 25% of the employees in comput-
ing are women. They earn only 18% of the bachelor’s degrees in computational sciences
(Lehman et al. 2016). Between 1980 and 2010, 88% of all the information technology
patents were introduced by male-only teams, which shows that the technology we use is
invented by a strongly male-dominated community (Ashcraft et al. 2016). This may worsen
the situation, as studies show that men have an advantage over women when using tools
designed by other men (Beckwith and Burnett 2004; Beckwith et al. 2006).

Measuring inequalities Studies investigating gender and racial inequalities in online com-
munities and labor markets find that the gaps are just as prevalent and relevant online as
offline (Wachs et al. 2017; Hannák et al. 2017; Thebault-Spieker et al. 2015; Ge et al. 2016).
Many of these studies are concerned with discrimination based on information available on
user profiles (Terrell et al. 2017), social feedback by the community as a manifestation of
offline discrimination in online context and algorithms reinforcing existing gender biases
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(Sweeney 2013; Sandvig et al. 2014; Marom et al. 2014). Scholars are also drawing atten-
tion to the legal aspects of discrimination and labor market protections in the online world
(Barzilay and Ben-David 2016).

An online platform does not need to have a financial purpose to create or reinforce
offline gaps in participation and success. Several authors have studied open-source commu-
nities and their inequalities. Previous research shows that the most frequently used online
knowledge sources are often created by a small minority, because cultural and algorithmic
features of the platform discourage women or other underprivileged groups from contribut-
ing and editing. Studies on Wikipedia find that women are underrepresented as editors and
also as subjects of the content leading to a skewed representation of knowledge (Lam et al.
2011; Reagle and Rhue 2011; Wagner et al. 2016; Menking and Erickson 2015). Similar
patterns were found on OpenStreetMaps and Google MapMaker where the features identi-
fied on digital maps catered to men’s tastes, as men contribute more than women (Stephens
2013). The underrepresentation of women is more pronounced in content creation than par-
ticipation. A recent study of Wikipedia (Shaw and Hargittai 2018) finds evidence of a leaky
pipeline: while women are not significantly less likely to have heard of Wikipedia or visited
the site, they are significantly less likely to know that the site can be edited or to have made
a contribution.

Stack Overflow is itself a well-studied platform. Vasilescu et al. show that women are
underrepresented in this community (Vasilescu et al. 2013). Interviews with a sample of
Stack Overflow users highlight the barriers women have to greater participation. Women
respondents listed the lack of awareness of some site features, the intimidating community
size and their fear of lacking adequate qualifications as main barriers to participation (Ford
et al. 2016). Recent work by Ford, Harkins, and Parnin finds an important effect of the
gender imbalance on user activity: women are more likely to engage with a post on Stack
Overflow if they see other women in the conversation (Ford et al. 2017). This finding is
both promising, suggesting a potential virtuous cycle of increased engagement by women,
and worrisome, as higher turnover among women could compound existing disparities.

Users on the site can collect badges, tokens awarded to users for specific actions and
activity, and past work has shown that this steers and influences user behavior (Anderson
et al. 2012). However, research shows that gamification does not impact women’s and men’s
behavior in the same way. The disparate influence of gamification on men and women has
been observed in educational settings, in workplace and on online platforms as well (Herzig
et al. 2015; Pedro et al. 2015). In an elementary school environment, a gamified educational
virtual software supporting math teaching significantly improved boys’ learning motivation,
but it had no effect on girls’ motivation or performance (Pedro et al. 2015). One potential
explanation, backed by experimental evidence, is that men are socialized to have a greater
preference for competition than women (Niederle and Vesterlund 2007).

Methodologically, economists have a long history of estimating gender disparities. The
Oaxaca-Blinder decomposition (Oaxaca 1973; Blinder 1973) is a widely used econometric
tool to disentangle the reasons behind gender differences in various outcome variables. It has
also been used to study causes of obesity in different racial groups (Sen 2014), differences
in career advancement prospects of men and women (Chen et al. 2010), and the difference in
labor market outcomes between agency-endorsed and independent job-seekers (Stanton and
Thomas 2015). Education researchers have also used Oaxaca-Blinder to explore differences
in why women and men aspire to major in computer science, and how this changes over
time (Sax et al. 2017).
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3 Background on Stack Overflow

In this section we describe Stack Overflow as a website and a community. Stack Overflow,
founded in 2008, is the largest Q&A site for computer programming. Today, the site hosts
over 16 million questions and 24 million answers, and it has a global Alexa rank of 63
(Stackoverflow traffic statistics. https://www.alexa.com/siteinfo/stackoverflow.com). Previ-
ous work on Stack Overflow has highlighted its importance to the programming community
as a hub of knowledge-sharing (Vasilescu et al. 2014). According to creators, their goal
was to design a free access platform serving users with a high quality knowledge base (The
stack overflow age. https://www.joelonsoftware.com/2018/04/06/the-stack-overflow-age).
Indeed, today programmers of any level or type turn to Stack Overflow as part of their daily
routine and the site is usually among the top results in Google searches for programming
related queries. In this way, the knowledge shared on Stack Overflow is reused beyond the
initial exchange between question-asker and answer-giver. Its user-base also significantly
overlaps with that of popular code repositories such as Github (Vasilescu et al. 2013).

Stack Overflow also has influence on hiring/recruiting in the IT sector. Users can search
for employment opportunities on the site’s job boards. Moreover, Stack Overflow provides
opportunities for them to demonstrate credible, verifiable expertise. Indeed, IT companies
and recruiters often look for Stack Overflow profiles when trying to fill positions (Fawcett
2012). This is facilitated by a recently developed resume service on the site: users can turn
their profile and activity into a standardized, searchable resume, ready for inclusion in the
site’s database of jobseekers. In this way Stack Overflow as a platform is a becoming a
significant labor market matching service.

Stack Overflow’s knowledge base (namely the questions and answers that have been
posted) are freely available to the public - no registration is required. In order to create
content, however, users have to sign up using an email address or social media account.
Every account has an associated profile page which tracks a user’s activity history and
accomplishments on the site. Users can also enhance their profiles with biographical infor-
mation, contact information, and an image. The large disparity between the number of
unique monthly visitors (estimated by Quantcast to be 50 million in March 2018) and the
number of active accounts made in the history of the site (less than 10 million as of March
2018, with far fewer active accounts), indicates that the vast majority of the site’s users are
passive: using the site’s knowledge without making contributions of their own.

Registered members can post questions and answers, vote on or edit the questions and
answers of other users, and interact with posts using comments. The up and down voting
functionality serves as a natural content moderation, users can boost useful questions and
answers and subsequent visitors have an easier time finding them. There are also elected
official moderators among the community members, who can delete, modify content, and
merge repeated questions into one topic.

Aside from the potential for its open and public-facing nature, Stack Overflow also has a
gamification aspect (Anderson et al. 2012). Specifically, participation leads to users earning
various reputation points and badges. Reputation points are primarily received for upvoted
questions and answers. Users receive some moderation privileges when they accumulate
enough reputation points. Bronze, silver, and gold badges can be earned through a variety
of activities, for example for receiving some number of upvotes on a question or answer,
editing posts for clarity, or even for visiting the site for a number of consecutive days. Gam-
ification is a common method used both to increase user engagement and to steer users

https://www.alexa.com/siteinfo/stackoverflow.com
https://www.joelonsoftware.com/2018/04/06/the-stack-overflow-age
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Table 1 How users gain or lose
reputation points on Stack
Overflow

Outcome Reputation

Answer Upvoted +10

Answer Downvoted −2, (−1 to downvoter)

Answer Accepted +15, (+2 to acceptor)

Question Upvoted +5

Question Downvoted −2

Offer Bounty −Bounty Value

Answer Wins Bounty +Bounty Value

Answer Marked Spam −100

Edit Accepted +2 (max 1000/user)

towards specific behaviors deemed to benefit the community. Indeed, previous studies show
that the badge system of SO has a motivating effect on the community. However, as past
research indicates that men may respond more to gamification than women, this may exac-
erbate gender inequalities in participation (Pedro et al. 2015; Herzig et al. 2015). We note
that a user’s reputation and badge counts are immediately visible next to any question they
ask or answer - offering a signal of the user’s presence and participation on the site to others.

4 Data andMethods

In this section, we present a more detailed overview on how the Stack Overflow website
works and the data we gathered about users. We also give a thorough outline of the fea-
tures we extracted or created and that will serve the basis of the upcoming analyses. We
now present our data collection and labeling methodology. Additionally, we introduce our
dataset, focusing specifically on how the data breaks down along gender lines.

4.1 TheWebsite

Users who create accounts on Stack Overflow can ask and answer questions as well as
comment on questions or answers. For easy navigation between question and topics, users
label questions with tags, indicating the topic of the question (for example if the question
is about a specific programming language or algorithm). They gain reputation points, our
fundamental measure of success, by receiving explicit positive feedback called “upvotes” on
their questions or answers. We outline the ways users accumulate reputation in Table 1. Any
user who accrues 15 reputation points gains the ability to upvote questions and answers2

Stack Overflow also rewards specific behaviors with badges, which are tokens given for
some kind of accomplishment (for example visiting the site every day for an extended period
of time, receiving a set number of upvotes for a question they ask etc.).

We use the Stack Overflow API3 to collect information on all users with at least 100
reputation points, as these users can be considered active on the website (they are granted
the basic rights to comment, upvote, flag and edit on Stack Overflow). In all, we collected
data on 565,171 users. To supplement the information provided by the API, we scraped data

2https://stackoverflow.com/help/privileges/vote-up
3https://api.stackexchange.com/docs

https://stackoverflow.com/help/privileges/vote-up
https://api.stackexchange.com/docs
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on users’ activity, including the badges they collected, the tags they used, and the count of
questions and answers they posted.

4.2 Feature Creation

Several of the features we use in our analysis can be extracted directly from user profiles.
First, we note users’ meta data, including their biography text, sign-up date, and whether
they link to a personal website or social networking accounts such as Twitter, Linkedin,
or Github. We operationalize these features in our models as a self-promotion index which
takes a value between 0 and 1 depending on the proportion of self-promotion fields that the
user has filled out. Within the biography field we check the text for the substrings “senior”,
“lead”, “head”, and “manage”, assigning a dummy to each user taking the value 1 if they
list any of these leadership or senior position indicators in their bio.

Second we quantify their activity on the site by how many questions they ask and answer,
how often they edit posts, how many upvotes and downvotes they cast, and how often they
make posts with which tags. Finally, we have information about user’s outcomes and success
on the site from their reputation scores and the number and types of badges they receive.

Gender inference Inferring gender of individuals from their online profiles is a complex
problem. We apply a two-step approach to infer user gender, first using genderComputer
(Vasilescu et al. 2014), a tool specifically created to infer gender of Stack Overflow users
from their given usernames and location. GenderComputer considers a variety of string
manipulations (for example reversing “Nohj” to get “John”) to expand the scope of the infer-
ence. Location can provide additional accuracy by distinguishing, for example, between an
Andrea from the UK (likely a woman) and one from Italy (likely a man). This method classi-
fied the users from our sample into 238,150 male, 24,717 female, and 302,304 unidentified
users. In order to evaluate the quality of this classification, we manually examined 100 users
classified as men and 100 classified as women. We found that while the method performed
very well on men (97% agreement with our manual check), our manual check agreed only
in 44 out of 100 cases of women. This replicates the recent finding by Ford et al. (2017) that
genderComputer sacrifices precision for greater recall when inferring women users.

The second step of our inference seeks to correct this bias by applying a more conserva-
tive method based only on first names and location called Gender Guesser. By considering
only users rated as likely male or likely female by both methods, we are left with a smaller
but more accurate sample. 10,571 users are rated as highly likely women by both methods.
We randomly choose 10,571 likely men (again classified as such by both methods) to obtain
a balanced sample. We repeated our manual check of a random sample of accounts finding
96% agreement with our classification of men, and 84% agreement with our classification
of women. This ensemble approach resembles Ford et al.’s modification of genderComputer
to focus on the detection of first names within the username (Ford et al. 2017).

We acknowledge several limitations and drawbacks to our approach to inference. First,
we make the simplifying assumption that gender is binary. We argue that this is a fundamen-
tal limitation of examining questions about gender differences using harvested data. Second,
discarding alias usernames builds on the assumption that men and women are equally likely
to adopt user names that can be mapped to their respective gender, and that this mapping
does not substantially impact our hypotheses. However, previous research has shown that
anonymity impacts behavior (Robertson et al. 2017), and it is possible that some users uti-
lized an anonymous name in order to establish an independent identity. Such name selection
is highlighted by the literature on gender swapping in online communities (Bruckman 1996;
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Szell and Thurner 2013), where, for example, women may pose as men if they feel that
they will be taken more seriously or to avoid harassment. We also note the limitations of
the geographic component of our inference: a minority of users include location data, and a
given location may not reflect a user’s origin (for example if an Italian man named Andrea
moved to the UK). Finally, name-gender databases have been shown to have significantly
less accuracy when used to infer gender for non-European names (Karimi et al. 2016).

Despite these limitations, we argue that our focus on identifiable names provides the best
possible data to test our hypotheses of gender behavioral and outcome differences on Stack
Overflow. By limiting our dataset to users where we are highly confident about our gender
inference, we gain greater confidence in the estimates of our econometric models. Moreover,
our analysis includes robustness checks with 5, 10, 20, and 50 percent of our gender labels
in the balanced sample randomly shuffled. These test help us better understand the effect of
potential classification errors on our results. See details in Section 5.2.

Detecting user communities Given the size of the site and the diversity of topics that its
users discuss, we consider that coherent communities of users may exist with significantly
different patterns of behavior, norms, and outcomes for men and women. For example,
users active in a more diverse community may be less likely to leave the site (Vasilescu
et al. 2015), while women encountering other women are more likely to engage in a thread
(Ford et al. 2017). Using a similar approach to Bosu et al. (2013), we grouped users in
communities by building a network where two users are connected if their posts often share
the same tags. Specifically, we created a similarity measure between users by calculating a
weighted Jaccard similarity measure, defined as

s(u, v) =
∑

t∈T min(tu, tv)
∑

t∈T max(tu, tv)

where T is the collection of all tags used at least 200 times, and tu denotes the number of
times user u made a post with tag t . We then filtered the edges using Serrano’s disparity
filter (Serrano et al. 2009), which, for each node, checks the weights on all its adjacent
links against the null hypothesis that they are uniformly distributed. Each observed weight
then has a p-value. We filter edges using this p-value (p<.01). The resulting network has

Fig. 1 User-user tag similarity
network. Two users are connected
if they have statistically similar
tag-use patterns. Colors indicate
communities detected using a
community detection algorithm.
Labels correspond to the most
frequently used tag in each
community
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Table 2 Descriptive statistics of the 10 largest user communities based on a network of tag-use similarity
among our balanced sample of users

Description # of users % male % downvotes % Rep. last year

C#/asp.net 2900 54% 5.5% 6%

Java 2605 49% 5.6% 7.2%

PHP 1941 51% 7.4% 6.5%

Android 1856 45% 5.5% 8.3%

Python 1665 49% 5.1% 9.3%

iOS 1548 49% 5% 6.9%

Javascript 1526 48% 7% 8.9%

C++ 1390 51% 5.8% 5.9%

Angular/Node 886 51% 5.3% 14.3%

Ruby/Rails 873 55% 4.2% 6.8%

We describe each user community by interpreting the most frequently used tags in posts by its members. The
last column refers to the share of the community’s total reputation gained in the last year

approximately 150,000 edges connecting the roughly 21,000 users. We use the Louvain
algorithm (Blondel et al. 2008) to detect communities in this network. We tune the method’s
resolution parameter to find larger communities to facilitate a qualitative understanding of
the communities found.4 We plot the network, visualized using a force-layout algorithm, in
Fig. 1. The nodes are colored by community membership.

We manually checked the most commonly used tags in each community and found
many clearly interpretable communities. The prominent programming languages and frame-
works we identify in the largest communities coincide with those found in other analyses
of programming language use, for instance on GitHub (Celinska and Kopczynski 2017).
We describe the 10 largest communities, accounting for 80% of our users, in Table 2. Note
that we sampled the males to achieve a 50-50 male-female ratio in our dataset. We see
small, occasionally statistically significant gender differences. We find that the C#/asp.net,
a Microsoft-developed software framework, and Ruby/Rails, a web development frame-
work, communities have the highest representation of men, while Android, a programming
language for mobile phone applications, has more women. We find that Ruby/Rails is the
community with the lowest incidence of downvoting.

As past work indicates, community structure has a significant impact on user behavior
and the possibilities for gaining reputation (Bosu et al. 2013). For instance, it may be easier
to ask a new question or post answers in a newer community, for example on Angular/Node
related questions, than in a long established community such as on C++. Therefore subse-
quent models explaining gender differences (see Results section) include fixed effects for
user community. We also control for the size of the community, the percentage of the com-
munity that is male, and the percent of reputation generated by users in the community in
the last year as a proxy for how new the community is.

4The modularity score, a measure of the overall quality of a partition, does not significantly change when we
tune the algorithm for this purpose.
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Fig. 2 Kernel density estimates of the logged reputation scores of men and women

5 Results

5.1 Descriptive Statistics: Men vsWomen

The first question we ask is whether we can see a difference in the outcome measures of
men and women on the site. Our key dependent variable is reputation, and we see that there
are significant differences between men and women. The average reputation score is 1703
for men and 942 for women. In other words, women have on average 55% of the reputation
of men. The median woman has 73% of the reputation of the median man, suggesting that
many of the top reputation earners are men. The log-transformed reputation group averages
are 6.1 for males and 5.8 for females, corresponding to the geometric means of 461 and
332, respectively. All differences are statistically significant (using a Mann-Whitney U test,
p <.001). We plot the densities of the log reputation scores of men and women in Fig. 2.

We also note differences in average activity levels, outlined in Table 3. In contrast to a
2012 study of men and women on Stack Overflow (Vasilescu et al. 2012), which found that
men are more active on the site across all measures, we find that women are more likely
to ask questions. There are several possible explanations for this finding, for instance that
the patterns of behavior on the site have changed, or because of differences in our approach
to gender inference (i.e. having a lower false-positive rate among our likely women) or
data selection (i.e. considering only users with at least 100 reputation). Indeed follow up
work by the same authors of the 2012 study find that when controlling for overall length of
engagement, women ask more questions (Vasilescu et al. 2013).

Table 3 Average activity levels
across gender. Men answer 53%
more questions on average than
women do, while women ask
18% more

Mean activity Women Men

# answers 19.5 39.8

# Questions 16.4 13.5

# Edits 9.0 10.0

# Upvotes 115.0 170.0

# Downvotes 14.6 21.9

Account Age (days) 1718 1925
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Lists Github

Lists Twitter

Lists website

Lists position

Has biography

8.16.14.12.10.1

Odds ratio (log scale), >1 indicates greater odds that men list this

Fig. 3 Differences in self-promotion using a propensity-score matched sample of men and women. Men
are significantly more likely to fill in the position, website, Twitter and Github fields. Whiskers mark 95%
confidence intervals

5.2 Analysis

As outlined in the previous section we find several differences in both activity and outcome
between men and women. How does the former impact the latter? We introduce a series of
possible explanations for this difference, and check to see if controlling for these confounds
in a regression framework can reduce or eliminate the gender gap.

First we examine the differences between how men and women share information about
themselves on the site. Similar to previous findings on LinkedIn (Altenburger et al. 2017),
we find that men are significantly more likely to fill out their biography, to link to their
Github, LinkedIn, Twitter, or personal websites on Stack Overflow. We plot the matched
log-odds ratio in Fig. 3. Second, we consider differences in tenure and find that on average
men have been on the site significantly longer than women. Third, we consider that women
may be overrepresented in certain communities with different norms and behaviors. We find
limited evidence for gender segregation across communities, but nevertheless include com-
munity fixed-effects in later modeling efforts. Fourth, we examine differences in activity.
We find that men are more likely to answer questions, while women are more likely to ask
questions, with both differences significant according to Mann-Whitney U tests (p <0.001).

Regressions We use a linear regression framework to explore gender differences in user
reputation. We examine the relationship between activity measures such as number of
questions asked, number of answers given, and number of votes cast, and reputation (log-
transformed), while controlling for potential confounders such as tenure. We report our
findings in Table 4. In a simple model controlling only for tenure, we find that users posting
1% more answers are expected to have 0.50% more reputation. On the contrary, the impact
of asking an additional question is an order of magnitude smaller. This is an inherent fea-
ture of the current scoring system, see Table 1. The coefficient on the male term is positive
and significant but close to 0.
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Table 4 User reputation regressed on gender, user-level activity measures, controlling for self-promotion
indicators and community-level features

Dependent variable: ln(Reputation)

(1) (2) (3)

Male 0.04c 0.03c −0.25c

(0.01) (0.01) (0.02)

Answers Posted (log) 0.50c 0.52c 0.45c

(0.005) (0.005) (0.01)

Questions Posted (log) 0.08c 0.09c 0.09c

(0.004) (0.004) (0.01)

Votes Casted 0.09c 0.08c 0.08c

(0.004) (0.004) (0.004)

Account Age 0.49c 0.50c 0.50c

(0.01) (0.01) (0.01)

Male × Answers Posted 0.13c

(0.01)

Male × Questions Posted −0.01

(0.01)

Constant 0.79c 1.35c 1.43c

(0.07) (0.38) (0.38)

Observations 21,142 21,142 21,142

Self-promotion Controls YES YES

Community Controls YES YES

Adjusted R2 0.61 0.62 0.63

Residual Std. Error 0.74 0.74 0.73

F Statistic 6,749.74c 1,734.25c 1,617.60c

The gender indicator interacted with the activity measures in the third model shows that men get more reward
for posting additional answers than women do

Note: ap<0.1; bp<0.05; cp<0.01

Next we include controls for the users’s propensity to disclose information in their profile
and community measures, such as the share of men in the community and the share of
total reputation earned by members in the last year. This latter measure proxies the age of
the community or the newness of its topics. We find similar coefficients as in the previous
model.

Finally, we include interactions of the male term and both question and answer activity.
The significant positive term on the interaction of gender and the number of answers posted
shows that men gain more reputation for an additional answer than women. We visualize the
interaction model in Fig. 4. We use an F-test to test the null hypothesis that the coefficient
on the male term and its interactions in the third model are simultaneously equal to 0. The
value of the F-statistic is 128 with 1 and 21119 degrees of freedom, and the test returns p-
value less than 10−15. We reject the null hypothesis that the regression coefficient vector
is the same for both genders. The significance of the interaction term justifies the use of
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Fig. 4 We plot the marginal effect of the number of answers a user posts on his or her reputation by gender
according to Model 3 in Table 4. The model controls for tenure, activity, self-promotion indicators, and
community-level features. Note the difference in slopes between the genders, indicating that men get more
reputation points for additional answers

a decomposition method in the following section to weigh the contributions of the various
features to the overall outcome gap.

We run two robustness tests on our results. First we randomly shuffle the inferred gender
on subsets of our data to test the effect of error in our classification on the observed effect.
We find that the male and male × number of answers terms from Model 3 in Table 4 both
remain positive and significant if we randomly shuffle 5, 10, 20, or 50 percent of the users’
gender classification. For instance a 20% randomization of the gender labels shrinks the
effect of the male term to -0.13 (from -0.25) and the interaction term to 0.11 (from 0.13),
with both coefficients still significant at p<.01. The effect disappears when we completely
randomize the gender labels.

Second, drawing on the observation that men are highly overrepresented among top
users, we check our results dropping the top 1, 5, and 10 percent of users by reputation
score. Our results are robust to this change. Finally, we combine the two robustness tests,
randomly shuffling the gender label on 20 percent of our users, and dropping the top 1
percent. Both the male and interaction terms remain significant, albeit with smaller effect
sizes (male coefficient: -0.07, interaction coefficient: +0.06, both significant at p<.01). Full
model tables for the robustness tests are available on request.

Oaxaca-blinder decomposition The Oaxaca-Blinder decomposition is commonly used to
measure and explain the causes of differences in averages between groups, including the
wage gap between men and women (Oaxaca 1973; Blinder 1973). This decomposition for
linear models allows us to observe the effect of differences in feature endowments that
are used to predict the outcome between the groups (for instance that men may be on the
site longer on average) and the effect of differences in how the features predict success -
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and thus different coefficients - between the groups (for instance if the same increase in
tenure predicts a higher reputation boost for men than woman) separately. Neumark’s elab-
oration (1) to the method introduced a tool to examine the effect of group endowments
and coefficients compared to a vector of reference coefficients (βP ) computed from the
pooled OLS regression (Neumark 1988). The difference in the levels of explanatory vari-
ables weighted by the reference betas (�xβP ) shows the part of the gap in the outcome
variable which is explained by the differences in group averages (“explained”), while the
explanatory variables weighted by the differences of the gender-specific and the pooled
betas (xmale(βmale − βP ) + xf emale(βP − βf emale)) indicate the remaining, unexplained
positive and negative biases. In the literature on wage differentials between groups, this
second component is sometimes referred to as a measure of the discrimination present in a
market. In our setting it captures the difference that would remain if women would have the
same feature endowments as men.5

ymale − yfemale =
�xβP +

[
xmale(βmale − βP ) + xfemale(βP − βfemale)

]
(1)

where
�x = xmale − xfemale (2)

In our model estimating user reputation, we control for the potential explanations out-
lined above, including the number of answers given, questions asked, votes cast, and the age
of the user account. We also include community-level features, and self-promotion dummies
discussed before.

Twofold decomposition According to the twofold Oaxaca decomposition (using the
pooled OLS betas as reference coefficients following Neumark (1988)), 89% of the reputa-
tion differential can be explained by the effects of differences in the explanatory variables
we used (number of questions and answers posted, number of votes cast, age of the account,
average reputation change in the last year within the user’s tag modularity class, self-
promotion and leader dummies). The difference in the effect of number of answers posted
online explains 75% of the reputation differential, while the difference in the effect of
account age provides an explanation for 22% of it. The remaining (“unexplained”) 11% of
the reputation differential might be due to gender discrimination. Given that the inclusion of
more features would likely decrease the difference explained by this component, we suggest
that discrimination is a limited driver of reputation inequality on the site (Fig. 5).

5.3 Discussion of the Results

We found that activity differences — mostly the difference between the amount of answers
given by men and women — drive success inequality. There are a few theories in the liter-
ature than can explain the situation. Ford and her co-authors (Ford et al. 2016) found that
women often hesitate to actively participate on the website because they fear they lack qual-
ifications and because of the size and negativity of the community. While men, who are
generally more competitive, thrive in this environment, women might be discouraged from
answering due to these factors. We also note that the unexplained 11% of the decomposition
gap may indicate that women are treated differently on the site.

5For a longer exposition of the equations presented here see (O’Donnell et al. 2008, p. 149-151).
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Fig. 5 The Oaxaca-Blinder decomposition of the difference in log reputation between men and women.
The Overall subplot shows the difference decomposed into a part which is due to the known differences
in endowments, accounting for 89% of the difference, and unexplained effects accounting for 11%. In the
Explained and Unexplained subplots, each component is broken down into features. The difference in the
amount of answers given by men and women as groups is by far the strongest explanatory factor. On all plots
the whiskers indicate 95% bootstrapped confidence intervals. In the latter two plots, only selected significant
terms are shown

We also see that women contribute differently to building the community’s knowledge
base: they are asking more questions. Stack Overflow’s current system strongly incentivizes
answering by rewarding upvotes on answers twice as much upvotes on questions. In the
subsequent section we test how the outcome gaps would change if these rewards were
equalized.

6 Proposing an Alternative Reward System

In this section we discuss one potential way to mitigate the gender differences in outcome
and success on Stack Overflow: modifying the reward system. Our results suggest that dif-
ferences in the rate at which men and women post answers account for the largest part of
the reputation gap. On the other hand, women tend to ask more questions than men. As rep-
utation points are almost entirely a function of the number of upvotes received on questions
and answers posted, and because receiving an upvote on a question results in half of the
reputation gain (+5) that receiving an upvote on an answer does (+10), we investigate what
happens to the distribution of reputation scores of men and women if these rewards were
equalized. In other words, we check if equalizing the rewards for good answers and good
questions decreases the gender gap.

When Stack Overflow was launched in 2008, upvotes to questions and answers gave
the receiver ten reputation points. In 2010 the rules were changed to their current format
and reputation scores were retroactively altered for all users. In a blog post explaining the
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change, one of the co-founders of the platform cited three reasons for the decision to change
the system:6

– “We know that answers have more intrinsic value than questions, and the reputation
balance should reflect that.”

– “The question asker already enjoys a substantial benefit beyond reputation gain from
upvotes on their question, namely, they get great answers to their question! Thus, the
asker shouldn’t need as much reputation gain.”

– “There are a few users who ask hundreds, sometimes even thousands of questions. Over
time, these users generate a fairly sizable reputation entirely through the tiny trickle of
upvotes gained by these questions. In a sense, we want to discourage question asking a
little bit, and make sure that people who ask questions are doing it for the right reasons
and not to generate reputation.”

Independent of the issue of gender disparities, we argue that the proposed change has
merit when considered against these points, especially when considering the site’s increased
importance as a knowledge resource since 2010. We do not agree, for example, with the
value judgement that answers have more intrinsic value than questions: without the question
there would be no answer. Stack Overflow distinguishes itself from Wikipedia or textbooks
as a knowledge resource by providing applicable answers to real-world user-generated ques-
tions. The service of asking a genuine question, the answer to which may seem simple to
an expert, is part of what gives Stack Overflow its appeal above and beyond the example
cookbook solutions available in many programming references or textbooks.We also note
that a single question can generate multiple useful answers - suggesting that any one per-
son answering a question can still learn from other answers. Finally, improvements in site
moderation and semi-automated detection of duplicate questions (Zhang et al. 2015) likely
reduces the prevalence of reputation mining by asking repetitive questions.

Increasing rewards to good questions may help to make the site more inclusive by offer-
ing a less competitive and speed-oriented way to build one’s reputation. For example, recent
work on user strategies for gaining reputation on the platform focuses entirely on answers,
finding that answering questions quickly (ideally first) is one of the best ways to quickly
collect reputation (Bosu et al. 2013). The authors also find that focusing on areas where
there are fewer experts, or answering questions on off-peak hours are productive strategies.
Such time pressures do not play the same role when one is asking a question.

To calculate the revised reputation score, we collect additional data on each user’s activ-
ity. We calculate the revised reputation scores of all users by counting question upvotes as
being worth 10 points. Recall that women have on average 55% of the reputation of men,
and the median woman has 73% of the reputation of the median man. Using the revised rep-
utation, women have 71% of the reputation of men on average, and the median female has
16% more reputation than the median male. We see this shift in Fig. 6, where we plot the
distribution of log reputation and log revised reputation by gender. Indeed women have much
lower variance: the low and high end of the distribution are proportionally much more male.

If additional reputation for asking questions even slightly increases the engagement of
some women on Stack Overflow, peer effects might encourage other women to post (Ford
et al. 2017). Yet we emphasize that this potential change is only one strategy to address
gender disparities on Stack Overflow. Indeed, one should also be interested in why men
are so much more likely to give answers, and how one might encourage women to give

6https://stackoverflow.blog/2010/03/19/important-reputation-rule-changes/

https://stackoverflow.blog/2010/03/19/important-reputation-rule-changes/
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Fig. 6 Distributions of (log) reputation and revised reputation for men and women. Dotted vertical lines
indicate group medians. Note that although women have higher median in the revised reputation plot, men
still have higher average reputation as evidenced by their overrepresentation in the long-tail of success

more answers. Furthermore, one must consider how all users would change their behavior
if the scoring system stopped favoring answers. As men might respond more readily to
gamification, it is possible that they would begin to ask more questions.

In order to understand why the revised reputation scores do not change trends among the
most successful users, we investigated how users of different reputation levels contribute
to the site. Figure 7 shows the contribution rates broken down by activity type for each
reputation decile. While questions are relatively evenly distributed across the groups, most
answers are given by a small number of “experts”. More precisely, 68% of answers are given
by the top decile of users, while only 28% of questions are. While this result is somewhat
intuitive given that the motivation for asking a question is a lack of knowledge, we think
it brings attention to an important issue. Increasing rewards for questions encourages users
from a broader spectrum of the population, most critically the learners who form an essential
part of the site.

7 Discussion

In this paper we investigated gender differences in the activity and success of users on Stack
Overflow. Women are highly underrepresented in the data we collected, not only compared

Fig. 7 Share of total answers and questions posted by users group by reputation decile
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to male users of the website but also compared to their presence in the IT labor market more
broadly. Moreover, according to our success measures they are also less successful on the
site than men. These differences can partly be explained by different participation or activity
behavior. While women ask more questions than men, men are more active in all other
forms of activity. Given that Stack Overflow’s current reward system favors popular answers
over popular questions, these differences in activity leads to large differences in outcome.
Excluding this effect and controlling for important user and community level explanatory
features, only 11% of the reputation gap, which may be due to “perceptional” discrimination
(among other confounders), remains unexplained. Given our finding that the current rewards
system favors “male behavior”, we propose a new reputation system which equalizes the
reward for upvotes on questions and answers. We find that the new scoring system reduces
differences in the group means, and in fact leaves the median woman with slightly higher
reputation than the median male.

Limitations Our analysis has several limitations. First, we emphasize that our data was
selected from individuals who registered and managed to accumulate at least 100 reputation
points. As research on gender inequalities has shown again and again, survival bias likely
influences the features of women in our data. Hence we must acknowledge that the men and
women in our data form a biased sample of all users of the site. The individuals who are
active on the site are likely to be among those who are more able to take risks, more likely
to prefer competition, and less vulnerable to harassment. This would lead to an underesti-
mation of gender differences in behavior and outcome on the site. Moreover, a large part
of Stack Overflow’s audience is silent. Statistics from the site suggest that there are tens of
millions of monthly visitors but only half a million accounts with 100 reputation points. It is
likely that these roughly 500,000 users are less than 10% of people who have used the site
for learning. The true motivations for joining or staying silent is a very interesting question
and could be addressed by gathering qualitative data (Ford et al. 2016).

We also reiterate the issues we raised about inferring gender from online data. We may
underestimate the participation of women by missing those who pose anonymously or as
men. We also acknowledge a western bias in the method we used to detect gender: studies
show that such methods suffer from significantly higher error rates on non-western names
(Karimi et al. 2016).

Another drawback of our analysis is that we have no information on the quality of the
questions and answers posted outside the user-level upvote and downvote scores. Since
quality likely interacts with the audience’s feedback and the existing reputation of users
these are potentially important missing controls.

Lastly, we do not know the effect of current success on future success; in other words,
whether the rich get richer. Research on other platforms shows evidence for such a rein-
forcement effect (Muchnik et al. 2013). Our snapshot only allows us to hypothesize that
such an effect may be present. More importantly, the limitations of our work highlight the
need for a greater understanding of how success on Stack Overflow impacts success in the
job market. We believe that these limitations can be addressed in future work by integrat-
ing experimental methods, user surveys, and the collection of longitudinal data about users’
career paths on the site.

Impact We believe that we are at a crucial moment in the process of inclusion of women
into the STEM and IT labor markets. One positive indicator of progress on the site is that
women are more active question posters than men, while in a 2012 study men were sig-
nificantly more active than women in all forms of activity (Vasilescu et al. 2012). This is
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perhaps a result of an increased focus of the Stack Overflow developers on improving the
diversity and inclusiveness of their platforms (Ford et al. 2017), and is in line with changes
observed in the annual Stack Overflow survey.7 However it is not enough to encourage
women to start learning, and it is important to continue efforts to support and include a
diverse user population reflective of the broader population.

Though our findings and subsequent recommendation address a specific gender gap
found on the site we analyze, we argue that there is more work to be done on why male and
female behavior differs so significantly in the first place. The more the difference is due
to the diversity of experience or perspective between the groups, the more our recommen-
dation is a useful solution to gender gap in participation. Better recognition of the validity
of alternative behaviors would likely encourage participation. On the other hand, given the
literature on gendered barriers to participation in IT, we suspect that a large part of the
behavioral difference is a legacy of these barriers and our recommendation is only a partial
solution. In other words, if women are answering fewer questions because they have been
discouraged from speaking up, fear harassment, or lack self-confidence, one cannot solve
the overarching problem by increasing the rewards to questions.

One promising recent development on Stack Overflow highlighting the need for more
targeted intervention is the launch of a mentoring program for new users (Ford et al. 2018).
New users asking questions entered “Help Rooms” to obtain constructive criticism on their
questions before posting on the main site. Mentored users asked higher quality questions
and were more likely to feel part of the community on Stack Overflow than control group
users. In parallel with considering revisions to site design, more work is needed on how to
scale this kind of intervention.

More broadly, we highlight the importance of auditing systems and evaluating the algo-
rithms of open-source communities. Even though these systems have platforms that are
more transparent, owners that are more benign, and financial impacts that are lower than
large corporations like Google or Facebook, their social and labor market impacts can still
be very large. As such, their owners share responsibility for the outcomes of women in the
IT community, and the culture of open-learning more generally.
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