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Abs t rac t .  A k-linear schedule may map up to k directed paths of a task 
graph onto one processor. We consider k-linear scheduling algorithms for 
the communication cost model of the LogP-machine, i.e. without as- 
sumption on processor bounds. The main result of this paper is that 
optimal k-linear schedules of trees and tree-like task graphs G with n 
tasks can be computed in time O(n k+~ log n) and O(n k+3 log n), respec- 
tively, if o > g. These schedules satisfy a capacity constraint, i.e., there 
are at most [L/g] messages in transit from any or to any processor at 
any time. 

Introduct ion 

The LogP-machine [3,4] assumes a cost model reflecting latency of point-to- 
point-communication in the network, overhead of communication on processors 
themselves, and the network bandwidth. These communication costs are modeled 
with parameters Latency, overhead, and gap. The gap is the inverse bandwidth 
of the network per processor. In addition to L, o, and g, parameter P describes 
the number of processors. Furthermore, the network has finite capacity, i.e. there 
are at most [L/g] messages in transit from any or to any processor at any time. 
If a processor would a t tempt  to send a message that exceeds this capacity, then it 
stalls until the message can be sent without violation of the capacity constraint. 
The LogP-parameters have been determined for several parallel computers [3, 4, 
6, 8]. These works confirmed all LogP-based runtirne predictions. 

Much research has been done in recent years on scheduling task graphs with 
communication delay [9-11, 14, 21,23, 25], i.e. o = g = 0. In the following, we dis- 
cuss those works assuming an unrestricted number of processors. Papadimitr iou 
and Yannakakis [21] have shown that  given a task graph G with unit compu- 
tation times for each task, communication latency L > 1, and integer Tmax, it 
is NP-eomplete to decide whether G can be scheduled in time < Trna• �9 Their 
results hold no mat ter  whether redundant computat ions of tasks are allowed or 
not. Finding optimal time schedules remains NP-complete for DAGs obtained by 
the concatenation of a join and a fork (if redundant computat ions are allowed) 
and for fine grained trees (no matter  if redundant computat ions are allowed or 
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not). A task graph is fine grained if the granularity 7 which is a constant closely 
related to the ratio of computation and communication is < 1 [22]. Gerasoulis 
and Yang [9] find schedules for task-graphs guaranteeing the factor 1 + �88 of the 
optimal time if recomputation is not allowed. For some special classes of task 
graphs, such as join, fork, coarse grained (inverse) trees, an optimal schedule can 
be computed in polynomial t ime [2, 9, 15, 25]. If reeomputat ion is allowed some 
coarse grained DAGs can also be scheduled optimally in polynomial t ime I1,5, 
15]. The problem to find optimal schedules having a small amount  of redundant  
computations has been addressed in [23]. 

Recently, there are some works investigating scheduling task graphs for the 
LogP-machine without limitations on the number of processors [12, 16-18,20, 
24, 26] and with limitations on the number of processors [19,7]. Most of these 
works discuss approximation algorithms. In particular, [18,26] generalizes the 
result of Gerasoulis and Yang [9] to LogP-machines using linear schedules. [20] 
shows that  optimal linear schedules for trees and tree-like task graphs can be 
computed in polynomial t ime if the cost of each task is at least g - o. However, 
linear schedules for trees often have bad performance. Unfortunately, if we drop 
the linearity, even scheduling trees becomes NP-complete [20]. [24] shows that  
the computat ion of a schedule of length at most B is NP-complete even for fork 
and join trees and o -- g. They discuss several approximation algorithms for fork 
and join trees. [12] discusses an optimal  scheduling algorithm for some special 
eases of fork graphs. In this paper, we generalize the linearity constraint and 
allow instead to map up to k directed paths on one processor. We show that  it is 
possible to compute optimal k-linear schedules on trees and tree-like task graphs 
in polynomial t ime if o = g. In contrast to most other works on scheduling task 
graphs for the LogP-machine, we take the capacity constraint into account. 

Section 2 gives the basic definitions used in this paper. Section 3 discusses 
some normalization properties for k-linear schedules on trees. Section 4 presents 
the scheduling algorithm with an example that  shows the improvement of k- 
linearity w.r.t, linear schedules. 

2 D e f i n i t i o n s  

A task graph is a directed acyclic graph G = (IV, E,  r) ,  where the vertices are 
sequential tasks, the edges are data  dependencies between them, and 7"v is the 
computat ion cost of task v E V. The set of direct predecessors PRED,  of a 
task v in G is defined by PREDv = {u ~ V [ (u,v) E E}. The set of direct 
successors SUCC~ is defined analogously. Leaves are tasks without predecessors, 
roots are tasks without successors. A task v is ancestor (descendant) of a task 
u iff there is a path from v to u (u to v). The set of ancestors (descendants) of 
u is denoted by ANCu (DESC,) .  A set of tasks U C_ V is independent iff for 
all u,v E V, u ~ v, neither u E ANCv nor v E A N C , .  A set of tasks U C_ V 
is k-independent iff there is an independent subset W C_ U of size k. G is an 
inverse tree iff ISUCCv I -< 1 and there is exactly one root. In this case, SUCC~ 
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denotes the unique successor of non-root tasks v. G is tree-like iff for each root 
v, the subgraph of G induced by the ancestors of v is a tree. 

A schedule for G specifies for each processor Pi and each time step t the 
operation performed by processor Pi at time t, provided there starts one. The 
operations are the execution of a task v E V (denoted by the task), sending 
a message containing the result of a task v to another processor P (denoted 
by send(v, P)),  and receiving a message containing the result of a task 1 v from 
processor P (denoted by recv(v, P)).  A schedule is therefore a partial mapping 
s : ~ • I~ --+ OP, where IP denotes an infinite set of processors and OP denotes 
the set of operations, s must satisfy some restrictions: 

(i) Two operations on the same processor must  not overlap in time. The com- 
putat ion of a task v requires time r~. Sending from v or receiving a message 
sent by v requires time o. 

(ii) If  a processor computes a task v E V then any task w E PRED~ must be 
computed or received before on the same processor. 

(iii) If  a processor sends a message of a task, it must be computed or received 
before on the same processor. 

(iv) Between two consecutive send (receive) operations there must be at least 
time g, where v is the message sent earlier (received later). 

(v) For any send operation there is a corresponding receive operation, and vice 
versa. Between the end of a send operation and the beginning of the corre- 
sponding receive operation must be at least time L. 

(vi)  Any v E V is computed on some processor. 
(vii)  The capacity constraints are satisfied by s. 

A trace of s induced by processor P is the sequence of operations performed by 
P together with their starting time. tasks(P) denotes the set of tasks computed 
by processor P.  A schedule s for G is k-linear, k E N, iff tasks(P) is not (k + 
1)-independent for every processor P,  i.e. at most k directed paths of G are 
computed by P.  The execution time TIME(s)  of a schedule s is the time when 
the last operation is finished. A sub-schedule s, induced by a task v computes just 
the ancestors of v and performs all send and receive operations of the ancestors 
except v on the same processors at the same time as s, i.e. 

I 
s(P,t) if s(P,t) E ANCv, 

sv(P,t) = s(P,t) = recv(w, P') for a processor P '  and v r w E ANC~, 
s(P, t) = send(w, Pt) for a processor P' and v r w E ANCv, 

I.undefined otherwise 

It is easy to see that s, is a schedule of the subgraph of G induced by ANC~.  
A schedule s for an inverse tree G = (V, E, r)  is non-redundant if each task 

of G is computed exactly once, for each v E V there exists at most one send 
operation, and there exists no send operation if v is computed on the same 
processor as its successor. 

1 For simplicity, we say sending and receiving the task v, respectively. 
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3 P r o p e r t i e s  o f  k - l i n e a r  S c h e d u l e s  

In this section we prove some general properties of k-linear schedules on trees. 
These properties are used to restrict the search space for opt imal  schedules. 

L e m m a  1. Let G = (V, E, T) be an inverse tree. For every schedule s for G there 
exists a non-redundant schedule s' with TIME(s')  < TIME(s).  I f  s is k-linen% 
then also s I. 

Proof." Let s be a schedule for G. First we construct a sub-schedule of s where 
each node is computed  only once. Assume that  a task is computed  more than 
once in s. I f  the root is computed more than once just  omit  all but  one com- 
putat ion of the root. Otherwise let v be computed more than once such tha t  
SUCCv is computed  only once. Let SUCCv be computed  on processor P.  Then 
there exists a computa t ion  of v on a processor P0 and a (possibly empty)  se- 
quence send(v, P1), recv(v, Po), send(v, P 2 ) , . . . ,  send(v, P), recv(v, Pk) of cor- 
responding send and receive operations of v such tha t  v is received on P be- 
fore the computa t ion  of SUCC~ starts.  Now, all other computa t ions  of v are 
omit ted  and the above sequence of send and receive operat ions is replaced by 
send(v, P);  recv(v, Po), and remove all other operations sending or receiving v, 
provided P0 :~ P.  If  P0 = P,  then all operations sending or receiving v are 
remove. This process is repeated until each task is computed  exactly once. It  
is clear that  the obtained schedule sl is non-redundant,  TIME(s')  <_ TIME(s),  
and the above t ransformations preserve k-linearity. �9 

L e m m a  2. Let G = (V, E, T) be an inverse tree. For every non-redundant k- 
linear schedule for G there is a non-redundant k-linear schedule s ~ satisfying 
TIME(s')  <_ TIME(s) such that for every processor P, the subgraph 4 G induced 
by tasks(P) is an inverse tree with at most k leaves. 

Proof." Suppose there is a processor P such that  the subgraph Gp of G induced 
by tasks(P) is not an inverse tree. Since every subgraph of G is a forest consisting 
of inverse trees, Gp must  have more than  one connected component .  Since s is 
k-linear, each connected component  contains at most  k leaves. Let s" be the 
schedule obtained from s by computing each of these connected components  on 
separate (new) processors, and updat ing accordingly the operations tha t  send 
tasks to processor P.  I t  is easy to see tha t  this t ransformat ion  neither affects 
the execution t ime nor the k-linearity. The claim follows by induction. �9 

C o r o l l a r y  1. Let G = (V, E, r) be an inverse tree. Then there exists an optimal 
k-linear schedule s such that for every v E V the sub-schedule s, induced by 
v is an optimal k-linear schedule for G~ which is non-redundant and for each 
processor P the subgraph induced by the tasks tasks(P) is an inverse tree with 
at most k leaves. 

Proof: Let s be an opt imal  k-linear schedule for G tha t  is non-redundant .  If  for 
a v E V the sub-schedule s~ is not opt imal  replace it by an opt imal  k-linear 
sub-schedule tha t  is non-redundant.  �9 

Thus, for obtaining opt imal  k-linear schedules, it is sufficient to consider 
non-redundant  schedules that  satisfy Corollary 1. 
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4 T h e  S c h e d u l i n g  A l g o r i t h m  

In this section, we present the a lgor i thm c o m p u t i n g  op t imal  k-linear schedules 
for task graphs,  if o = g. We first reduce the scheduling problem to  a special 
case of  the 1-machine scheduling problem with precedence constra ints  and  release 
dates,  i.e. a t ask-graph  G -=- (V, E,  7") is to be scheduled on one processor where 
for every task there is a t ime rv (release date) such tha t  v cannot  be scheduled 

before rv : 

L e m m a  3. Let G = (V, E,  v) be an inverse tree. Let s be a schedule for G that 
satisfies the property of Corollary 1. For a v E V consider the sub-schedule sv and 
let P be the processor computing v. Let tr be the trace of P in sv where receive 
operations are replaced by computations of length o computing the received tasks, 
and G~ obtained from the subgraph of Gv induced by the tasks (P)US of sv. Then 
tr is an optimal 1-machine schedule for G I with release dates TIME(s~) + L + o 

for v E S. 

Proof: No v E S can be received before t ime t~ -= T IME(s , ) ,  because send(v, P)  
cannot  be scheduled earlier than  tv. Since every reception of  a task costs t ime  o, 
tr is a 1-machine schedule for G t with release dates tv q- L + o for v E S. Since 
s is op t imal  tr is also opt imal .  �9 

ALGORITHM 1 
(1) for  v E V according to a topological order of G do  
(2) t~ := oc; s~ := 0; - - try to compute optimal k-linear schedule 
(3) for  every independent U C ANC, ,  0 < ]U[ < k do  
(4) s'~ := optimal_trace(G, v, U, t) 
(5) if  TIME(s~) < t~ t h e n  - - a better schedule is found 
(6) t~ := TIME(s'v); 
(7) sv := s'~ ~ ~]  s , ~ { s ~ ( P , , t ' )  =send(u,P~)}; 

u~PRED(U) 
where s~(t' + L + o, P~) = recv(u, P,) 

(8) end;  - - i f  
(9) end;  - - for  
(10) end;  - - for  

Algor i thm 1 computes  (in topological  order) for each task v C V an op t ima l  
schedule. In the i terat ion step, for every possible set R for the subtree rooted  
at v as defined in L e m m a  3, the op t imal  trace for the processor c o m p u t i n g  v is 
derived (function optimal_trace). According to L e m m a  3, one of  these schedules 
is op t imal  for the subtree rooted at v. The  a lgor i thm uses the fact  tha t  R can is 
uniquely defined by its leaves. 

T h e o r e m  1 ( C o r r e c t n e s s  o f  A l g o r i t h m  1).  Let G = (V, E,  7-) be an inverse 
tree with root r. The schedule sr computed by Algorithm I is an optimal k-linear 
schedule for G. 
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Proof." We prove by induction on [ANC~ [ that  for every v E V s~ is an optimal 
k-linear schedule. If [ANC~ [ = 0, then v is a leaf and the claim is trivial. If v 
is not a leaf, the claim follows directly by induction hypothesis and Lemma 3. 
By line (7) every send operation is scheduled L + o t ime steps earlier than the 
corresponding receive operations. Hence, a processor can perform at most [L/o] 
receive operations for every t ime interval of length L. Since the corresponding 
send operations start  at the latest possible time, the capacity constraint is sat- 
isfied. �9 

T h e o r e m  2. Let G = (V, E, r )  be a tree. Algorithm i computes in time 
O(IV[ k+e log IV[) an optimal k-linear schedule for G. 

Proof: For every v ~ V, loop (3)-(8) is executed at most O(]ANCv] k) times, 
because the number of subsets of size at most k is O(nk). Thus, if optimal_trace 
can be implemented by a polynomial algorithm, Algorithm 1 is polynomial. It is 
known that  a simple greedy algorithm with t ime complexity O(IVt log IvI) com- 
putes an optimal schedule a 1-machine scheduling problem [13], i.e. optimal_trace 
can be executed in time O(]ANCv l" log IANC, I). Hence, the t ime complexity 
of loop (3)-(8) is O(IANCvI k+l log IANC~I) by the above discussion. Summing 
over all v E V yields the claimed time complexity of Algorithm 1 �9 

E x a m p l e :  (Execution of Algorithm 1) We compute optimal 1- and 2-linear 
schedules for the inverse tree G = (V, E,  r)  shown in Fig. l(a) (where T~ = 1 for 
all v e V) with the parameters L = 2 and o -- 1 (cf. Fig. l(b) and (e)). Fig. l(d) 
shows an optimal schedule. The schedules are visualized by Gantt-charts .  The 
x-axis corresponds to time, the y-axis to y. We place a box at (t, i), if processor 
Pi starts at t ime t an operation. The horizontal length of the box corresponds 
to the cost (i.e. r~ if v is computed and o if it is send or receive operation).  
Send and receive operations are drawn as dark boxes. White boxes denote the 

(a) A Task Graph 
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(c) An optimal 2-linear schedule 
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(b) An optimal l-linear schedule 

1 2 3 r 5 6 7 g 9 tO t l  t2 llme 

l 

2 

processors 

(d) An optimal schedule 

Fig. 1. A Task Graph with optimal 1- and 2-tinear Schedules 
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Table  1. Execution Times of Optimal k-linear Schedules s~ 

I II �9 { 7 , . . . ,  14}l~ �9 { 3 , . . . ,  6}l~ �9 {1, 2} I ~ = o I 
l-linear t~ = 1  t~ = 6  t~----- 11 t~----- 16 
2-linear t. = 1  t~ = 3  t~ = 8  tv -= 12 
3-linear t. = 1  t~ = 3  t~----7 tv--  11 
8-linear t~ = 1  t~----3 tv----7 't~ = 11 

computa t ion  of a task. Table 1 shows the executions t imes of the opt imal  k-linear 
schedules for the tasks v E V. All tasks on the same level of the tree have the 
same schedules up to renaming. The table also shows tha t  opt imal  schedules for 
G have execution t ime 11. The opt imal  schedule for tasks 7-14 is obviously the 
computa t ion  of the task. The opt imal  l-linear schedule for task 3 computes  tasks 
7 and 3 on one processor and task 8 on another  processor. The opt imal  2-linear 
schedule computes  the tasks 7, 8 and 3 sequentially. For l-linear schedules, an 
opt imal  trace for task 1 and task 0 starts  at task 7 (t ime 11 and 16, respectively). 
For 2-linear schedules, an opt imal  trace for task 1 starts  with task 7 (t ime 8), 
and an opt imal  trace for task 0 starts  with task 7 and 2 (time 12). �9 

Obviously, an opt imal  n-linear schedule for an inverse tree G is opt imal  
among all schedules. Thus, Algori thm 1 can be used to compute  an opt imal  
schedule. Although this problem is NP-hard  and the algori thm is exponential,  
many  subsets of V can be ignored, because they are not independent. As our 
example shows, using symmet ry  may  reduce the number  of subsets of V even 
further. E.g. if all tasks of the task graph in Fig. l (a)  have equal weights if they 
are the same level, then only 66 subsets instead of 215 need to be examined. 
Although there are still 2 ~ possibilities to be examined, the constant in the 
exponent is much smaller than 1, which makes Algori thm 1 more feasible than  
a general brute-force search. 

The generalization of Algori thm 1 to tree-like task graphs is straightforward: 
Let G = (V, E,  r)  be a tree-like task graph and O be the set of its roots. Then 
an opt imal  schedule for G is obtained by scheduling separately the subgraph 
induced by ANCo (which is a tree by definition of tree-like) for every o E O 
according to Algori thm 1. Hence, Theorem 2 implies directly the 

C o r o l l a r y  2. Let G = (V, E, r) be a tree-like task graph. Then, an optimal k- 
linear schedule for G can be computed in time O(IV)k+31og ]VI) . 

5 C o n c l u s i o n  

We have shown that  opt imal  k-linear schedules for trees and tree-like task-graphs 
can be computed  in polynomial  t ime on the LogP-machine with an unbounded 
number  of  processors, if o = g and k = O(1). For every task graph G that  is an 
inverse tree, Algori thm 1 constructs opt imal  k-linear schedules for the subtrees 
G~ of G rooted at v, where the tasks are processed f rom the leaves to the root.  
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The main  step is to construct an opt imal  k-linear schedule for G~, when for all 
proper ancestors u of v the opt imal  k-linear schedules for G~ are already known. 
The subgraph of Gv induced by the tasks computed by the processor comput ing 
v is always a tree with at most  k leaves. Algori thm 1 is polynomial  because there 
is only a polynomial  number  of independent sets over the ancestors of v of size 
at most  k and for a given independent set, an opt imal  trace can be computed  in 
polynomial  time. Thus,  it is possible to consider all possibilities in polynomial  
time. 

The  generalization of the approach for 9 > o is not straightforward.  The 
principal approach remains the same, but  comput ing the opt imal  traces is more 
difficult. For this, more normalizat ion properties are required. [20] discusses some 
of those for l-linear schedules. However, it is not clear whether these apply to 
k-linear schedules in general, and whether other normalizat ion properties are 
required. 

[18, 26] show tha t  for every task graph G l-l inear schedules guaranteeing the 
factor 1 + 1 / 7  of the opt imal  t ime can be computed  in polynomial  t ime, where ~/is 
the granulari ty of G. Obviously, with increasing k the execution t ime of opt imal  
k-linear schedules does not increase. In fact, the example in Section 4 shows that  
it may  decrease drastically (in our example by 25%). The question raises whether 
it is possible to compute  k-linear schedules with bet ter  performance guarantees 
for increasing k. 
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