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A b s t r a c t .  The in vivo investigation of joint kinematics in normal and 
injured wrist requires the segmentation of carpal bones from 3D (CT) im- 
ages and their registration over time. The non-uniformity of bone tissue, 
ranging from dense cortical bone to textured spongy bone, the irregu- 
lar, small shape of closely packed carpal bones which move with respect 
to one another, and with respect to CT resolution, augmented with the 
presence of blood vessels, and the inherent blurring of CT imaging ren- 
ders the segmentation of carpal bones a challenging task. Specifically, 
four characteristic difficulties are prominent: (i) gaps or weak edges in 
the carpal bone surfaces, (ii) diffused edges, (iii) textured regions, and, 
(iv) extremely narrow inter-bone regions. We review the performance of 
statistical classification, deformable models, region growing, and morpho- 
logical operations for this application. We then propose a model which 
combines several of these approaches in a single framework. Specifically, 
initialized seeds grow in a curve evolution implementation of active con- 
tours, but where growth is modulated by a skeletally-mediated compe- 
tition between neighboring regions, thus combining the advantages of 
local and global region growing methods, region competition and active 
contours. This approach effectively deals with many of the difficulties 
presented above as illustrated by numerous examples. 

Acknowledgements: We gratefully acknowledge the support of the Whitaker Founda- 
tion, and NIH grant AR44005, 

1 Introduction 
Segmenta t ion is an impor tan t  pre-processing step in medical  imaging for visu- 
alization, registration, kinematic  analysis, etc. For our application, namely, the 
segmenta t ion and registration of carpal bones in the wrist from CT images, 
which is used primari ly to investigate joint loading and joint kinematics,  the 
task has proved to be ra ther  challenging. A key fact is tha t  bone tissue cannot  
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Fig. 1. Three slices from a three-dimensional CT image of carpal bones (top row) 
demonstrate typical cases of gaps or weak edges, diffused edges, textured areas, and 
extremely narrow inter-bone regions that make automatic segmentation difficult. Each 
window is zoomed in the bottom row detailing the above features, respectively. 

be characterized uniformly: the outer layer of the bone tissue, or cortical bone, 
is denser than the spongy bone it encases. Thus, under CT imaging cortical bone 
appears brighter and smooth, while spongy bone appears darker and textured. 
In addition, due to the close spacing of some carpal bones with respect to CT res- 
olution and inherent blurring in CT imaging, the inter-bone space often appears  
brighter than the background (soft tissue), drastically reducing boundary con- 
t rast  in these regions. Finally, blood vessels resemble the background, creating 
gaps in the surface of bone images. In the image domain, challenging areas can 
be categorized into four predominant groups, Figure 1: (i) gaps in the cortical 
shell; (ii) weak or diffused bone boundaries due to partial  volume effect in CT 
imaging; (iii) textured areas corresponding to the spongy bone; (iv) the narrow 
inter-bone regions which tend to be diffused. 

While is possible for medical experts to segment these images by using thresh- 
olding or manual seeding, e.g. using the ANALYZE package, this process con- 
sidering the t ime required for manual correction is labor intensive. Thus the 
development and use of segmentation techniques that  minimize user interaction 
is highly desirable. We have implemented and evaluated a large number of tech- 
niques for the segmentation of carpal bones from 3D CT images, including global 
thresholding, statistical methods, seeded region growing [1], deformable models 
like snakes [7], balloons [4], and bubbles [18], morphological watersheds [20], 
and region competi t ion [21]. The experience with the use of these techniques in 
our domain has prompted us to combine three of these approaches in a single 
framework. Specifically, this framework evolves from the approach taken by Tek 
et al. [18], numerous seeds are initialized which then grow by image-dependent 
forces and in the process merge and slow down near boundaries, thus t rapping 
the boundary between the inner and outer regions. The success of this technique 
is dependent on the existence of boundaries with sufficient contrast or symmetric  
initialization in the case of weak boundaries. This is due to the monotonic nature 
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of growth: once a region has evolved beyond object boundaries it can no longer 
return to capture it. Region competition [21], on the other hand, also relies on 
the growth of seeds, but implements a non-monotonic adjustment based on local 
competition between regions, once they become adjacent. The back and forth 
movements of adjacent regions is dependent on a statistical decision oil which of 
these regions a point is more likely to belong to. The central assumption under- 
lying this scheme is that the growth of seeds leads to regions that  characterize 
distinct areas. This assumption fails, e.g. in asymmetrically initialized seeds, 
where the growing seeds in "waiting" for other regions to arrive, acquire and 
encompass two statistically distinct domains, thus disabling a reversal. Seeded 
region growing [1] avoids this difficulty by implementing a global competition 
among growing regions, but does not implement the "back and forth" competi- 
tion between them, thus not allowing for recovery from errors. 

The approach presented in this paper combines these ideas, namely, de- 
formable models implemented in the curve evolution framework, probabilistic 
growth, local back and forth competition, and global competition under one 
framework. The main idea is to rely on the inter-region skeleton as a predictor 
of boundaries resulting from the current seeds, assuming current growth condi- 
tions, and to feed back this information into the growth process by modulating 
the deformation speed. In other words, if points on the skeleton are more likely 
to belong to one region as compared to another, then the former region should 
grow faster to capture it. Region competition then becomes a special case, i.e., 
when the two regions become adjacent. The idea of global competition in seeded 
region growing is implemented by the long-distance competition among neigh- 
boring seeds, mediated by the inter-region skeleton. 

2 Medical Application: Segmentation of Carpal Bones 

Degenerative joint disease is commonly at tr ibuted to alterations in joint loading 
and joint kinematics due to traumatic injury. In the wrist, despite widespread 
clinical awareness of dynamic and static wrist instability, little is known about 
the pathoanatomy and kinematics of these conditions. Patients may continue to 
be incapacitated by pain following stressful activities months after injury, even 
though radiographs and other static imaging studies appear normal. Attempts 
to treat  these conditions surgically usually involve limiting abnormal carpal bone 
motion by restricting normal carpal motion through arthrodesis or ligamentous 
reinforcement. Characterizing the true 3D kinematics of the carpal bones fol- 
lowing these ligament injuries would provide better  insight for development of 
diagnostic techniques and more appropriate t reatment strategies. Clarifying the 
relationship of partial and complete tears of the scapholunate interosseous liga- 
ment, for example, to alterations in carpal kinematics would help guide clinicians 
in decisions regarding surgical or conservative management of this common in- 
jury. 

The significance of accurately measuring 3D in vivo carpal kinematics in 
normal wrists and in those with specific ligament injuries is the understanding 
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Fig. 2. An example of a 2D slice where global thresholding fails. Observe that there 
are holes in the bones and also a gap in the bone contour. While morphological filtering 
can close the holes and gaps, the inter-bone region will also be closed and the shape of 
the boundary will be slightly altered. 

gained from these studies can benefit diagnosis, surgical t reatment ,  rehabilita- 
tion, and the design of prosthetic devices. Our long-term research is aimed at 
studying degenerative changes, surgical reconstructions, and rehabili tation in 
joints. More broadly, these methods can noninvasively measure 3D motion of 
any joint using any 3D imaging modality. 

Studying 3D skeletal joint motion is most often accomplished using marker 
systems implanted in the bones of cadaveric specimens. Similar methods have 
also been used to study joint motion in vivo in the knee and hip [6, 10, 11], but 
these studies are not widely performed due to their invasive nature. More re- 
cently, researchers have measured the 3D kinematics of the knee joint in vivo 
using non-invasive techniques based on single-plane fluoroscopy and three di- 
mensional models [2]. However, given the small size, narrow articular spaces and 
complex joint surfaces, such methods are not applicable to the wrist. We now re- 
view an application of some of the currently available techniques to this domain, 
and then proceed by an approach that  combines some of the current techniques. 

3 Segmentation of Carpal Bones: Current Approaches 

We have investigated the use of several segmentation techniques for the recovery 
of carpal bone surfaces from CT images. These methods include global threshold- 
ing, statistical classification, seeded region growing [1], region competi t ion [21], 
deformable models like snakes [7], balloons [4], their curve evolution counter- 
parts  [12, 3, 17], and watershed segmentation [20]. See also [16] for a similar ap- 
plication. This section briefly reviews our experience with the application of these 
techniques to carpal bone segmentation and motivates the approach present in 
Section 4. 

Global thresholding is the simplest statistical segmentation technique, where 
pixels are classified based on their intensity values. However, choosing the right 
intensity threshold is difficult and typically varies from one dataset  to another. 
Interactive manual selection of the threshold is tedious and operator-sensitive. 
Even with the optimal  threshold, final segmentation based on thresholding has 
holes and in some images, two adjacent bones merge. The choice of the intensity 
threshold can be automated by using the expectation maximization (EM) algo- 
r i thm [5] to fit a mixture of Gaussian distributions to the intensity values and 
using classical Bayes Decision theory to find the decision boundaries. 
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Fig. 3. This figure illustrates a shortcoming of the bubbles [17] approach. (Left.) Ran- 
domly initialized seeds have grown to near bone boundaries; note the convergence of 
bubbles in the small bone on the top left. (Right) Further iterations, which are neces- 
sary for convergence in other places, e.g., inter-bone regions will push out the bubble 
inside the small bone. 

Fig. 4. This figure illustrates a shortcoming of seeded region growing [1]. Seeded region 
growing can leak through gaps in the bones. 

Deformable models (snakes or active contours [7]) need to be initialized close 
to the boundaries for proper convergence, one snake per boundary. Balloons 
overcome the first restriction by transport ing the initialized model close to the 
edges by adding a constant inflation force to the snake [4]. However, this infla- 
tion te rm also often pushes the evolving contour over weak/diffused edges. Curve 
evolution snake models [12, 3, 17] address the second restriction since they have 
the ability to change their topology during the deformation process. However, for 
carpal bone segmentation, the deformable models encounter similar problems, 
as in using statistical classification: (i) not all models converge at weak/diffused 
boundaries; (ii) the contour smoothing terms does not allow entry into the nar- 
row inter-bone region; (iii) as these models rely only on the local information 
along the boundary, the texture inside the bone slows snakes down, resulting in 
poor convergence on the bone boundary. 

Another class of techniques for segmentation is region growing and merging, 
where initialized seeds grow by annexing "similar" (as defined by a statistical 
test) pixels. Region growing methods are sensitive to seed initialization, and 
result in jagged boundaries and poorly localized edges. Seeded region growing 
[1] improves traditional region growing by introducing a "competition" between 
growing regions by ordering all candidate "growth" pixels according to some suit- 
ability criteria. However, seeded region growing, like traditional region growing 
doesn' t  incorporate any geometrical information and hence can "leak" through 
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Fig. 5. While region competition [21] frequently captures the correct bone boundaries. 
in some cases it does not, as illustrated here. In the first case. region competition merges 
the bones and there are some holes in the captured regions. In the second case region 
competition fails to segment the bone on the extreme left of tile image. Here the seeds 
that were initialized lost statistical character, resulting in tile wrong segmentation, a 
mislabelling of some bones. The main flaw is that seeds compete only after they have 
fully grown and become adjacent. 

narrow gaps (like the ones seen in the cortical shell, Figure 1). It also tends to 
merge bones tha t  are very close to each other. Region competition [21] combines 
the geometrical  features of the deformable models and the statistical features 
of region growing, by using a combinat ion of statistical and smooth ing  forces 
for seed growth. It  also introduces a local compet i t ion  between regions when 
they  contact  each other,  thus allowing recovery from errors. This is a powerful 
technique tha t  works even when seeds are initialized across boundaries.  How- 
ever, for carpal bone segmentat ion it was observed tha t  occasionally, initialized 
regions which have grown to a great  extent beyond object  boundaries,  lose their 
"charac ter"  and hence are unable to be pushed back. Also, the discrete nature  
of region compet i t ion  allows the boundaries to move by one pixel or not at all, 
result ing in jagged boundaries.  

Finally, watershed segmentation [20] can be viewed as a region-growing tech- 
nique [18] which often results in over-segmentation,  unless specialized marker  
methods  [20] are used. See [la] for details. 

4 Skeletally Coupled Deformable Models 

Our proposed approach is an iterative one where initialized seeds grow by a 
local statist ical  force, modula ted  by the desirability of a simulated segmentat ion,  
assuming current  conditions prevail. The main  idea is (i) at each step a local 
growth force is computed ,  (ii) the skeleton of the inter-seed region is used as 
a predictor  of the final segmentat ion,  (iii) each skeleton point  is viewed as the 
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Fig. 6. (a) A sketch of the coupling of forces between nearby regions, (seeds of bubbles) 
R + and R- ,  e.g., coupling of A + and A-  through A. (b) Actual coupling in a cropped 
portion; the thin solid lines are the boundaries of each each deformable model, R + and 
R- ,  the thick solid line is the deformable true boundary (edge), and the dashed line 
is the inter-bubble skeleton. The skeleton is a preview of the final segmentation should 
the current growth conditions prevail. The relative desirability of growth from A + to A 
as compared to that of A-  to A modulates the growth of A + and A- in each iteration, 
in this case inhibiting the growth of A- and encouraging the speedier growth of A +. 
Hence the skeleton, recomputed in each iteration converges onto the edge. 

front of competition for a pair of points, each from a different seed, (iv) the 
desirability of growth of each seed point, along its respective paths to form the 
skeleton, is statistically measured and compared, and (v) the relative merit of 
each path is used to modulate the local growth force at each seed point to improve 
the segmentation results. This approach, namely, skeletally coupled deformable 
models (SCDM) thus implements a "long range coupling" that allows for the 
competition at a distance and prevents the seeds from losing their statistical 
characterization when seeds are initialized close to or over the boundary. 

To see how long range coupling is mediated by the inter-region skeleton, 
consider Figure 6, which illustrates two seeds R + and R -  and the background 
RB. Let ,.q denote the shocks I of RB as defined in [8,9, 14, 19]. Each shock 
point A couples two 2 seed points A + E OR + and A -  c OR-,  where OR is the 
boundary of R. This coupling of the deformable models' boundary points, A + 
and A - ,  allows for competition for their growth with respect to capturing A. 
Let the local statistical growth force at a point P be denoted by fp ,  typically 

(z(=.y)-~) 2 
fp  : l o g ( ~ e -  ~2 ), where I (x , y )  is the intensity at P and # and a 
are the mean and standard deviation of the region. This defines local forces fA- 

1 Shocks are the skeleton points augmented with the notions of speed, direction, type, 
label, grouping, and a hierarchy of these groups [9]. 

2 Generically, each shock point couple two or three boundary (characteristic) points. 
The discussion for shocks with three characteristic points is similar. 
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and fA+, at A -  and A +, respectively, 

1 - ( I r  2 1 _ ( 1 ( ~ , y ) - . + ) ~  IA- = log ( ,  e 2~ ), IA+ = log ( .  e ,G+2 ). 

(1 )  

These forces are adjusted to produce net forces, F A- and F+, respectively by 
using feedback indicating the desirability of a predicted segmentation at A, as- 
suming A -  and A + evolve in a simulated growth up to collision at A. Since only 
infinitesimal adjustments are needed, we consider whether it is more appropriate  
for the skeleton to move left or right, and by what amount.  This is accomplished 
by comparing the predicted statistical forces f +  and f -  at A. 

f +  --- l ogP(A  E R+),  f -  = logP(A  E R ). (2) 

Thus, the net force at each skeletal point A, f +  - f , is propagated to each 
boundary point to modulate the growth force there. This force is only needed 
when boundaries are at a distance. Second, in addition to the local skeleton force, 
we feed back a measure of growth at A + to A -  (and vice-versa) via coupling at 
the skeleton, as adjusted by a monotonically decreasing function of the distance 

d 2 

A(d) - s e 2G~ Thus, the net force is . 

FA = f A -  -- AOfA + (1--  A o ) ( f -  -- f + )  (3) 

FA+ = fA+ -- A0fA+ + (1 -- A0)(f + -- f - )  (4) 

where A0 = A(2d(d- ,  d)) .  When two regions are close to each other, or adjacent, 
A0 ~ 1, F A- = f A -  -- fA+, effectively implementing the region competi t ion 
approach. However, when the two regions are not close, the approach implements 
a long range, predicted competition. In Figure 6, this long range force has the 
effect of slowing A -  down and speeding up A +, allowing A + to "catch up" before 
A -  has grown beyond the edge, thus symmetrizing the regions R + and R -  with 
respect to the edge. 

5 Implementat ion:  Curve Evolut ion and E N O  
Interpolat ion 

This approach is implemented in the curve evolution framework by embedding 
the curve as the zero level-set of an evolving surface. This allows for partial  move- 
ment of the curve on a discrete grid. Partial  movements are essential to avoid 
jagged boundaries and to allow regions to move at different speeds. However, a 
subpixel implementat ion of region competi t ion requires regions to be adjacent, 
thus constantly operating in a mode where more than one curve is present within 
a pixel, a situation not easily represented by an embedding surface. Specifically, 
the reliable identification of the subpixel boundary and the computat ion of forces 
at subcell points are especially challenging. 
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Fig. 7. The subpixel deformation of a curve via updating its embedding surface by 
the movement of the closest point to each grid point. (a) The subpixel computation of 
force at P requires a two stage ENO interpolation; one along the line normal to the 
curve {Ai} and one for each Ai along either the horizontal or vertical directions (solid 
dot). (c) The coupling between two contours OR + and OR- when they are roughly two 
pixels apart. Details are omitted here due to space constraints. 

As a solution, we use a piecewise circular (PC) approximation [15], of the 
subpixel boundary within each pixel. This representation can be extracted accu- 
rately from its distance transform using an approach based on Essentially Non 
Oscillatory (ENO) interpolation [15]. The accuracy of the PC curve reconstruc- 
tion from its embedding surface, implies that  the surface can be transformed in 
such a way that  the modified surface is the distance transform of the modified 
curve. Hence, the surface point at A in Figure 7(a) should be updated  by the 
change from A P  to AQ, which for small movements can be approximated by 
PQ. This requires computing the force at subcell point point P, which requires 
the accurate computat ion of the image intensity and image derivatives along the 
norInal to the curve at P.  This is done using an ENO interpolation along the line 
orthogonal to the curve, along the subpixel grid samples {Ai} in Figure 7(b), 
which in turn is found using an ENO interpolation along grid lines. The details 
of the implementat ion are involved and beyond the scope of this paper  [13]. 

6 R e s u l t s  and D i scus s ion  

In this section we present the results of applying the SCDM method to carpal 
bone segmentation, especially to illustrate the performance of SCDM in the 
problem areas listed in Section 1, namely, gaps and weak edges, diffused edges, 
bone texture, and narrow inter-bone spaces. Seeds were initialized manually, 
one seed per bone (this can be automated at a later stage by relying on sta- 
tistical classification). Figure 8 illustrates the effectiveness of this approach in 
images with gaps (a), low contrast edges (b) and (c), narrow regions (d), and 
diffused edges (e). These are typical results and the application of this method 
to carpal bone images has led to reliable and robust segmentation. For fur- 
ther examples, animation of growth, and comparison to other techniques, we re- 
fer the reader to http://www.lems, brown, edu/vision/researchAreas/SCDM/bone- 
segmentation~bone-segmentation, htmL 
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Fig.  8. Examples of carpal bone segmentation using skeletally coupled de%rmable mod- 
els. Observe that SCDM works well in images having a gap in the bone contour~ (a). It 
captures low contrast contours, e.g., the bone on the bottom right in (b) and the bone 
on the extreme left in (c). Observe how it allows growth into the narrow inter-bone 
spaces, (d). It also does well in case of diffused edges, e.g., second bone in (e). Also note 
that the region-based statistical force allows growth in textured areas, as evidenced by 
all these examples. 


