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Abstrac t .  The problem of buffer overruns, i.e., writing past the end of 
an array, in C programs has been known since the early seventies as one 
of the possible consequences of the C language data integrity philosophy. 
Since the late eighties, when computer security incidents started affect- 
ing the Internet, it has been clear that buffer overruns are a powerful 
threat to system security as they allow ordinary users to gain superuser 
privileges on Unix systems. Nowadays, buffer overruns are one of the 
most popular exploits in the hacker scene. 
In this paper we present a tool for the automatic detection of buffer 
overrun vulnerabilities in object code. It can be applied to operating 
system components as well as ordinary programs. The tool is aimed at 
helping system administrators eliminate vulnerable programs before they 
are exploited. A fully working prototype for HP-UX and Linux systems 
is currently available. Extensions are planned for other Unix versions. 

1 I n t r o d u c t i o n  

Computer  security problems either derive from security unconscious design, such 
as the vulnerability to eavesdropping or the lack of strong authenticat ion in 
the T C P / I P  communication protocols suite, or from programming and system 
configuration errors, which, again, may  depend upon poor design from a security 
point of view. Attack techniques exploit bo th  security flaw designs and insecure 
programming practice and errors. Buffer overruns are programming errors tha t  
can be exploited in order to gain superuser privileges on a system, leading to 
what  is usually called "root compromise" [6]. 

Buffer overrun is the effect of writing past  the end of an array, or buffer, in 
C jargon. I t  is also known as "buffer overflow," because a buffer is stuffed with 
more da ta  than  it can contain. Another popular  term used for buffer overrun 
based at tacks is "stack smashing," since par t  of the process stack segment is 
overwritten. 

The problem of buffer overruns in C programs has been known since the 
definition of the C language itself. In order to improve upon the language flex- 
ibility and efficiency, da ta  integrity checks such as bounds checks on array or 
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checks on pointer arithmetic are left to the programmer.  Neither static nor dy- 
namic checks are enforced at language level thus favoring insecure programming 
practice. A historical case of buffer overrun is the l o g i n  program, whose vul- 
nerability has been known since the late 70's. It was, however, with the Internet 
Worm in November 1988 that  buffer overruns started being exploited for secu- 
rity purposes [17]. Of the three techniques the Worm used to spread to new 
hosts, one was overflowing the f i n g e r  command line argument with an input 
string of 536 characters instead of 512, which was the size of the input param- 
eter buffer. Since 1988 buffer overruns have become more and more popular on 
the hacker scene. In 1997, 15 out of 28 advisories 1 of the Computer  Emergency 
Response Team Coordination Center (CERT-CC) of Carnegie Mellon University 
concerned buffer overrun vulnerabilities identified in commonly used programs 
and facilities in Unix systems [3]. 

Many research efforts have been spent in recent years in order to devise solu- 
tions to the buffer overrun problem [4, 8,16, 15, 9]. In general, such solutions aim 
at providing tools for writing programs where buffer overruns are not possible. 
Yet, they do not offer a solution to the problem of vulnerable existing legacy 
code and commercial distributions installed world wide. In this case the only 
defense against possible attacks is the prompt update  of the software with new 
releases or patches. In spite of the increasing computer  security awareness, it is 
not common to find promptly updated systems where new releases or patches 
are installed as soon as they become available. Being able to automatically de- 
tect programs that  are vulnerable to buffer overrun attack before they become 
known to the hacker world would greatly improve system security. 

This is the perspective from which we have addressed the buffer overrun 
problem in this work. Specifically targeting executable programs, we have devel- 
oped a tool that  automatically detects buffer overrun vulnerabilities in object 
code. The tool searches the file system for critical programs and tests them indi- 
vidually against buffer overruns. For the vulnerable ones the exploit is built and 
executed against the program. A notice is then sent to the system administrator, 
reporting the found vulnerability. Our tool can be applied to operating system 
components as well as system utilities and ordinary programs. A fully working 
prototype for HP-UX and Linux systems is currently available. Extensions are 
planned for other Unix versions. 

This paper is organized as follows. Section 1 illustrates the factors that  make 
buffer overrun attacks possible. Section 3 sketches how to craft an attack. Sec- 
tion 4 presents the tool we developed. In Section 6 solutions proposed in the 
literature are presented and discussed. Section 7 summarizes our contribution 
and concludes the paper. 

1 Buffer overrun related advisories in 1997 only are numbers 2, 4, 5, 6, 9, 10, 11, 13, 
17, 18, 19, 21, 23, 24, and 26. 
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2 G e n e r a l  B a c k g r o u n d  

In this section we provide an overview of the factors tha t  make a language 
issue such as buffer overruns a security issue, i.e., Unix access control scheme, C 
language data  integrity philosophy, and function execution model. We assume a 
4.4 BSD system as reference. However, we keep our description general enough 
to apply to other Unix versions. For further details, see [11, 1, 10]. 

2.1 Unix  Access Control  Sys t em 

The Unix operating system implements a discretionary access control system. 
Users are allowed to grant and revoke access rights on the objects they own. 
Such objects are typically files (or directories) and processes. File protection 
is implemented by a three-level access control mechanism. Access rights are 
specified for the owner of the file, for the group the owner of the file belongs to, 
and everyone else, i.e., the rest of the world. For each of the three categories, read, 
write, and execute permissions are specified. Three additional bits, called suid 
(set user identifier), sgid (set group identifier), and sticky bit, apply to executable 
files and specify processes run t ime privileges. In particular, the suid and sgid 
bits allow a process to be granted additional privileges during execution. 

A process privileges are those of the user and group owning the process and 
are inherited from the parent process at process creation time. Both the user 
and the group identifiers associated with a process are actually double, as Unix 
distinguishes between the real and the effective uid and gid. The real uid of a 
process, known as ruid, is the uid of the user executing the program (i.e., the 
owner of the process). The effective uid, known as euid, is the uid of the owner 
of the program. The same applies to the gid. A confined environment is created 
where privileged programs have their scope limited to tha t  of the user executing 
them. 

However, it may be necessary for a process to access objects for which it 
has no privileges while the program owner does. A mechanism for granting tem- 
porary privileges is implemented with the suid (sgid) bit and the s e t u i d ( )  
( s e t g i d ( ) )  system call. When a setuid program (i.e., a program with the suid 
bit on) executes the s e t u i d ( )  system call, the process ruid changes to euid. The 
program owner's file system privileges are granted to the executing process for 
the time the ruid remains set to tha t  of the program owner. The setuid (setgid) 
mechanism is particularly dangerous when the program owner is root, as the 
process is granted all the superuser privileges [2]. 

2.2 Function Call Execut ion  Mode l  

When a program is executed, its process image is allocated an address space 
organized in three parts, text ,  data,  and stack segments, as illustrated in Figure 1. 



20 D. Bruschi et al. 

A read-only static memory  area s tar t ing at low addresses 2 is allocated for the 
text  segment, which might be shared by multiple users executing the program. 

Immediately above the text  segment, the da ta  segment is divided into initial- 
ized data  (i.e., the statically allocated data)  and uninitialized da ta  (i.e., pointers 
to dynamically allocated data,  bss in Figure 1). The  da ta  segment can be modi- 
fied by and is private to each process. Da ta  allocated at run t ime using variables 
in bss occupy the space above the da ta  segment, called heap. The heap grows 
towards bigger addresses. 

Starting at high addresses and growing towards lower ones, the user stack seg- 
ment occupies a contiguous set of memory  locations organized in Last-In-First-  
Out  order. The stack organization is used as it matches the natural  sequence of 
function call activation records. When a function is called, a new stack frame 

high addresses 

low addresses 

process in memory 

per-process kernel stack 

red zone 

u s e r  a r e a  

ps string structure 

signal code 

env strings 

argv strings 

env pointers 

argv pointers 

a r g o  

user stack 

heap 

b s s  

initialized data 

t e x t  

~ x  
x 

x 

shell environment variables 
command line arguments 

s 
J 

program in 
secondary storage 

linke~header 

I magic number 
symbol table 

. . . . . . . . . . . . . . .  f 
_ _ ~  

Fig. 1. The user memory address space. 

is pushed onto the stack and da ta  saved in fixed locations by the function pro- 
logue, an operat ing system component  that  prepares the function environment 

2 The allocation depicted in the figures, although common to many modern architec- 
tures, is an implementation convention. The same is true for the specific values at 
which each segment starts. Therefore we do not indicate any value, as it is irrelevant 
to our description. 
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for execution. At function return, the previously saved environment is restored 
by the function epilogue. The return address is loaded in the program counter, 
the saved stack pointer is loaded in the stack pointer register, and the saved 
frame pointer is loaded in the frame pointer register. The rest of the frame is 
then popped and the freed area used for future calls. 

2.3 C L a n g u a g e  

The C programming language is often considered a high level assembly language 
because of its flexibility and efficiency [10]. These characteristics derive from 
lack of type checking on data structures, no boundary checking on arrays, pointer 
arithmetic, automatic type conversion, and unstructured control statements such 
as goto or break/continue for interrupting loops. 

By minimizing type checking and allowing type conversion, variables can be 
assigned any values, as long as they fit in the allocated space, and flexibility 
achieved. Lack of bounds checking at run t ime when dealing with arrays or 
buffers improves upon execution t ime as array accesses are faster. Data  integrity 
checks are intentionally left to the programmer.  Therefore, when no program 
level bound checks apply, it is possible to write past the end of an array without 
causing errors unless private areas are accessed. 

Furthermore,  standard C libraries implementing string manipulation func- 
tions, such as s t r c p y ( ) ,  and inpu t /ou tpu t  operations involving strings, such as 
g e t s  ( ) ,  do not check the array size they manipulate 3. Most of the buffer overrun 
attacks are based on such a well known yet overlooked flaw. 

3 T h e  A t t a c k  

The setuid mechanism adopted in Unix in order to temporarily enhance the 
privileges granted to an executing process together with the C programming 
language data  integrity features become critical from a security point of view 
when combined with the process memory execution model. Detailed descriptions 
of how to write an attack have appeared to which the interested reader can refer 
[13, 12, 14]. 

The general scheme of an attack is the following. A string containing the 
object code of the system call execve ( "/bin/sh", NULL)4, which executes the 
shell command interpreter/bin/sh, is passed to the program instead of one of 
its input parameters. The malicious string has been crafted so as to overwrite 
the return address of the function that operates on it, which is saved on the 

3 For some of the functions in these libraries, safe replacements exist, such as 
s t rncpy() ,  that control the number of bytes written into arrays. However, the good 
programming practice that suggests the use of such replacements cannot be enforced, 
thus leaving chances for continuous new exploits. 

4 The object code of the execveO system call can be obtained by disassembling the 
code of a program executing such a system call with the proper parameters. 
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stack, with the string starting address. When the function terminates, it will 
execute the shell code instead of returning to the calling environment. 

The critical aspect of this scenario is" the set of privileges the process is 
executing with when the buffer is overwritten. 'If 'the process is setuid to root 
and is executing with root privileges when~the buffer overrun occurs, the shell is 
a root shell and the machine may suffer a~root._eompromise. In case the program 
is setuid to a different user than root, it is still dangerous as the spawned shell 
may operate on the user's files. 

4 B u f f e r  O v e r r u n  D e t e c t o r  

As shown before, the risks of buffer overruns are so serious to justify pro-active 
defenses. Two strategies are possible. On the one side, compiler patches that 
aim at producing safe code where the problem may not occur can be developed. 
The problem is solved by removing it "ab origine," i.e., from the source code. 
However, the problem of buffer overruns in programs for which no source code is 
available is not addressed. Several solutions have been proposed that follow such 
an approach. They will be discussed in Section 6. On the other side, various types 
of operating system or library patches that aim at making the buffer overrun 
harmless can be developed. Ad hoc operating system patches that prevent the 
exploitation of the overrun at system level are a suitable solution only if the 
operating system source code is available. When this is not the case, there is no 
other solution than to identify and fix vulnerable programs individually. In this 
section, we present a solution along this direction. 

We developed a tool, Buffer Overrun Detector, for the automatic pro-active 
detection of buffer overrun vulnerable programs. It is a pro-active tool as vul- 
nerable programs are searched for before their vulnerability is exploited. The 
tool identifies critical programs in a system (i.e., setuid programs owned by the 
superuser) and systematically tests them for buffer overrun. When all the con- 
ditions are met, the tool keeps trying until the program is exploited and a root 
shell is spawned. A list of vulnerable programs is obtained. Appropriate actions 
such as local development of patches, disabling programs or stripping the suid 
bit, can then be taken by the system administrator. 

The tool consists of a set of shell scripts and C programs. It can be executed 
as a background process after the system has been installed. The tool operates 
in three phases: search for critical programs, search for segmentation violation, 
and construction of the exploit. Portability to different architectures is limited 
by the characteristics of the architecture vulnerable programs are executed on. 
Depending upon the stack frame layout and variable allocation convention, the 
tool must be adapted to take such variants into consideration. The final version 
of the tool is planned to incorporate system specific variants, extending the 
baseline prototype currently available for HP-UX and Linux to Sun Solaris and 
SGI Irix platforms. We describe each phase in what follows. 



A tool for pro-active defense against the buffer overrun attack 23 

4.1 Finding Critical Programs 

For the buffer overrun attack to be really effective, it should be performed against 
setuid to root programs. In the first phase, the list of setuid to root programs is 
compiled. The file system is searched for all files owned by root and for which 
the permission scheme indicates that the setuid bit is on. Of all the found pro- 
grams, those that accept input parameters or access environment variables in an 
uncontrolled mannered are then identified. 

Command line arguments separated by distinct options are a typical way of 
passing input parameters to programs. For each entry of the list of setuid pro- 
grams, command line options are analyzed. Information is gathered by parsing 
the corresponding manual page, if there is one. When manual pages are not avail- 
able, e.g., for locally developed programs, the option list must be constructed 
manually by direct inspection. The same applies to environment variables pro- 
grams might use. When the command line argument buffers are too small to 
contain the shell object code, environment variables are the alternative destina- 
tion to inject it. 

A configuration file is under construction that contains all the options and 
relative arguments for each setuid program found on a particular system. In- 
troducing such a file, although some adjustments may be necessary depending 
upon the specific system configurations, would eliminate the overhead of re- 
peated manual page parsing. 

4.2 Searching for Segmentat ion Violation 

The second phase identifies candidates for buffer overrun attacks among the 
programs selected in the first phase. The program characteristic that the attack 
exploits is the lack of controls on the size of the input parameters or of the 
environment variables. Programs that do not control the size of their input cause 
a segmentation fault when exceedingly large values are given to input parameters 
or environment variables. 

In order to understand how segmentation violation errors caused by writing 
past an array can be exploited, consider the example in Figure 2(a). It depicts 
the user memory map for the simple program shown in the figure, when exe- 
cuting on a Unix like system, before the instruction ",b = a;"  is executed. The 
program counter contains the address of the next instruction to be executed, 
namely the address of "*b = a;" .  The frame pointer points to the beginning of 
the local variable area for my_function in the user stack and the stack pointer 
points to the top of the stack. The frame (stack) pointer saved on the stack con- 
tains the previous frame (stack) pointer value. The return address contains the 
address of the instruction to be executed after returning from my. f u n c t i o n ( i ,  
&j, s t r i n g ) ,  i.e., instruction j = i. Note that, for alignment reasons, the array 
bur 1 actually occupies eight bytes instead of six. The actual parameters have also 
been assigned the respective values, which are shown on the right hand side of 
the corresponding locations. By executing the function s t r c p y  (bur 1, buf) ,  the 
string "buffer overflow!!!!" will be copied into bur 1. Since the function s t r cpy  () 
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keeps copying characters until a null character is found, without  checking the 
number of characters being copied, copying "buffer overflow!!!!" into b u l l  will 
overwrite the saved frame and stack pointers and the return address, as shown in 
Figure 2 (b). The stack locations bur i through the return address included define 
what  we call the "exploitable area", i.e., the area where the exploit code must be 
loaded. When my_funct•  returns, instead of the correct instruction "j = • ;", 
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Fig. 2. The user process execution stack before executing the instruction ,b = a (a) 
and after the execution of s t rcpy(buf l ,  buf) (b) that overwrites the array bull .  
Variable content appears on the right hand side of the corresponding memory location. 

the system will try to execute the instruction pointed to by the current return 
address, i.e., 0x21212100, the hexadecimal value of the null terminated string 
"!]!". Since such an address is out of  the process instruction address space, a seg- 
mentat ion violation occurs and execution is aborted. However, if the value were 
a legal address, execution would proceed, possibly terminating with an "illegal 
instruction" error message if the content of  that address is not a legal instruc- 
tion. If the return address could be modified so as to  point to  an executable 
piece of code, that code would be executed with the process current privileges. 
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A legitimate value for the return address is the address of the array that  
will be overwritten. The program will jump to the array and, if the array has 
been overwritten with a piece of object code, the process will execute that  code 
instead of the original program. However, when the source code is not available, 
the address of the buffer and the size of the exploitable area on the stack are 
not known and only guesses are possible. 

Based on the scheme just illustrated, the tool tries to overflow the command 
line argument buffers. For each program in the list produced in the first phase, 
large input parameters are tried for each option and environment variable. When 
a segmentation violation message is obtained, there are good chances that  the 
program be vulnerable. Programs that  cause a segmentation fault are passed to 
the third phase. 

We currently adopt  a brute force approach to test all options. This way we are 
guaranteed not to discard vulnerable ones. Such a brute force approach is sus- 
ceptible of improvement, based on heuristics for parsing the option list and their 
description. Non-exploitable options could be safely tr immed without risking to 
overlook chances of attack. Although performance is not an issue for our tool, 
as programs are tested off-line, analyzing the list of setuid programs of a system 
can be a lengthy process. Optimizing the analysis phase while guaranteeing that 
no vulnerable cases are discarded is desirable. 

4.3 Exploiting Segmentation Violations 

A segmentation violation is a necessary but  not sufficient condition for successful 
buffer overrun attacks. The reason is that  the buffer to be overwritten must be 
large enough to contain the malicious executable code. Furthermore,  the address 
of the stack location of the return address of the function writing the buffer and 
the new value to write in it are critical for the successful completion of the 
attack. Determining such values for the programs selected in the second phase 
and exploiting them is the objective of the third phase. Since our tool operates 
exclusively on object code, guessing strategies have been devised. 

The size of the exploitable area (the buffer to be overwritten and the contigu- 
ous locations up to the return address), the location of the return address, and 
the new value to load in it depend upon the program being exploited and the 
system on which it is executed. They  can be easily obtained if the source code 
is available. Details about  the system architecture the code is executed on are 
also necessary, e.g., the user stack star t  address, the stack layout (i.e., relative 
positions of function actual parameters,  return address, stack and frame point- 
ers, and local variables), the maximum per process stack size (i.e., the smallest 
memory address feasible as a stack location), memory addressing scheme, align- 
ment convention, and system call details. Most of the above parameters are 
strictly implementation dependent and hardly, if not at all, available as written 
documentation. Some were gathered by examining other programs, namely the 
stack start  address, the amount  of information pushed onto it when a program 
is loaded. A test program was used to derive the exact layout of a function 



26 D. Bruschi et al. 

stack frame, as it is the same for all programs on a given system. Based on such 
information, we derive the most critical parameters we need to  exploit the code. 

Finding  the  stack loca t ion  conta in ing  the  return address  For each crit- 
ical option or environment variable identified in the second phase, the object 
program is executed under the tool control. Child processes are forked by the 
tool, which execute the program with increasingly bigger arguments,  until a seg- 
mentation violation signal is received. By handling the child signals, the parent 
process knows what the object program execution status is. A default buffer size 
(or equivalently argument size) of 1000 bytes is initially assumed (user defined 
values passed as command line arguments of the tool are also possible). The 
first t ime a segmentation violation signal is received, an upper bound on the size 
of the buffer to be overflown is found. The range determined by such an upper 
bound and the largest buffer size that  did not cause any signal (possibly the 
default buffer size) is explored. The minimum argument size tha t  causes a seg- 
mentation fault signal, min is found in a dichotomic fashion. For the exploitable 
area to be complete, the location of the return address must be determined. 
A new sequence of executions is s tarted with argument size equal to min, in- 
creasing it by one word at a time. The return address is eventually overwritten. 
When this happens, the system at tempts to execute the instruction pointed to 
by the modified return address. An "illegal instruction" signal is generated if the 
value written in the return address is out of the program scope. This is easily 
obtained by appropriately crafting the program argument value (e.g., a string 
of A's would be sufficient). Thus an "illegal instruction" signal means that  the 
return address has been found. At this point the exploit can be crafted as the 
size of the area to be overwritten, the exploitable area, is known. The executable 
code for the execution of a shell command interpreter is injected at the end of a 
buffer of such a size, padding the initial part with NOP instructions. 

Finding  the  n e w  va lue  for  the  re turn  address  The last piece of information 
for the exploit to work properly is the value to load into the return address. The 
critical observation that  allows us to derive the initial guess for the value to toad 
into the return address is tha t  all of the programs on a given system are executed 
within the same memory address space, as the one depicted in Figure 1. Since 
in many Unix systems the highest stack address is 0 x T f f f f f f f ,  with a simple 
brute force approach all the legal addresses 5 smaller than 0 x T f f f f ~ f f  become 
potential candidates for the value of the return address. The  object program is 
executed by child processes under the tool control, trying the sequence of return 
address value candidates. Experimental  results have shown tha t  an initial guess 
that  optimizes the search is represented by the address of the a rgv  variable of the 

We simplify here the discussion, assuming the entire address space starting at the 
highest address is accessible to the user. The fact that this is not true in reality is 
simply an implementation detail. Test programs can be used to determine the first, 
i.e., highest, user accessible address. 



A tool for pro-active defense against the buffer overrun attack 27 

tool itself. Such a value is obtained with the simple instruction aargv.  Note that ,  
among the command line arguments of the object program, which are placed at 
the top of the stack when the program is executed by a child process under 
the tool control, is the exploit code crafted before. Since the overall size of the 
tool arguments and the overall size of the object program arguments is usually 
different, two threads of execution are spawned that  search the addresses below 
and above the address of argv,  respectively. Either one will eventually find a 
correct value. Such a value is appended at the end of the exploit buffer, after the 
executable code, so as to overwrite the return address of the function operating 
on the exploited buffer. 

5 A Case Study 

In this section we illustrate a successful execution trace of our tool on a program 
available in the HP-UX operating system 6. The program was found by executing 
phases 1 and 2 on the set of programs comprised in the standard distribution. 

As mentioned in the previous section, we have to determine the location of 
the return address of the function operating on a buffer without controlling its 
size, and the value to be written in the return address. The object program is 
executed using the default buffer size (i.e., 1000 bytes) and specifying the option 
to be exploited. The following command line is executed: 

rose�9 it [~/tmp] >./BOD /usr/bin/XXX/YYYY -o -ZZZZZ 

The command name and its option are sanitized for obvious reasons. -o is the 
tool option that  indicates that  the program/usr/bin/XXX/YYYY uses the option 
-ZZZZZ. 

After 9 executions, trying the sequence of buffer sizes 1000, 1500, 1250, 1125, 
1063, 1094, 1079, 1072, 1075, a Segmen ta t i on  V i o l a t i o n  signal is received by 
the tool for the value 1075, i.e., the minimum buffer size that  causes the seg- 
mentat ion fault. The argument size is now increased by one at a time, until an 
I l l e g a l  I n s t r u c t i o n  signal is received. This occurs after 5 steps, for buffer 
size equal to 1080 bytes. 

At this point, the buffer argument is crafted such that  a sequence of NOP's  
is terminated by the executable code for a shell command interpreter. We use 
the code for the system call e x e c v e ( " / b i n / s h " ,  NULL). The buffer argument 
obtained is the following: 

NOP NOP . . .  NOP \x34\x16\xO5\xO6\x96\xd6\xO5\x34\x20\x20\xO8\xO1 
\xe4\x20\xeO\xO8\xOb\x5a\xO2\x9a\xe8\x3f \xlf \xfd\xO8\x21\xO2\x80 

\x34\xO2\xO l\xO2\xO8\x41kxO4\xO2kx6Okx40\xOl \x62\xb4\x5akxO I\x54 
\xObkx39\xO2\x99\xOb\x18\xO2\x98\x34\x16\xO4\xbe\x20\x20\xO8\xOl 
\xe4\x20\xeO\xO8\x96\xd6\xO5\x34\xde\xad\xcakxf e/bin/sh 

6 We omit here all the details relative to the O.S. release, the architecture, and the 
vulnerable program, for obvious reasons. 
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Now the program is executed in oder to find the value to load in the return 
address. The return address is added at the end of the buffer, starting from the 
value 0x7b03a4b0, i.e., the default argv address. After 30 steps, when the return 
address is 0x7b03a528, a super user shell is spawned (the # sign in the output 
below). During the execution, the following sequence of messages is obtained: 

ILLEGAL INSTRUCT. 
ILLEGAL INSTRUCT. 
ILLEGAL INSTRUCT. 

ILLEGAL INSTRUCT. 
# 

addr: 0xYb03a4b4 length: 
addr: 0xTb03a4b8 length: 
addr: OxTbO3a4bc length: 

1080 WIFSIGNALED(foo) 1 
1080 WlFSIGNALED(foo) 1 
1080 WIFSIGNALED(foo) i 

addr: OxTbO3a528 length: 1080 WIFSIGNALED(foo) I 

The execution time of the third phase as described is 7.2s. We then reran it 
by specifying the tool option for the return address as 0x7b03a528 and the value 
2000 as buffer size. Both the buffer size search and the return address value are 
significantly accelerated. The total execution time of phase three in this case is 
2s. Measurements of the third phase execution times for other programs confirm 
that it usually requires in the order of tens of seconds. 

6 Existing Solutions 

Several solutions have appeared since the buffer overrun problem has become 
a security issue. However, none of them has completely succeeded in removing 
the problem from the computer scene, as the only definitive solution is writing 
safe code that performs all the necessary data integrity checks on input argu- 
ments and data and uses safe library functions. Unfortunately, such a practice 
cannot be enforced. Alternatively, strongly typed languages could be used as 
they do not allow liberal variable manipulation. Adopting a type safe language 
represents a pro-active solution whose cost is reduced flexibility and efficiency 
of the generated code and applicability limited to new programs, as existing one 
should be rewritten. Language implementation problems may, however, affect a 
security consciously designed language, as is the case with Java [7, 5]. 

An overview of the approaches followed by the various solutions is presented 
in the next sections. Potential drawbacks in terms of security, performance, com- 
patibility and portability are considered. 

6.1 Compiler Patches 

Compiler patches are meant to add compile time bounds checks for array oper- 
ations and, where possible, run time checks on pointer manipulation to ensure 
that legitimate storage regions only are accessed. This approach guarantees that 
new and old programs, for which source code is available, will generate safe code 
when compiled. Two major issues relative to performance and compatibility are 
raised by this approach. Static checks performed at compilation time may slow 
down compilation time of a factor of two to three times. Performance penalties 
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introduced by run time checks are usually much more severe as they can be of 
the order of few tens or more, depending on the memory access characteristics 
of the programs. Compatibility issues derive from possible modifications of the 
representation of pointers needed to perform the run time checks. 

A patch for the gcc compiler has been developed at Imperial College [9] 
tha t  performs full static checks on arrays and run time checks on pointers. The 
authors report  twofold to threefold increase in compilation time, depending on 
the type of source code, and up to a thir ty  times increase in execution time. 

Another set of compiler oriented solutions introduce integrity checks on mem- 
ory accesses and/or  function return [8, 4]. Because of the slow down imposed on 
execution time, software oriented solutions can be used as debugging tools. Only 
hardware oriented solutions such as ElectricFence can be used in production 
code as they introduce negligible overhead. 

In [8], memory accesses are instrumented to perform integrity checks on the 
accessed area. Execution time slow downs of up to a factor of 5 times that  of 
optimized code were measured. 

Two compiler extensions are proposed in [4]: StackGuard, for efficient protec- 
tion of the return address with limited security guarantee, and MemGuard,  for 
secure protection of all critical memory accesses at the expenses of performance. 
StackGuard prevents buffer overruns by introducing an extra word before the 
return address, whose value is checked at function return with minimum over- 
head. If the value is modified, a buffer overrun a t tempt  is detected and execution 
stops. MemGuard implements an API for protecting memory accesses. The re- 
turn address cannot be modified by overwriting a nearby array as it can only 
be accessed via such an API. Unfortunately, because the granularity of the pro- 
tection is at memory page level, the authors report  tha t  writes to unprotected 
words in protected pages can cost up to 1800 times the cost of unprotected words 
in unprotected pages. 

6.2 L i b r a r y  Patches 

A set of architecture specific library patches have been proposed for FreeBSD 
[15]. Assembly coded integrity checks on the user stack of dangerous C library 
functions such as s t r c p y ( )  are implemented. The performance impact is less 
serious than with compiler oriented solutions, as the changes only impact library 
functions execution. On the other hand, since user defined functions are not 
subject to integrity checks, this solution does not guarantee program absolute 
safeness. Because it is coded in assembly language, its portability is limited. 

6.3 O p e r a t i n g  System Patches 

Based on the observation that  one of the conditions for buffer overrun exploits 
to be effective is that  the stack be executable, a different approach was taken 
in [16]. A patch for the Linux operating system was developed to make the 
stack non-executable. This way, overwriting arrays with object code to which the 
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program is forced to jump becomes ineffective, as such code cannot be executed 7. 
The main advantage of such a solution is program protection at no cost either 
in execution time (no overhead is introduced) or at compilation time (no re- 
compilation is needed for the programs to execute safely). However, the kernel 
has to be patched as signal handling in Linux relies on executable stack, gcc 
relies on executable stack for trampoline functions, and functional languages 
need executable stack for run-time code generation. Furthermore, the solution 
is not portable and can be applied only if the operating system source code is 
available. 

7 Conclus ions  

In this paper, we presented a tool for the automatic detection of programs vul- 
nerable to the buffer overrun attack. Target of our tool is all the existing object 
code for which sources are not available, like commercial distributions of oper- 
ating systems and applications. The tool is pro-active as it assists the system 
administrator in verifying the system security before vulnerabilities are found 
and exploited by hackers. It comprises a set of shell scripts and C programs which 
can be executed as a background process, after completing the system installa- 
tion. Portabili ty to various systems is limited only by the specific architecture 
features based on which the buffer overrun is exploited. A fully operational pro- 
totype is available for HP-UX and Linux platforms. Details relative to other 
major  Unix versions are being added. 
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