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Abstract. We propose a novel approach to querying the Web with a sys- 
tem named AKIRA (Agentive Knowledge-based Information Retrieval 
Architecture) which combines advanced technologies from Information 
Retrieval and Extraction together with Database techniques. The former 
enable the system to access the explicit as well as the implicit structure 
of Web documents and organize them into a hierarchy of concepts and 
meta-concepts; the latter provide tools for data-manipulation. 
We propose a user-oriented approach: given the user's query, AKIRA 
extracts a target structure (structure expressed in the query) and uses 
standard retrieval techniques to access potentially relevant documents. 
The content of these documents is processed using extraction techniques 
(along with a flexible agentive structure) to filter for relevance and to 
extract from them implicit or explicit structure matching the target 
structure. The information garnered is used to populate a smart-cache 
(an object-oriented database) whose schema is inferred from the target 
structure. This smart-cache, whose schema is thus defined a posteriori, is 
populated and queried with an expression of PIQL, our query language. 
AKIRA integrates these complementary techniques to provide maximum 
flexibility to the user and offer transparent access to the content of Web 
documents. 

Keywords: Web, data model, query language, information retrieval & 
extraction, agents, cache, view. 

1 Introduction 

1.1 A user-oriented approach 

The  Web represents an immense reservoir of information,  of great  value if only 
we can manage  it properly. This issue is a da tabase  concern since it involves 
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representing and accessing information. The standard database approach focuses 
on the source(s) and provides a query language based on a given organization 
(schema) of the data: this is the source-driven approach. There have been various 
proposals to apply the source-driven approach to querying the Web. Some are 
oriented more towards the explicit structure of the Web (seen as a labeled graph), 
for example STRUDEL [FFK+97] or WebOQL [AM98]; others, such as AltaVista, 
are based on a flat analysis (through keywords) of textual content. However, 
the Web does not behave like a standard database. There is no super-user in 
charge of monitoring the source(s) (the data is constantly updated), there is 
no homogeneous structure (and hence no common explicit structure), the Web 
itself never stops growing, etc. For these reasons, we believe that the source- 
driven standard approach is not suitable for the Web. 

As an alternative, we propose a user-oriented approach. When a user for- 
mulates a query in a given language, the only structure (of the source) used 
to answer the query is that which is explicitly expressed in the query. There- 
fore, instead of extracting in any way a "super schema" for the Web, why not 
simply use the schema explicitly expressed by the user? In AKIRA (Agentive 
Knowledge-based Information Retrieval Architecture), we propose exactly this: 
the system uses a target structure inferred from the user's query. 

1.2 W h e r e  and how to get the  information 

The Web provides information (Web documents) as well as information about 
this information (search engines, etc.). The AKIRA system uses them both. The 
relevant information needed to answer the user's query is gathered from one or 
more Web documents. Two problems immediately arise: (1) where to find the 
relevant documents? (2) how to understand their content? Useful services such 
as search engines, directories, etc. available on the Web help to solve the former, 
but return a lot of noise and redundancy. Their output must be filtered in order 
to select only relevant documents, a task related to problem (2). In AKIRA, we 
propose to process the content in order to locate the relevant documents and 
extract explicit or implicit structure from the retrieved documents. Our system 
has a flexible architecture based on agents to access all these services. 

1.3 Beyond  traditional information processing 

The Web provides access to multimedia documents, but most of them rely 
partly or totally on textual content. Raw textual data is usually poorly ana- 
lyzed through keywords: a "bag of words" representation of a document is often 
inadequate. Most Information Retrieval (IR) systems only index on words. A 
few systems use pattern matching or retrieval through phrases. However, these 
approaches do not capture any structure implicitly expressed in the text: no 
concept is extracted (for example, all names of persons may be indexed but no 
conceptual class Person is created), and no relationship (implicitly expressed by 
the order or position of words or sentences) is understood. 
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More advanced approaches could use syntactic or semantic tagging. Words 
could be annotated according to their part of speech categories (noun, verb, 
adjective, etc.) or grouped into categories such as Person to create concept 
classes. For instance, in the sentence "Barbara Pernici is the Program Chair ]or 
CAISE98", Barbara Pernici and Program Chair are respectively instances of con- 
cept classes Person and Designation.  The next step would be to provide some 
relations between these concepts by introducing meta-concepts. Techniques from 
computational linguistics may be used for this purpose. In our example, classes 
Person and Designat ion  are connected through the relation Appointment. Su- 
perTagging [JS94], which provides rich syntactic labels, may be used with other 
tools (for example a co-reference tool [BDR+97]) to capture a variety of syntactic 
and semantic information, and thus meta-concepts such as Appointment. 

1.4 Using DB techniques 

The user-oriented paradigm means that the structure through which the data 
is viewed does not come from the source but is extracted from the user query. 
When a query is evaluated, the relevant documents are retrieved from the Web 
and stored as is. Then the information is extracted from the raw data using com- 
putational linguistic techniques. The AKIllA cache (smart-cache) stores these 
extracted layers of meta-information on top of the raw data. The smart-cache 
is an object-oriented database whose schema is inferred from the user's target 
structure. It is designed on demand out of a pool of conceptual schema com- 
ponents that can be assembled together to match concepts and meta-concepts 
required in the user's query. The smart cache can be seen as a view of the Web. 
The use of a database as a cache provides the system with a real query language 
PIQL (an extension of OQL [Ba97] with path expressions ~ la POQL [CCM96]) 
to query the Web. 

The paper is organized as follows. Section 2 presents an overview of currently 
available Web representations and query languages, and sketches an outline of 
AKIRA. Section 3 presents a motivating example, defines the central concept of 
Web views and shows how AKIRA models some of the components required to 
evaluate a query. The architecture of the AKIRA system is described in Section 4. 
The last section contains our conclusions. 

2 W e b  Q u e r y  L a n g u a g e s  

We believe that a high-level Web query language should be provided to the 
user. This should allow the user to specify exploration plans to generate auto- 
matic browsing and analysis of the content. Successive steps of the navigational 
exploration should be performed transparently by the system on behalf of the 
user. 

In this section, we first analyze the limits of available languages, investigate 
how the content of Web documents should be accessed by the queries and propose 
our representation of the Web and our query language. 
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2.1 Web representat ions  and languages  

The expressive power of a query language reflects the expressiveness of the un- 
derlying representation of information. The Web consists of documents (text, 
picture, audio, video, etc.) with a HTTP address (a URL). Seen as a table [URL, 
content], the only language available to query the Web is the "type-fetch'n read" 
language (see Table 1). The user actually types a query (which is nothing but 
a URL) and gets back one or more documents, or nothing. Within this rep- 
resentation, neither the meaning of the URL nor its content is understood or 
accessed by this primitive language. The user has to provide both the reading 
and understanding. The "type-fetch'n read" language is nothing but browsing. 

Representation (data type, model and organization) 

hypergraph I 

rel table [URL, content] 
rel 

rel 

O0 

O0  

table [URL, content] 
and table [URL, label, URL] 

Language 
"type-fetch 'n read" 
FO, Datalog [AV97] 
W3QL [KS95] 

!table [URL, title, text, type, length, modif] 
and table [URL, label, URL] WebSQL [MMM97] 
object=page 
attribute=label WebOQL [AM98] 
object=page 
attribute=HTML (or source-driven structure) 

hypermedia]oo[objects=instances of concepts 
[ [attribute=meta-concepts 

Penelope [AMM97] 

PIQL 

Table 1. Web Representations and Languages 

Web documents can also be viewed as a set of graphs not (fully) connected 
in any regular manner. Thus there is no a priori way to search for something. 
There is no expectation that pages will be connected to any other page, nor that 
any page will have links outside the page. The only way to explore is to start 
from a given point (a valid URL, a bookmark, etc.) and navigate from page 
to page, accumulating addresses of new pages along with knowledge about the 
Web itself. The usual way to go through this hypergraph is browsing (choosing 
a hyperlink to jump to, by reading the content of the page) and repeating this 
process until satisfactory answers are reached. This process is non-deterministic 
since it is based on successive choices of hyperlinks that may lead to the expected 
information. 

More advanced technologies may enable automatic (and thus determinis- 
tic) browsing. Based on a representation matching the hypergraph (labels) and 
some additional structure extracted from the source (HTML tags in particu- 
lar), the proposed query languages express browsing queries based on a thor- 
ough knowledge of the hypergraph (where the user must know a priori the la- 
bels!) [AV97,KS95,AM98] and the extracted structure [MMM97,AMM97]. These 
languages can express queries such as "retrieve all pages accessible from the 
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URL http://www.pianosa.cnuce.cnr.it/ with a label path expression ending with 
caise98" (a label path expression is a list of labels). 

These languages are limited because their representation of the Web is not 
compatible with a high-level Web query language that would access the content of 
Web multimedia documents. Instead, the user must cope with reading everything 
to extract relevant information and discarding anything spurious. 

2.2 Access ing the content 

What kind of information is available on the Web? One can find any informa- 
tion, from unstructured documents to highly structured ones (databases), from 
raw information to information about the Web itself (search engines). But none 
of the proposed languages associated with the representation of the Web as a 
hypergraph (see Table 1) really automatically accesses or understands all this 
information. 

Various tools have been successfully developed to index specific media for- 
mats. Search engines such as Yahoo, AItaVista, Excite, Infoseek or HotBot for 
text, WebSeer or tycos for images, give access to pre-computed indexes of Web 
sources. But is querying a search engine querying the Web? 

A user may use a search engine to query the Web; in this case, no knowledge 
of the hypergraph is required. A query to a search engine is nothing but a param- 
eterized URL. For instance, looking in Yahoo's base for "CAiSE" corresponds to 
typing the following URL: h t tp  : / / s ea rch .yahoo .  com/bin/search?p=CAiSE. 
We regard search engine querying as parameterized browsing through databases 
which are preprocessed and materialized views of the Web. These databases only 
represent a view of a portion of the Web. Only documents visited by spiders and 
indexed are returned by queries to search engines. Their visibility comes out 
by being connected to other visible parts of the Web, or by intentionally being 
registered. Moreover, some specific (types of) sites are not indexed on purpose. 

It follows that querying a search engine is limited because (1) it restricts the 
query to data stored in a given database, and (2) the structure of the database 
only captures shallow information about the structure of the content of the 
document (via its indexes). AKIRA takes advantage of usual search engines as 
well as new technologies from computational linguistics. 

2.3 A Smar t -Cache  

We focus on the idea of querying the Web on-the-fly, which means that the 
Web is not preprocessed, nor is the query restricted to any stored subset of 
the Web. This is in contrast to [ACC+97,AMM97], where parts of the Web are 
preprocessed and stored in a database, for which the schema is defined according 
to its sources. The resulting database is no longer linked to its Web sources (that 
may be updated meanwhile). Thus, a query in their system is evaluated against 
a closed-world database, and not against the Web. 

A cache usually stores HTML pages in a dummy file-system where manipu- 
lation is based on page names. AKIRA replaces the standard browser cache by 
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a smart-cache, which is an object-oriented database. Its smart cache is empty 
and unstructured before any query. The schema is inferred from the user's query 
(target structure). Classes are populated with information extracted from docu- 
ments retrieved from the Web. 

Most of the above representations (see Table 1) are page oriented to match 
the Web represented as an hypergraph. However, in order to take advantage of 
Information Extraction (IE) techniques to analyze the content of Web informa- 
tion and extract information with respect to a given structure, a finer granularity 
is required. We choose a flat representation (as opposed to a tree-like representa- 
tion) based on fragments (see Section 3.6). A fragment represents an indexed part 
of a multimedia Web document. A concept is represented as an abstract object 
class populated with instances referring to several co-referent fragments. Meta- 
concepts are non-valued attributes between concept classes. Our smart-cache is 
a Web view. We adopt PIQL (Path Identity Query Language), an enrichment 
of the standard object query language OQL [Ba97] with identity invention ~ la 
IQL [AK89] and with generalized path-expressions ~ la POQL [CCM96]. Our 
model of Web view with its query language provides a rich unified formalization 
of the Web, useful for future optimization. 

We motivate our work with a detailed example in the next section. 

3 A K I R A ' s  W e b  V i e w s  

In this section, we illustrate AKIRA's approach with a motivating example. We 
assume the reader is familiar with the concepts of object-oriented databases as 
presented in [AHV95]. In AKIRA, a Web view is an object-oriented database 
instance. The object schema consists of classes, a class hierarchy (subclassing 
relationship), attributes and methods with their signatures. Classes are populated 
with object identifiers (oids). AKIRA's view mechanism is inspired by the view 
mechanism introduced in [dSDA94,LDB97]. 

3 .1  M o t i v a t i n g  e x a m p l e  

Researchers are usually interested in Calls for Papers (CFPs) in subject areas 
related to their research. While CFPs are widely disseminated, being published 
in journals, newsgroups, mailing-lists etc., researchers would appreciate a facility 
to find out about relevant CFPs at any given time. Calls for Papers are usually 
text documents with some minimal implicit structure. Typically, they provide 
information about: 

- the name, venue and dates of the conference/seminar/workshop, 
- the list of topics of interest, 
- the contact people to whom submissions are to be made, 
- the last date for submissions, etc. 

The AKIRA approach may be used to identify conferences of interest to partic- 
ular users, using a query such as expressed in Example 1. 
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Pool of schema 
components 

I user's query ~-~ PIQL query I 

T h e  .. 
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i 
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I 

> , i 

query result 
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. . . . .  J 

"['1 Retrieval ] i ~  Extraction I 

Fig. 1. AKIRA's query processing. 

Example 1. The user wants information about upcoming conferences such as 
query Q I :  "Conferences about Information Systems with a submission deadline 
after July 31, 19987" 

As illustrated in Figure 1, we first extract  the concepts expressed by the user in 
his query (see Section 3.3 and Section 3.4). We describe how the relevant docu- 
ments may be identified in Section 3.5 and how they are processed as explained 
in Section 3.6 to populate the concept classes in Section 3.7. 

3.2 P o o l  o f  schema components 

Before further describing the evaluation of a query, it is important  to emphasize 
the capabilities of our approach. When querying a database, a user is restricted 
to a given and frozen organization of information, enforced by the creator when 
designing the schema. Should the user send a request beyond the schema, he will 
be denied access to the expected information. The creator has imposed his view 
to the user. This is the limitation of the source-driven approach. 

Our user-oriented paradigm grants more flexibility by allowing the user to 
design his own view on demand. There is no magic: the limits are transfered to 
the extraction capabilities (see Section 3.6) of the system. AKIRA's administra- 
tor  is in charge of representing these capabilities at a conceptual level in terms 
of schema components, in a modular way. He provides the user with a pool of 
schema components that  can be combined to specify the user's view. 

An IE tool capable of identifying conference names is represented by a concept 
class Conference  with at tr ibute name. Similarly, a date extraction tool corre- 
sponds to a class Date with attributes month, day and yea r .  Each of these classes 
is a schema component by itself. A concept class can be specialized according 
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to other extraction capabilities. For example, at tr ibute t o p i c ,  listing topics of 
interest, can specialize class Conference .  Two concept classes can be also com- 
bined through a meta-concept such as submiss ion_dead l ine  to assemble a new 
conceptual schema as illustrated in Figure 2. 

Conference submissiondeadline Date 

t ~ year I name ~day 
topic month 

Fig. 2. Conceptual schema. 

3.3 Query processing 

AKIRA's framework is compatible with a Natural Language (NL) user interface 
such as described in [ART95]. In pattern-matching systems, a relational table is 
assumed and natural  language patterns are associated with action rules. Simi- 
larly, in AKIRA, action rules can correspond to concept classes, as illustrated 
below. 

pattern: ... "conference name" ... 

action: select c.name from c in Conference 

Action rules built for each schema component permit us to process query Q1 
and obtain a corresponding PIQL expression: 

select c.name 

from c in Conference 

where "Information Systems" in c.topic and 

c.submission_deadline.month > 7 and 

c.submission_deadline.year = 1998 

The NL interface matches the words expressed in the NL query with the 
user's target structure (see Figure 2). A standard NL database interface does not 
require the user to know the organization (schema) of data. Therefore AKIRA 
also provides action rules that  translate patterns into generalized path expres- 
sion k la POQL [CCM96]. Suppose that  a user wants to know "Conferences 
where the temperature is over 9OF'. There is no built-in at tr ibute t e m p e r a t u r e  
available for class Confe rence  in the pool of schema components, however the 
system will translate the query using the pattern: . . .  " c o n f e r e n c e  name" . . . 
[ t e m p e r a t u r e ]  associated with the action: 

select c.name from c in Conference where c.[*].temperature>90 
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where c. [*]. temperature>90 is a general path expression. If attribute country 
is available at Conference and attribute temperature at class Country, then 
the system will infer from: 

s e l e c t  c.name from c in Conference where c. [*] .temperature>90 

the OQL expression: 

select c.name from c in Conference where c.country.temperature>90 

3.4 V i e w  mechanism 

Our view mechanism goes through a pipeline (see Figure 3) of successive and in- 
terleaved views (obtained by successive materialized extensions [dSDA94,LDB97]). 
The main task consists in specifying the schema transformation from the cur- 
rent schema to the target structure. When the first query is asked, the current 
schema is empty. In case of a refinement, a current schema (defined to answer 
previous queries) structures the cache and has to be extended to support the 
target structure (by adding new classes and/or attributes). 

The input of the view mechanism is a PIQL query together with the current 
schema of the cache (if any). First the target structure has to be inferred from the 
PIQL query. In particular, the system has to resolve the general path expression 
(if any) by introspecting its pool of schema components for all possible matching 
paths. The view specification is derived as the difference between the target 
structure and the current schema. 

The view mechanism forwards three queries to structure and populate the 
cache: 

1. a query invoking IR tools to retrieve relevant documents from the Web, 
2. a schema transformation query defining the new structure of the cache (new 

classes and/or attributes) according to the user's target structure, and 
3. an update query triggering methods that invoke IE tools to populate the 

cache using the content of retrieved documents. 

3.5 Retr ieving Relevant Information 

To answer Q1, we need to populate the cache, namely to identify pertinent CFP 
information through the following steps. 

Information Retrieval: we can look for documents indexed by search engines 
which satisfy a query expressed as a boolean expression on keywords/phrases 
such as: 

"Calls for Papers" OR "Call for Papers". 

We can also use websites and newsgroups which collate information about con- 
ferences in one or more subject areas. For example, one can find a list of CFPs 
about WWW, Hypertext, Structured Documents, Information Management~ Au- 
thoring/Reading Tools, Reuse of Web Information, metadata, etc. at the URL 
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http ://www. mel. dit. csiro, au: 8080/,,~delloro/db/. These (typically volun- 
teer) efforts are quite useful, but not always up to date, and not expected to be 
exhaustive in any way. For a variety of reasons, the AKIRA approach is likely 
to be significantly better than using such repositories per se. 

Information Filtering: in a second step, we discard documents which are likely 
to be spurious or lacking in relevant information. These include documents which 
do not contain the standard CFP phrases, documents which are Web-redirection 
documents, empty documents etc. We may also discard documents which contain 
the word Archive (these may be mega-Archives without much relevant content). 
A filtering tool such as GLEAN [C897] may be used for this purpose. 

3.6 Extracting Information: fragments 

From retrieved documents, we identify names of meeting and dates thanks to 
our IE agents. A conference is identified by its name and has a canonical repre- 
sentation expressed by an acronym (for example CAISE98). A date is a string of 
characters expressing a month, a day and a year. Its canonical representation (aka 
normalized representation) is a list of three integers (for example [11,30,1997]). 
We introduce the notion of fragment, which is a flexible way to consider a doc- 
ument in different granularities, according to the needs of the user. Fragments 
correspond to the strings of characters indexed by IE agents in the retrieved 
documents as illustrated in Figure 3. Each fragment is characterized by a pair 
consisting of a document name and a span (a span consists in turn of a pair 
of integers specifying the starting and ending position of the indexed string of 
characters in the document [Gri96]). When the fragmentation is accomplished, 
concept classes may be populated. 

original new instances new instances 
document of class Conference of class Date 

mr-> 
"Conference" 

Agent 

Fig. 3. AKIRA's fragmentation pipeline. 
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3.7 Concept classes 

As explained in Section 3.4, the target structure inferred from query Q1 specifies 
the object schema of the smart-cache as follows. 

Class Conference { 
oid 
fragments 
name 

submission_deadline 
topic 

: object-id-type; 
: {Fragment}; 
: string; 
: Date; 
: {string} } 

Class Date { 

oid : object-id-type; 

fragments : {Fragment}; 
month : integer; 
day : integer; 
year : integer 

Each extracted conference name is represented by its canonical form. For 
instance, fragments such as CAISE, lOth Conference on Advanced Informa- 
tion Systems Engineering, etc., are represented as an object instance of class 
Conference .  The value of its attr ibute name is its canonical representation 
CAISE98, and the value of its attr ibute f ragments ,  the set of all fragments it 
refers to. Class Date is similarly populated. The value of extra attributes such as 
t o p i c  is extracted by an IE tool (for example, a zoner a tha t  extract  zones men- 
tioned as "Conference Topics", etc.) from CFPs. For each instance of a confer- 
ence, the value of at tr ibute t o p i c  is the set of all topics extracted from the "Con- 
ference Topics" zone of its CFP. Meta-concepts such as submiss ion_dead l ine  
also invoke IE tools to extract  the relationship between two concepts. For exam- 
ple, from the CFP of a conference, a zone "Important Dates" can be identified 
from which the submission deadline can be extracted. Another tool may exploit 
Super Tagging [JS94]. A training phase consists in extracting patterns from the 
sentences where the submission deadline is expressed (such as "All submissions 
must be sent to the PC chair by November 11, 1997" or "Authors are invited 
to submit a position paper no later than November 11, 1997", etc.) in a sam- 
ple of CFPs. The extraction phase consists in (1) retrieving sentences where 
"send", "submit", etc. occur (with a grep)  and comparing their pat tern with 
the ones obtained from the training session; and (2) extracting the date from 
each sentence that  matches a pattern and identifying the conference submission 
deadline. 

4 AKIRA Architecture 

The AKIRA system can be viewed as a personal proxy that  provides the user 
with transparent access to the Web: the input to AKIRA is provided through a 

1 See [AI97] for zoning extraction tools. 
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standard HTML form or through a parameterized URL while the output is an 
HTML page generated on-the-fly by the system. These "virtual" pages, similar 
to the virtual documents in [VDH97], can be bookmarked and reconstructed 
on-demand. 

The AKIRA system basically receives a query, creates an object-oriented 
database (a Web view), and returns the output of the query against the instance 
of the database. It has five components: the Dispatcher ,  the D B M S  (DataBase 
Management System), the View Factory,  the Agent  Pool ,  and the O u t p u t  
Formatter as illustrated in Figure 4. 

Fig. 4. AKIRA's architecture. 

The Dispatcher has a role similar to the one of a query processor for a 
database management system. It translates the user's query in a PIQL expression 
and extracts the target structure. 

The View Fac to ry  is an essential part of the system. The View Factory's 
task is to populate the cache with information extracted from documents re- 
trieved from the Web by IR agents. 

The Da tabase  Sys t em (DBMS) storing the expected Web view is object- 
oriented. It is defined with a view expression sent by the View Factory which 
specifies its schema as well as its population. 

The Agent  Poo l  contains IR, IE, formatter agents, etc. IR agents consist of 
wrappers to correspond with data sources available on the Web (search engines 
or services), and information filtering tools such as GLEAN [CS97]. IE agents 
extract concepts and meta-concepts. IE agents such as conference acronym and 
location recognizers together with a co-reference tool identify concept instances. 
Super Tagging [JS94], which provides rich syntactic labels, and zoners extract 
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meta-concepts. Formatter agents can be of type summarizer, table-of-content, 
glossary, etc. 

The O u t p u t  Format te r ,  is used to format the output according to the 
user's needs. 

The motivating CFP example provides only a glimpse of the range of capa- 
bilities of the AKIRA system. 

5 C o n c l u s i o n  

In this paper, we have described AKIRA, an alternative approach to querying 
the Web. Here are some of the several benefits to using the AKIRA framework: 

1. Benefits from Natural Language techniques: 
Techniques from natural language processing provide access to explicit as 
well as implicit structure of textual content. Some of the ideas we are dis- 
cussing have been proposed in other contexts (for example, ISLE97]). 

2. Benefits from Database techniques: 
The separation between the logical view (concept and meta-concepts) of Web 
documents and its storage in the smart-cache presents several advantages, 
including a Web query language. Its schema is tailored by the user when 
asking a query. Our approach does not require the integration of several 
heterogeneous sources in a global common representation. Moreover, it is 
worth noting that AKIRA does not assume that it can start from a database 
representation (schema and instances) of the Web like many other systems 
dealing with site-restructuring (see for instance [FFLS97,AM98,GW97]). 

3. Benefits from the AKIRA architecture: 
AKIRA offers a transparent architecture to access data of various media 
from the most loosely structured sources (newswire, press release, personal 
homepages or newsgroups) to highly structured sources (legacy databases, 
catalogs, digital libraries). Its modular framework and extensible design pro- 
vides the user with a highly tunable interface to the Web. 

We present two important directions for future work. 
Unde r s t and ing  hype rmed ia  documents :  Web documents are multimedia 
and our conceptual representation is medium-independent. AKIRA will take ad- 
vantage of various tools successfully developed to index specific media formats. 

IE tools usually parse linear textual documents. They should first be gen- 
eralized to mark-up language syntax (SGML, HTML, XML, etc.) in order to 
understand and use the meta-organization provided by tags. Moreover, a Web 
document is no longer a single linear page but a hyperdocument (a graph of 
connected nodes). IE tools should be able to extract structure from a hyperdoc- 
ument and thus over hyperlinks. 

AKIRA's approach aims at automating browsing. When IE tools can adjust 
the hyperstructure of Web documents, heuristics can be introduced to select 
hyperlinks according to a strategy which may be used to mimic human browsing. 
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AKIRA can take advantage of knowledge representation. For instance, by 
using a topic hierarchy and a thesaurus, AKIRA can be programmed to retrieve 
information about particular subject areas and all its super-areas. An approach 
combining knowledge representation and natural language processing such as 
conceptual indexing [Woo97] could dramatically improve AKIRA's ability to 
retrieve relevant information. 
Qual i ty  of service: AKIRA's system is subject to the inherent hazards of infor- 
mation processing techniques (recall/precision). However, it aims at delivering 
information together with a measure o,f confidence. 

Our deliberate choice of processing data on-the-fly forces us to emphasize 
the issue of performance. Standard database query rewriting can be considered 
to optimize the evaluation of the query on the database instance [CCM96]. The 
view mechanism itself may be tuned according to both the view definition and 
the retrieval of documents. 

Other approaches to manage semi-structured data such as Lorel [AQM+97] 
could be investigated. 

The AKIRA system [LSC98] is under development at the Institute for Re- 
search in Cognitive Science in collaboration with the Database group of the 
University of Pennsylvania. 

Acknowledgment: Alberto Mendelzon and Anne-Marie Vercoustre are thanked 
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