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Abst rac t .  Symbolic grouping problems are key intermediate-level vi- 
sion problems. These problems are characterized by uneven distribution 
of symbolic features among the processors, unbalanced workload, and 
irregular inter-processor data dependencies caused by the input image. 
In this paper, we propose an asynchronous algorithm for solving sym- 
bolic grouping problems on distributed memory machines. The algorithm 
balances the workload and overlaps communication with computation 
by maintaining algorithmic threads in each processor. To illustrate our 
ideas, perceptual grouping operations used in an integrated vision sys- 
tem for building detection are used as examples. Our experimental results 
show that, given 7825 line segments extracted from a 1K x 1K image, 
the line grouping operation can be performed in 0.294 seconds on a T3D 
having 64 processors. A serial implementation takes 5.696 seconds on a 
single processor of T3D. The implementation was performed using MPI 
and C and is portable. 

1 I n t r o d u c t i o n  

Many problems with regular computation and communication have been par- 
allelized on distributed memory machines by using explicit message passing 
paradigm or by using parallelizing compilers. However, it is challenging to paral- 
lelize problems with irregular computation and communication. Such problems 
arise in intermediate-level computer vision such as symbolic grouping operations. 
In these problems, the nature of the irregularity depends on the input image 
and is not known at compile time. To achieve high performance, the irregularity 
should be considered carefully and dynamic techniques are needed, 

Perceptual grouping [3] refers to the human visual ability to derive relevant 
groupings or structures from input images and is a typical symbolic grouping 
operation. In many computer vision applications, the grouping process operates 
on a set of primitive features detected in the low-level processing and groups 
them to form structural hypotheses. Several computational frameworks have 
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been proposed to realize perceptual grouping and have proven to be effective 
for extracting straight lines, curves, human-made structures, etc. For instance, 
a feature hierarchy is established by grouping line segments to lines (a linear 
structure at a higher granularity level), lines to junctions, lines to parallels, 
parallels and lines to U-contours, and U-contours to rectangles [2]. 

Compared with parallelizing regular, window-based pixel operations, several 
issues must be considered in parallelizing symbolic grouping operations: 

- The computations are performed on symbolic data (point, line, and area). 
- The search is highly data dependent (the size and shape of the search is 

different for each symbolic data). 
- The search may need non-neighbor data. 

In this paper, we propose an asynchronous algorithm for symbolic grouping 
operations. In this algorithm, the processors run independently of other proces- 
sors while satisfying the data dependencies in the computation. Furthermore, we 
enhance the performance by maintaining algorithmic threads in each processor. 
By partitioning and scheduling the tasks at runtime, the processors balance their 
workload. Also, the computations are organized to overlap the communication 
with the computation. Our asynchronous algorithm offers a general framework 
to parallelize many other intermediate-level problems having irregular data de- 
pendencies. 

The organization of the paper is as follows. An overview of the perceptual 
grouping operation is given in Section 2. Section 3 discusses several techniques 
for solving the problem. Experimental results are shown in Section 4. Concluding 
remarks are made in Section 5. 

2 Symbolic Grouping Operations in Vision 

The building detection system proposed in [2] is a typical integrated system 
which can detect buildings from an aerial image of urban and suburban environ- 
ments. The perceptual grouping tasks recursively group the primitive features 
detected by linear feature extraction task to form structural hypotheses. These 
hypotheses are further used for high-level reasoning. A parallel implementation 
of the linear feature extraction task has been reported in [1]. 

Perceptual grouping is a typical example of symbolic grouping problems. The 
input to the symbolic grouping task is the extracted line segments detected from 
an aerial image. The output is the building hypotheses modeled as composition of 
rectangular blocks. The grouping consists of Line Grouping, Junction Grouping, 
Parallel Grouping and U-contour Grouping tasks. Details of perceptual grouping 
operations can be found in [2]. 

In the grouping operations, the most time-consuming step is to search the 
input symbolic data to identify objects satisfying certain geometric constraints. 
To reduce the search time, a well known technique called spatial indexing [3] is 
used. Pointers representing image features are stored in a 2D index array of the 
same size as the image. For example, a pointer stored at (x, y) may point to a 
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junction feature formed by two segments with (z, y) as their point of intersection. 
Thus, to find a junction near a point of interest, only a neighboring area needs 
to be searched. 

Let W(S) denote the total area of all the search windows generated by a set 
S of input tokens to a grouping procedure. Note that the set S represents the 
token data such as line segment, line, junction and parallel depending on the 
grouping task. The serial time complexity of a grouping procedure is O(W(S)). 

3 A n  A s y n c h r o n o u s  P a r a l l e l  A l g o r i t h m  

In this section, we describe an asynchronous technique for parallelizing symbolic 
grouping problems having irregular data dependencies. We use the message pass- 
ing programming style. In this style, whenever a processor wants to access data 
stored in another processor, the data should be explicitly brought into the local 
memory of the processor by using message-passing primitives. Let P and n x n 
denote the number of processors and the image size, respectively. 

In the following, we only discuss the Line Grouping operation. The same 
approach can be applied to the other grouping steps. In order to make the algo- 
rithms to be uniformly applicable to a series of grouping steps in an integrated 
vision system, we assume that the data from a previous grouping step is input 
to the current grouping step. The input to the line grouping is the output of 
the linear feature extraction task. The linear feature extraction task identifies 
line segments in the input image [1]. Note that, depending on the input image, 
different number of line segments may be stored in each processor. 

Following the sequential algorithm for line grouping [2], we group line seg- 
ments which are closely bunched, overlapped, and parallel to each other to form 
a line. A 2D index array of the same size as the image is used to register the 
spatial location of the line segments. For each line segment, a search is performed 
within the region on both sides of the line segment to find other line segments 
which are parallel to it. The detected segments are grouped to form a line. 

In line grouping, there are two types of line segment data to be handled: local 
line segments and non-local line segments. A local line segment is a line segment 
whose search area is located in a single processor, while a non-local line segment 
is one whose search area belongs to more than one processor. Grouping of local 
line segments can be performed independently as there is no data dependency 
between the processors. However, in the case of non-local line segments, grouping 
of them can start only after all the line segments located in the search window 
are available at a processor. 

Following terminology is used in this paper: (1) token: a data structure con. 
raining information of an input line segment. A token contains information such 
as endpoint location, length, or slope of the segment. (2) task: the computational 
work to be performed on a local line segment or a non-local line segment. The 
total number of tasks is IS[, where S is the set of input tokens to a grouping 
procedure. (3) task queue: a queue of tasks ready to be executed. 
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The main difficulty in parallelizing the line grouping is irregular, inter-processor 
data dependencies caused by non-local line segments. A possible solution to this 
problem is to send requests for remote tokens to the processors which store the 
tokens [5]. After receiving the tokens, each processor can start the line grouping 
operations for non-local line segments. This algorithm is denoted as Scatter- 
Gather algorithm. 

The main disadvantage of the Scatter-Gather algorithm is that the workload 
may not be distributed evenly among the processors. The workload of a pro- 
cessor depends on the input image. Furthermore, processors perform additional 
computations to generate the search requests and responses. A possible solu- 
tion to balance the workload and avoid the extra computations is to let each 
processor broadcast all its tokens to all the other processors: Once each proces- 
sor receives the broadcast tokens from all the other processors, it can perform 
the line grouping operations. After the all-to-all broadcast, the workload can be 
balanced by partitioning the list of the tasks such that the workload of each 
processor is nearly O(W(S)/P) [4]. In the example shown in Figure l(a), the 
list of the tasks is partitioned such that a,b,c are assigned to processor PO, d,e,f 
are assigned to P1, g,h,i are assigned to P~, and j,k,l are assigned to P3. We 
denote this algorithm as Broadcast algorithm. 

Compared with the Scatter-Gather solution, the Broadcast algorithm incurs 
large communication overhead. The algorithm is not scalable. To reduce the 
communication overhead of the Broadcast algorithm, we design an Asynchronous 
algorithm in which each processor can run independently of other processors. 
Non-blocking communication primitives are used to implement this. However, 
to realize large speed-ups, two issues should be addressed: 

The first issue is to identify local computations at each processor that can be 
overlapped with communication. Before all the tokens are broadcast, only the 
tasks corresponding to the local line segments can be performed by a processor. 
By definition, for any local line segment, all the tokens located in its search 
window are already available at a processor. However, the Broadcast algorithm 
does not consider the geometric relationships among tasks when partitioning 
them. In the example shown in Figure l(a), tasks corresponding to e, d are 
assigned to different processors even though they are closely bunched. Therefore, 
P1 can not decide whether d is a local segment or not until the broadcast is 
complete. 

To identify the local segments before all the tokens are broadcast, the tasks 
are partitioned as follows: (1) domain decomposition is performed such that the 
n • n image domain is partitioned into P disjoint subdomains, one for each pro- 
cessor and (2) for each line segment, a processor whose subdomaln contains the 
center of the line segment performs the task corresponding to the line segment. 
In the example shown in Figure l(a), centers of e, d are contained in the sub- 
domain of P1 and tasks corresponding to c, d are assigned to P1. By this task 
partitioning, each processor can identify local line segments since their search 
windows are contained by the subdomain. The domain decomposition can also be 
performed such that the total search area of the tasks assigned to each processor 
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is approximately the same (see details in Section 4). Note that, to perform the 
domain decomposition, each processor first exchanges the information regarding 
the size of the search window of each line segment stored in it. 
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Fig. 1. An illustration of the Asynchronous Algorithm 

The second issue is that there is no simple measure of workload in performing 
symbolic grouping operations. Unlike numerical computations, balanced data 
distribution does not guarantee balanced computation time. The total size of 
the search area, W(S), used as a measure of workload in analyzing the time 
complexities may not represent the actual computation time. Depending on the 
shape of the search windows and the number of tokens searched within a window, 
the actual computation times can be different for tasks having the same sized 
search windows. Furthermore, line grouping operations skip processing of line 
segments which were already grouped into a line by another task. For instance, 
in Figure 1 (a), task d is skipped after task c is performed. Therefore, the actual 
number of tasks performed during grouping is less than the total number of 
tokens and this number is unknown at the beginning of the grouping operations. 
Since the workload estimated using a simple measure can be different from the 
actual workload, we need a dynamic load balancing mechanism to adapt to the 
changing workload. 

Since tokens are available in the local memory of a processor (after receiving 
them from other processors), task migration can be simply achieved by changing 
the processor responsible for that task. To perform this change asynchronously, 
each processor identifies specific regions such that tasks in that region can be 
taken over by idling neighbors. By exchanging "done" and "takeover" messages 
with its neighbors, each processor recognizes the changing workload of its neigh- 
bors with respect to itself. If the rate of change of the workload of its neighbor 
is slower than itself, task migrations will be performed. For instance, in Figure 
l(a), each subdomain assigned to a processor is further partitioned into two re- 
gions. Processors P1 and P3 identify task k is located in the possible "takeover" 
region. Task c and j are initially assigned to P1. After P1 completes processing 
the tasks, it checks for a "done" message from P3. If P1 does not receive it, 
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P1 can recognize that P3 has not finished task g and I yet. Then, P1 sends a 
"takeover" message and executes task k. 

The above task scheduling can be regarded as an emulation of message- 
based multi,breading at an algorithmic level. Each thread consists of a set of 
tasks in a task queue. There are three types of threads (task queues) in the 
Asynchronous algorithm to overlap the communication with the computation 
and to perform task migration. Compared with static task scheduling (with a 
single thread) in the Scatter-Gather as well as in the Broadcast algorithms, the 
proposed algorithm can hide communication overheads and balance the workload 
by dynamically switching between the threads. An outline of the algorithm is 
shown in Figure 2. This algorithm is executed in each processor. 

Asynchronous Algorithm 
Step 1: Exchange information regarding search areas and perform domain 

Step 
Step 
Step 
Step 

Step 
Step 
Step 
Step 

end 

decomposition. 
2: Post non-blocking receives and send tokens using non-blocking sends. 
3: Perform grouping operations for local line segments. 
4: Wait for non-blocking receives. 
5: Perform grouping operations for line segments located in a region and 

send "done" msg. 
6: If computations for the subdomain are completed, go to Step 8. 
7: Check termination condition. If FALSE (no "takeover" msg), go to Step 5. 
8: Check termination condition. If FALSE (no "done" msg), go to Step 9. 
9: Send "takeover" msg and perform grouping operations for line segments 

which were assigned to neighbors in Step 1. 

Fig. 2. An Outline of Asynchronous Algorithm 

4 E x p e r i m e n t a l  R e s u l t s  

The algorithms were implemented on a Cray T3D. The code was written using 
C and MPI message passing library. 

To perform the domain decomposition quickly, we used a heuristic. As we 
explained in Section 3, distributing the total search area W(S) among the pro- 
cessors evenly may not guarantee balanced computation time. Since the Asyn- 
chronous algorithm can perform dynamic task migration, quick and approximate 
initial partitioning is adequate. 

To specify the size of the search window of each line segment at a specific 
location, a 2D LoadZone array is defined as follows. The n x n image domain is 
partitioned into disjoint blocks of size I x I. The LoadZone array thus consists of 
l x T "  blocks. Let (~, y) denote the center position of a line segment. Then, the 
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size of the search window of the line segment is registered in the LoadZone array 
at block location ( [~] ,  [~J). For instance, in Figure l(a),  the center position of a 
is (2,2) in the 20 • 20 image domain. If we use a 10 x 10 LoadZone array, then the 
size of the search window (16) of a is registered in the LoadZone array at (1,1). 
The construction of the LoadZone array proceeds in 2 phases. In the first phase, 
each processor stores information about its line segments into its LoadZone array. 
In the second phase, the processors exchange information about their respective 
LoadZone arrays. To reduce the communication time, each processor exchanges 
the 1D column sums array (size = 1 • ~) and row sums array (size = ~ x 1) of 
the LoadZone array, instead of the 2D LoadZone array. Each processor combines 
its column and row sums arrays with the P -  1 column and row sums arrays 
from other processors, respectively. Then, each processor partitions this column 
sums array into V ~  partitions such that  the total search area of each part i t ion 
along the x-axis is nearly O(W(S)/v'T). Each processor performs a partit ioning 
of the row sums array similarly. Each of the P subdomains obtained by the 
above partitions is assigned to a processor. To further balance the workload 
dynamically, each processor horizontally partitions each subdomain into fixed 
number of regions so that  idling neighbors can take over remaining tasks located 
in a specific region. 

Sca~er-Gather Algorithm 
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Fig.  3. Experimental Results for Line Grouping on a 1K x 1K Image on T3D 

In our experiments with a 1K • 1K image, the size of the LoadZone array 
was chosen to be 256 x 256. The number of regions in each subdomain was 
chosen to be 5. Therefore, each processor has 10 task queues (1 for local tasks, 
5 for tasks in each region, 4 for task migration). Using this heuristic, the t ime 
to perform domain decomposition on a 64-processor T3D was 19 msec. If 1K 
column sums and 1K row sums are exchanged, then the time to perform domain 
decomposition increases to 66 msec. The "takeover" and "done" messages were 
implemented as null messages with different "tag" fields. 
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The execution times of the Scatter-Gather, the Broadcast, and the Asyn- 
chronous algorithms are shown in Figure 3(a). The Asynchronous algorithm 
provides superior performance; while the performance of the Scatter-Gather and 
Broadcast algorithms are very sensitive to the initial task assignment. To illus- 
trate the effect of load balancing, histograms of the distribution of the computa- 
tion times of the processors are shown in Figure 3(b); more compact distributions 
indicate a better balanced load on the processors. In the Broadcast algorithm, 
even though the total area of the search window assigned to a processor is ini- 
tially balanced, the actual computation times are not well balanced. Compared 
with the Broadcast algorithm, the Asynchronous algorithm balances the actual 
computation times across the processors by performing dynamic task migration. 

5 C o n c l u d i n g  R e m a r k s  

We have presented an asynchronous parallel algorithm for solving a key inter- 
mediate level vision problem and shown an implementation of it on T3D. The 
problem is characterized by uneven distribution of symbolic features among the 
processors, unbalanced workload and irregular inter-processor data dependencies 
caused by the input image. 

To overlap the communication overhead with computation, we partition the 
tasks based on their geometric relationships and perform local tasks during the 
communication. To further improve the performance, we carefully schedule the 
tasks such that the actual computation times of the processors are balanced. 
On a 64 processor T3D, given a 1K x 1K image, the Asynchronous algorithm 
completes in 0.294 seconds. The Scatter-Gather and the Broadcast algorithms 
take 0.579 seconds and 0.490 seconds, respectively. Our code written in C and 
MPI permits portability of the code to various HPC platforms. 
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