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A b s t r a c t .  The Lanczos algorithm is one of the most widely used meth- 
ods for finding a small number of the extremal eigenvalues and associated 
eigenvectors of large, sparse, symmetric matrices. In this paper the per- 
formance of a modified version of the algorithm which incorporates a 
novel convergence monitoring method is assessed. The investigation has 
been carried out using a 16-node Intel iPSC/860 hypercube. It is shown 
that a parallel implementation of the modified algorithm can efficiently 
exploit the facilities provided by this machine. 

1 The  Modif ied Lanczos Algor i thm 

Given a symmetr ic  matr ix  A C ~"•  the standard Lanczos algorithm generates a 
sequence of tridiagonal Lanczos matrices Tj E ~ • and Lanczos vectors qj E ~n 
with the properties that  Tj-1 E ~( j -1)x( j -1)  is a principal submatr ix  of 2~, 
Tj T = Qj AQj  where Qj = [q l , . . . , q j ]  is orthonormal,  and, for j << n, the 
extreme eigenvalues of A are well approximated by the eigenvalues of the Lanczos 
matrices Tj. In the j - th  step the accuracy of these approximations is determined 
by computing at least a partial  eigensolution of the current Lanczos matr ix  Tj 
and monitoring the last element of each of its eigenvectors [1]. 

In the modified version of the algorithm discussed here the convergence mon- 
itoring process does not require the computat ion of a partial eigensolution of the 
current Lanczos mat r ix  at each step. Instead, the interlacing properties of the 
eigenvalues of the Lanczos matrices are used in a scheme which monitors, within 
preselected grids of points, the movement  of the eigenvalues of the Lanczos ma- 
trices towards the extreme eigenvalues of A [3]. In this scheme approximations 
to the p-largest eigenvalues of A are evaluated, one at a time, in numerically 
descending order. 

An overview of the computat ion of the r- th largest eigenvalue of A, At, where 
1 < r < p, is given below, where it is assumed that  the eigenvalues of A are such 
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that  A1 >_ A2.. .  _> A~, and that the eigenvalues of Tj are 0i(Tj); 1 < i < j ,  
where 01(T5) >_ 02(Tj) >_... > 05(Tj). 

Assume that  good lower and upper bounds on At, Or and Pr, are available 
at step j and that  0,.(Tj) _> Cr. The interval (r is divided into (m - 1) 
subintervals, each of length 5, such that  

Cr = 01,02, . . . ,0m --/At 

and 5 = (0,~ - 0 1 ) / ( m -  1). The value of m is usually related in some way to the 
characteristics of the machine on which the algorithm is executed. 

Locate with accuracy 5 the subinterval of (r within which the r- th 
largest eigenvalue of~Q lies, i.e. compute k, 1 < k < m -  1 such that  0r(Tj) E 
(Ok, 0k+l). This may be accomplished by the use of Sturm sequences [2]. Repeat 
the location process for successive Lanczos matrices Tj until, for some j ,  the 
r- th largest eigenvalues of Tj and Tj+I are located within the same subinterval. 
If, at this stage, 5 is less than some prescibed tolerance, 51 say, then 0r(Tj) is 
considered to be a good approximation to At. Alternatively, if this is not the 
case, the complete process described above is repeated from the beginning using 
better bounds Cr and p~. These bounds are determined according to the formulae 

Cr = Ok 

and 
#r = min(0k + rSx/~, A~-I) 

where A0 is an upper bound for A1 computed using the Gerschgorin Circle The- 
orem. 

Note that  the second formula can also be used to compute the initial values 
of #~, 1 _< r _< p. However, the initial lower bounds r are assigned according 
to r = 0r (Tp+l), 1 <__ r < p. This implies that  no convergence monitoring takes 
place during the first (p + 1) steps of the Lanczos process and that  the p largest 
eigenvalues of Tp+l must be computed explicitly. This approach to convergence 
monitoring may be efficiently implemented on a distributed memory machine. 

2 N u m e r i c a l  r e s u l t s  

The modified Lanczos algorithm has been implemented on the Intel iPSC/860, a 
distributed memory multiprocessor with a hypercube architecture and has been 
used to compute the largest eigenvalues of a series of matrices of a type which 
arises in a variety of discretization problems in numerical mathematics.  These 
matrices, also known as [1,2,1]-matrices, are tridiagonal and have a common 
structure c~i = 2, i = 1 : n, ~i = 1, i = 1 : n - 1. For large instances of the 
problem the largest eigenvalues are clustered. 

The two largest eigenvalues of A, where A is the [1, 2, 1]-matrix with n = 10,000 
were computed. The same problem was also solved under the assumption that  
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the [1, 2, 1]-matrix is dense in order to assess how efficient the parallel implemen- 
ta t ion  is for the solution of large dense systems. Table 1 and Table 2 display, 
respectively, the results obtained,  together  with the speed-up ratios achieved, for 
key const i tuent  operat ions  when using parallel implementa t ions  of the modified 
and s tandard  Lanczos methods.  

Table  1. Intel iPSC/860 (Modified Algorithm, 16 processors, n -- 10,000) 

n = 10,000 

Total mat-vec product 
mat-vec comm. time 
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total time (in secs) 

m ~  

sequential parallel 

87.00% 66.89% 
1.23% 

234 
Tridiagonal Matrix 
sequential parallel 

0.77% 2.39% 
- 2 . 1 2 %  

Speed-up 
dense tridiagonal 

15.70 1.51 

convergence monitor 0.18% 1.24~ 1.36% 3.60% 1.70 1.77 
Total reorthogonalization 12.81% 30.05~ 97.23% 89.57% 5.15 5.12 

reorthogonalization comm. time - 17.34% - 51.62% 
total comm. time - 19.52% - 56.53% 

2037.87 168.79 266.64 56.57 12.07 4.71 

Tab le  2. Intel iPSC/860 (Standard Algorithm, 16 processors, n -- 10,000) 

j 262 
n = 10,000 Dense Matrix 

sequential parallel 

Total mat-vec product 85.80% 64.60% 
mat-vec comm. time - 0.84% 
convergence monitor 0.12% 1.41% 

Total reorthogonalization 13.95% 32.35% 
reorthogonalization comm. time - 20.55% 

total comm. time - 21.38% 
2304.00 193.80 total time (in sees) 

262 
Tridiagonal Matrix Speed-up 
sequential parallel dense tridiagonali 

0.68% 2.87~, 15.79 1.12 
2.64~ 

0.83% 3.90% 1.00 1.00 
97.73% 88.91% 5.13 5.17 

55.92% 
58.56% 

329.04 69.96tl 1 1 . 8 9  4.701 

It will be observed f rom Table 1 and Table 2 tha t  a significant reduction in 
execution t ime results f rom use of  the modified method.  The  improved perfor- 
mance  is a t t r ibutable  to the reduction in the number  of Lanczos steps required 
to reach convergence. This improvement  is due to the ability of the new conver- 
gence moni to r ing  procedure to exploit a much larger mesh than is practicable in 
the case of  the s tandard  moni tor .  The  use of a small  mesh makes parallelization 
of  the S tu rm sequence evaluations ineffective for the s tandard  moni tor  so there 
is no speedup in this phase of  the computa t ion .  Note tha t  the t ime spent in 
moni to r ing  convergence in both  methods  is a small fraction of the overall exe- 
cut ion t ime. The  superiori ty of the modified method  is, on this machine, due to 
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the reduction in the number of Lanczos steps required by the modified method 
rather than to the efficiency with which the new monitor can be implemented 
on the Intel. 

For tridiagonal (or sparse) matrices the reorthogonalization time dominates 
the total execution time. In addition, it will be observed that,  in the tridiago- 
nal case, nearly 60% of the reorthogonalization time is spent in inter-processor 
communication because of the large number of vectors involved in the reorthog- 
onalization process. The increasing dominance of communication over computa- 
tion can be at tr ibuted to the increasing amount of inter-processor traffic that is 
required as the Lanczos method proceeds. 

3 C o n c l u s i o n s  

On the 16-node Intel iPSC/860 the performance of the modified Lanczos algo- 
r i thm is superior to that of the standard version. The degree of improvement 
for a dense matr ix  of order 10,000 produced by a parallel implementation of the 
modified algorithm is 12.8% and, for a sparse matr ix of the same order, it is 
19.1%. 

On this distributed memory machine the modified Lanczos algorithm with 
complete reorthogonalization efficiently exploits the parallel capabilities of the 
hardware if the target matrix is sufficiently large and dense. For a matr ix  of or- 
der 10,000 an efficiency of 75% is achieved when a partial eigensolution of order 
two is sought. For sparse matrices of a similar order an efficiency of only 30% is 
achieved. This decline in efficiency is attributable in the main to the reorthogo- 
nalization process which, in the sparse case, dominates the computation. On the 
Intel iPSC/860 more than half of the execution time for the orthogonalization 
process is taken up by inter-processor communication. As the order of the target 
matr ix  increases and as the number of Lanczos vectors required increases the 
more dominant the communication time becomes. 

The results presented in this paper relate to the solution of instances of a 
non-typical problem for which a large number of Lanczos steps are required; 
this is the case even when a restart procedure is employed. The example was 
chosen in order to illustrate clearly the advantage to be gained by using the 
new convergence monitor and to allow the relative efficiencies of the distributed 
memory implementations of the various components of the Lanczos algorithm 
to be highlighted. 
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