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Abstract  

Extracting surface orientation and surface depth from a shaded image is one of 
the classic problems in computer vision. Many previous algorithms either violate 
integrability, i.e., the surface normals do not correspond to a feasible surface, or use 
regularization, which biases the solution away from the true answer. A recent itera- 
tive algorithm proposed by Horn overcomes both of these limitations but converges 
slowly. This paper uses a new algorithm, hierarchical basis conjugate gradient de- 
scent, to provide a faster solution to the same problem. This approach is similar to 
the multigrid techniques which have previously been used to speed the convergence, 
but it does not require heuristic approximations to the true irradiance equation. 
The paper compares the accuracy and the convergence rates of the new techniques 
to previous algorithms. 

1 In troduc t ion  

The variation in brightness due to changes in surface orientation across a surface, or its 
shading, is an important visual cue for interpreting three-dimensional scenes. Recovering 
the surface orientation and surface shape (height) from shaded images--the shape from 
shading problem--has been one of the classic research problems in computer vision [3, 5]. 
Shape from shading is a useful technique for determining the shape of  smooth man-made 
objects of known reflectivity. It is most often used in conjunction with other computer 
vision algorithms such as shape from stereo or shape from contour, since it provides 
information that  is complementary to these other techniques. 

In the usual formulation, the surface reflectance map R(p,q) is known, so that the 
shaded image provides a single constraint on the surface gradient (p,q) at each point 
in the image. Additional constraints, such as requiring that the gradient vary smoothly 
and/or that  the gradient field be integrable, are then used to find a unique solution for 
the surface. 

Most shape from shading algorithms formulate the task as a large non-linear opti- 
mization problem, and then use iterative schemes to compute the surface orientation and 
height estimates. These algorithms may require many iterations to converge towards the 
optimum solution. In this paper, we develop a new iterative algorithm, hierarchical basis 
conjugate gradient descent, that has a much higher convergence rate. Our approach is 
similar to the multigrid techniques which have previously been studied in this context. 
Compared to multigrid relaxation, our technique is easier to implement, is more generally 
applicable, and does not suffer from the same limitations. Before we describe our new 
approach, however, we first review the previous work on which it is based. 
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In the field of computer vision, the shape from shading problem was first studied by 
Horn [3]. This early work was based on the solution of the image irradiance equation. 
Later algorithms have used the reflectance map to formulate the problem and numerical 
relaxation to find its solution [6]. In most algorithms, the gradient field (p, q) is first 
computed, and the height field z is then computed from the gradient. A more detailed 
review of these algorithms can be found in [4]. 

One of the problems with the iterative approaches commonly used for shape from 
shading is that they converge very slowly towards the optimal solution. Multigrid tech- 
niques, which create a hierarchy of problems at different resolution levels, have been used 
successfully to speed this convergence [10]. As pointed out by Ron and Peleg [7], how- 
ever, the non-linearity in the reflectance map R(p, q) means that the brightness obtained 
by blurring the high resolution image is not the same a the brightness computed from a 
blurred version of the high resolution surface. Ron and Peleg propose a non-linear method 
for deriving a low resolution brightness image which produces a better approximation to 
the image corresponding to a low resolution surface. The approach described in this pa- 
per does not require this approximation, since it never explicitly builds a multiresoIution 
pyramid of brightness images. 

Recently, Horn devised a new algorithm which simultaneously computes both the 
height field z and gradient field (p, q) from shaded images [4]. His formulation combines 
three constraints used in previous algorithms--the brightness constraint, the gradient 
smoothness constraint, and the integrability constraint--into a single functional which is 
then minimized. Horn also uses a local linear expansion of the reflectance function to 
stabilize the algorithm and speed its convergence. 

The algorithm which we develop in this paper is based on Horn's continuous problem 
formulation. However, instead of using the calculus of variations to derive the Euler 
equations for the solution [4], we discretize the functional using finite differences and then 
minimize the new energy function directly using conjugate gradient descent [1]. This 
results in a faster algorithm, as we will demonstrate using numerical experiments. 

To obtain even greater speedups, we use hierarchical basis representations of the height 
and gradient fields in conjunction with conjugate gradient descent [8]. This approach is 
similar to multigrid relaxation, but does not require a hierarchy of problems at differ- 
ent resolutions. We thus avoid the need to compute lower resolution brightness images 
(as in [7]). Hierarchical basis functions are as simple to implement as pyramid-based 
smoothing, and do not require the additional storage of a pyramidal representation. We 
can thus obtain the speedups associated with multiresolution techniques while minimizing 
the original (fine resolution) energy function (see Section 5). 

2 Shape from shading: continuous formulat ion 

The ability to recover surface shape from shaded images depends on the systematic vari- 
ation of image brightness with the surface orientation. This variation can be captured 
in the reflectance map R(p, q), where p = Oz/Ox and q = Oz/Oy are the surface gradi- 
ent components of the height field z(x~y). In shape from shading, we must solve the 
inverse problem, i.e., given a shaded image, find the surface which generated it. To do 
this, we place three different constraints on the solution: brightness, integrability, and 
smoothness. 
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The brightness constraint requires that the intensity image E(x ,y )  agree with the 
local reflectance R(p(x, y), q(a~, y)). We measure the total squared brightness error over 
the image 

CI(p, q)= 2 f f ( E ( z , y ) -  R(p, q))~ dz dy, (1) 

and use this as par t  of a functional which is minimized to find the solution. 
To ensure that  the gradient field (p, q) computed by the shape from shading algorithm 

corresponds to a valid surface, we must satisfy (as best we can) the defining equations for 
the surface gradient. This can be turned into a weak integrability constraint 

C2(z,p,q) = -~ (z~ _p)2 -4- (z u - q)2dzdy, (2) 

where z= and z v are the partial derivatives of the height field z. 
To help stabilize the iterative shape from shading algorithm and to ensure that it has 

a unique minimum, we can add a weak smoothness constraint 

C3(p, q) = -~ P2~ + P~ + q= + qu 

where p=, py, q~, and % are the partial derivatives of the surface gradient. This measure 
works best with smooth surfaces, and favors constant (p, q) fields, which define planar 
surfaces. 

The three constraints presented above have been used in various combinations in 
previous shape from shading algorithms. Horn's new coupled height and gradient scheme 
[4] combines all three into a single functional 

C(z,p, q) = C~(p, q) + #C2(z,p, q) + )tC3(p, q). (4) 

Minimizing this functional (or solving the associated Euler equations) produces both 
a gradient field (p,q) which is nearly integrable, and a surface z(z,y)  which best fits 
this gradient. Putt ing the integrability constraint directly into the functional allows this 
constraint to influence the solution for the gradients, rather than relying solely on the 
smoothness constraint to disambiguate the possible solutions. In fact, the smoothness 
constraint can be made negligible by setting ~ to a small value, thereby avoiding the bias 
introduced by regnlarization [4]. 

3 D i s c r e t e  formulat ion  

To convert the analytic cost function C(z, p, q) into a discrete form, we use a set of regular 
rectangular (fine-grained) grids and finite difference approximations for the derivatives. 
This leads to simple energy and updating equations. It also leads naturally to massively 
parallel algorithms that  can be implemented on mesh-connected SIMD architectures. 

In this paper, we have chosen to use a discretization which corresponds to that  used 
by Horn [4] so that we can compare our results to his. In this discretization, the p and q 
discrete fields lie on a cell-centered dual lattice coincident with the brightness field E [9]. 
Each p and q value is therefore a linear combination of the four discrete z values at the 



362 

corners of the cell. With this discretization, we can define the discrete energy components 

1 
C, = ~ ( E - R 0 )  ~ (5) 

1 
C2 = ~ ~--~(~'~ - p)~ + (T~y - q)2 (6) 

1 z 2 +q~ +q~ (7) 

where Ro = R(p, q), ~ and ~ are the z gradient values at the center of the cell, and p.,  
Pu, q~,, and qy are simple first differences [9]. The global energy is then 

C(x) = + + cs (8) 

where x is the state vector formed by concatenating the z, p, and q fields. 

4 Energy minimiza t ion  

Once we have defined our discrete energy function, we must devise an efficient algorithm 
for finding its minimum. The traditional approach [6] is to set the gradient of the energy 
function to zero 

VxC = Ax - b = 0 or Ax  = b. (9) 

In the above equation, the terms linear in x have been grouped into Ax,  while the constant 
and non-linear terms are put into b. Because of the large size of the resulting system of 
equations, iterative algorithms (relaxation) are used to find their solution [12]. 

One of the simplest forms of para~el relaxation is the weighted Jacobi method, 

x ("+1) = x (") + w D - l r  ('0, (10) 

where 
r--- b - A x  

is the current residual (negative gradient), and the matrix D is the diagonal matrix 
obtained from A. The choice of w determines how fast the above algorithm converges 
[2, 12]. A closely related relaxation method is Gauss-Seidel, where only a subset of the 
nodes is updated at each step (this helps convergence) [2, 12]. 

4.1 Local linear approximation of the reflectance map 

To compute the element of D for the shape from shading problem, we must evaluate 
the second partial derivatives of the cost function 02C/Oz 2, 02C/Op 2, and OzC/Oq ~. If 
we ignore terms involving partial derivatives of R, these values for D lead to updating 
equations very similar to those givenin [4, p. 26]. As Horn has remarked, this method 
does not converge very well. 

A better estimate for D can be obtained by using a local linear approximation of the 
reflectance map [4], i.e., evaluat ing/~  and R~ at each iteration, but ignoring Rvp and Rqq. 
If we also include the partiM derivative O~C/OpOq from the Hessian matrix A, we obtain 
a new block-diagonal matrix B. Using this block-diagonal matrix in our updating step 

x(n+ 1) = x (n) + B - l r  (n) 
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results in a set of updating rules similar to Horn's [4, p. 30]. Intuitively, B -1 rotates and 
scales the gradient so that  most of the brightness error is reduced to zero. As we will 
see in our experiments (Section 6), using this block diagonal approximation for A -1 can 
speed up the relaxation. 

4.~ Conjugate gradient descent 

Conjugate gradient descent [1] is similar to Jacobi relaxation, except that  we take a step 
along the direction vector d, which need not be coincident with the residual r. The 
updating rule is 

x ('+1) = x (n) -4- a(n)d ("), (11) 

where the step size a is chosen to minimize the new energy. Suc.¢essive directions are 
chosen so that they are conjugate with respect to A, i.e., (d(")) rAd (=-1) = 0. This is 
achieved by setting 

d (=) = r (") - ~(~)d ('~-1) (12) 

for a suitable choice of 8. For a complete description of this algorithm, see [1, 8, 9]. 
Conjugate gradient normally converges much faster than Jacobi relaxation. To further 

speed up the convergence, we can use preconditioning [t], which involves a change of 
variables 

y = Sx.  ( la )  

The conjugate gradient algorithm is modified to use the transformed residual ~ = S S r r  
to compute the new direction [1]. If S is properly chosen, the new algorithm converges 
much faster because of it smaller condition number [8]. Two choices for S that we have 
investigated are S = D -1/2, which resembles Jacobi relaxation, and S = B -1/2, which 
converges faster than both Horn's method and standard conjugate gradient (see Section 
6). 

5 H i e r a r c h i c a l  bas i s  f u n c t i o n s  

While conjugate gradient descent is much faster than regular relaxation, it is still slow 
compared to multiresolution techniques such as multigrid. This is because the solution 
to the problem requires long-range (low frequency) error to be reduced through strictly 
local interactions. This situation arises mainly from the local nature of the representation 
used for our height and gradient fields. Consider the alternative of using a pyramidal 
representation for these fields. Changing the value of nodes at higher levels in this pyramid 
will affect larger regions of the solution, so, intuitively, the algorithm should convergence 
faster. 

More concretely, we define a hierarchical basis representation [13] of a field--such as 
z, p, or q--by first constructing a pyramid in the usual fashion (subsampling every other 
point in both the z and y dimensions). However, since we do not wish to increase the 
number of degrees of freedom in our new representation, we use only some of the nodes 
at each level [8]. To convert from the hierarchical basis representation to the usual fine- 
level (noda 0 representation, we start at the coarsest (smallest) level of the pyramid and 
interpolate the values at this level (thus doubling the resolution). These interpolated 
values are then added to the hierarchical representation values at the next lower level, 
and the process is repeated until the nodal representation is obtained [8, 9]. 
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We can write the above process MgebraicMly as 

x = S y  = S ~ S 2 . . . S r - l y .  (14) 

Using a hierarchical basis representation for the height and gradient fields can thus be 
viewed as special kind of preconditioner (c.f. (t3)). As we discussed in the previous 
section, using a preconditioner for conjugate gradient descent simply requires the ability 
to evaluate the transform S (definedabove) and its adjoint S T, which can be defined just 
as simply [8, 9]. We have also tried combining hierarchical basis preconditioning with 
HOrn's local linear approximation (block preconditioning) [9]. 

6 E x p e r i m e n t a l  r e s u l t s  

For the experiments described in this section, we used shaded images generated from 
two different surfaces: a 64 × 64 elevation map cropped from a digital terrain model 
of the Rockies in Colorado, and a 64 × 64 map of a spherical bump on a fiat plane. 
The contour maps for the two surfaces are shown in Figure 1. These two surfaces were 
chosen because they represent the two typical applications of shape from shading, i.e., 
cartography/photoclinometry and the extraction of shape from piecewise smooth man- 
made objects. 

The synthetically generated shaded images corresponding to these surfaces are shown 
in Figures 2 and 3. The left image in each pair is input to the shape from shading 
algorithm. The right image is used to monitor the progress of the relaxation algorithm, 
since looking at the brightness image corresponding to the solution alone may not be very 
informative [4]. 

To evaluate the performance of our algorithm, we must choose some error measure. 
Horn [4] discusses a number of possible quality measures and methods for displaying the 
algorithm's progress. In this research, we chose to study four different measures: 

• The cost (or energy) C (n) associated with the current estimate. 
• The magnitude of the residual Ir('0[. 
• The magnitude of thegradient  error ]p(n) - P*I + ]q(n) _ q.]. 
• The magnitude of the height error Iz (n) - z" I- 

Due to space limitations, we only present the results using the cost measure in this paper. 
A more complete set of experiments is described in [9]. 

Figure 4 shows how these four error measures decrease over time for five different 
relaxation algorithms: (1) Horn's method (Gauss-Seidel with block preconditioning, 
w = 1); (2) conjugate gradient (CG); (3) conjugate gradient with block preconditioning 
(PCG); (4) hierarchical basis conjugate gradient, L = 2 (HBCG)~ and (5) hierarchical 
basis conjugate gradient with block preconditioning, L = 2 (HBCG). The regularization 
parameters for these runs were )~ = # = 1.0. The hierarchical basis preconditioners (2 
levels) were applied to each of the z, p, and q fields separately. From these plots, we 
see how conjugate gradient descent has a much faster convergence rate than Gauss-Seidel 
(Horn's method). Using the block preconditioner increases the convergence rate, as does 
preconditioning with hierarchical basis functions. 

How does the number of smoothing levels in the hierarchical basis pyramid (L) affect 
the rate of convergence? Figure' 5 shows the performance of block preconditioned hier- 
archical basis conjugate gradient for L = 1 . . .  4 (HBCG with L = 1 is the same as plain 
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Figure 1: Contour maps of terrain model and bump 

Figure 2: Shaded images of terrain model (illumination from NW and NE) 

Figure 3: Shaded images of bump (illumination from NW and NE) 
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conjugate gradient). From these plots, it looks like a three-level pyramid (L = 3) per- 
forms the best. These results are similar to the ones we observed for surface interpolation 
[8], where the optimum number of levels was found to depend on the smoothness of the 
solution and the density of the sample points. We would thus expect in our case that 
the optimum number of levels would vary with the regularization parameter ,~. 

A variety of additional experiments have been performed on our new shape from shad- 
ing algorithm, and are reported in [9]. When we decrease the regularization parameter A, 
hierarchical basis conjugate gradient descent still performs the best, but block precondi- 
tioning does not seem to help. The algorithms also gets trapped in local minima (or at 
least steep local ravines) when the smoothness constraint is weakened. We have also tired 
slowly decreasing A. The best performing algorithm is still hierarchical basis conjugate 
gradient (L = 2), but plain conjugate gradient performs almost as well. 

'? D i s c u s s i o n  

Our experimental results show that using hierarchical basis conjugate gradient descent 
dramatically improves the performance of shape from shading algorithms. Our general 
experience with developing the shape from shading algorithm has been that it is a remark- 
ably difficult problem to solve numerically. This is due to two mann factors: the long-range 
interactions which arise from the local smoothness and integrability constraints (which 
make the system very stiff), and the non-linearity of the brightness constraint. 

Multigrid algorithms are very good at speeding up the long-range emergent interac- 
tions (or, in their terms, at smoothing the low-frequency error [2]). However, for the naive 
implementation of multigrid to work, we must satisfy two conditions: the solution must 
be smooth, and we must have an easy way to obtain a coarse set of equations. In natural 
scenes, we usually have multiple objects, so the first condition is violated because the 
solution is only piecewise smooth or continuous. In shape from shading, the second con- 
dition is complicated by the-non-hnear nature of the reflectance map, which necessitates 
non-linear methods for deriving the coarse equations [7]. 

Hierarchical basis conjugate gradient overcomes both of these problems. Because the 
direction of descent is being conjugated, the algorithm can recover from systematic errors 
induced by the hierarchical basis. Since the energy function being minimized corresponds 
~Lo the fine level d iscretization (and the hierarchical basis is used only to suggest a new 
direction for descent), we do not need to derive coarse equations or even explicitly build 
a pyramidal representation. Previous experience also suggests that this algorithm is less 
sensitive to the choice of interpolators than are multigrid algorithms [8]. 

Much work remains to be done in refining and extending this algorithm. An automatic 
:method for adjusting the regularization parameter A using scale-space continuation [11] 
:needs to be developed. We must also study the effect of varying the strength of the 
integrability constraint (#) and the number of smoothing levels (L), and determine how 
to adjust them automatically. The question of which discretization for the problem 
yields the quickest and most accurate solutions must be systematically explored. The 
noise sensitivity of this algorithm should also be measured by adding noise to the input 
image and observing the increase in solution error, as well as the power spectrum of this 
,error. Finally, our shape from shading algorithm should be integrated with other vision 
modules such as shape from contour and shape from stereo. 
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8 Conc lus ions  

In this paper, we have developed a new algorithm for computing shape from shading 
and analyzed its performance. To derive this algorithm, we start with the formulation 
introduced by Horn [4] which combines a brightness constraint, an integrability constraint, 
and a smoothness constraint into a single functional. We discretize this functional using 
finite differences to obtain an energy equation which is then minimized. 

The algorithm which we develop in this paper uses conjugate gradient descent together 
with a hierarchical basis representation [8]. This requires smoothing the residual using 
a pyramid before choosing a new descent direction. Our algorithm thus acquires multi- 
scale characteristics similar to multigrid relaxation without requiring the construction of 
a hierarchy of problems. This results in a simpler implementation, and avoids the need to 
non-linearly blur the surface reflectance [7]. In general, we expect our algorithm to have 
a much wider range of applicability than multigrid techniques since it can be applied to 
other non-linear problems in computer vision such as 3-D energy-based models. 

Our experimental results indicate that the new algorithm converges much faster than 
single-level relaxation. Much work remains to be done in exploring the effects of the 
algorithm parameters and how to automatically adjust them. We are confident that this 
research will lead to even faster and more robust shape from shading algorithms. 
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