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Abstract. This paper introduces aviation safety data analysis as an important 
application area for data mining. Safety is a key strategic management concern 
for safety-critical industries and management needs new, more efficient tools 
and methods for more effective management routines. The aviation field is con-
fronted with increasing challenges to provide safe and fluent services. Air travel 
has grown steadily during the last decades with a direct impact on the air traffic 
control. At the same time, the competition has become tougher because of in-
creasing fuel prices and growing demand for air travel. 
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1 Introduction 

Organisational decision making, especially in safety-critical systems, such as nuclear 
power and air traffic, is a complicated task. For successful operations, an acceptable 
air safety record has been required from the airline [1]. Air traffic has generally been 
forecasted to grow 5 – 6 % annually over the next two decades [2], or even over the 
next 10 – 15 years, the global air travel will probably double [3]. Consequently, the 
number of accidents will respectively increase if nothing were done to improve it, 
which development would, clearly, be unacceptable. This is why new and efficient 
ways for improving air safety need to be explored [4]. The conventional safety tools 
and methods based on data collection have reached their peak performance because of 
their inability to create new knowledge. Usually, data accumulates faster than it can 
be processed [5]. For further improvements new methods and tools are urgently 
needed [6].  

2 Management in Safety-Related Context 

Any system can be recognised to consist of elements, or factors, or parts that make up 
the whole [7]. Managing the organisation is exercised largely through management 
processes, in which the means of managerial communication inter-links with the envi-
ronment. Johnsen (2002) defines the management process as “the interaction between 
people who want to attain mutual ends through mutual means.” [8]. The strategy of 
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the corporation is according to Johnson et al. [9] to concern the organisation’s  
mission, vision and objectives, developing plans and policies to use resources for 
enhancing the performance of the organisation.  

Kettunen et al. [10] emphasise the managerial challenges in the safety-critical in-
dustries, which are typically related to finding a balance between diverging demands 
and expectations, like economy- and safety-related objects without forgetting the 
priorities-setting and maintaining focus on these components. The key action is a 
continuous balancing between taking risks and allocating resources for risk manage-
ment. A scale with theoretical ends can be displayed, where at one end there is a 
situation where risks do not exist because the resources allocated are infinite; at the 
other end no resources are allocated because the risks are ignored and thus they are 
(practically) infinite. The reality is found somewhere in between, but no fixed loca-
tion can be defined because all environments are somewhat unique and are also 
changing all the time. In daily operations perhaps existing hidden threats produce the 
need to maintain extra safety level naturally causing additional costs. 

In studying risk management, the concept of tension cannot be ignored. It refers to 
the challenges of balancing conflicting objectives or expectations, like safety and 
other goals. These might exist for various reasons, even in the situation in which the 
executives of the organisation have set a high safety level as the priority official goal 
[11].In case warning signals appear, responding to those should happen without delay 
allocating safety resources to the critical area.  

The safety decisions in an air traffic company follow the same pattern as other stra-
tegic decisions. Risk management should be carried out in parallel with safety man-
agement, referring to measures seeking to identify, assess and control risks on the 
organisational level having the goal to ensure the organisational and environmental 
safety. The executive management is responsible for recognising the safety signifi-
cance of the ways the organisation is operated and maintained [12]. Managing risk 
and safety has been problematic in air transport: very high levels of safety are too 
costly – high levels of risk are unacceptable. Therefore, safety reports have been col-
lected through decades to investigate and assess risks and to define risk standards, 
which are consistent with the value systems of the society [13, 14]. 

The value of safety cannot be estimated in any traditional way, because it has no 
determined price. Theoretically, limitless resources should be allocated to it, because 
one single failure may lead to significant losses in the form of missed business possi-
bilities and claims for covering the damage caused to a third party. Kaplanski and 
Haim [15] have presented some estimates for the accident costs. A very large disaster 
with hundreds of casualties will cause a loss of about $1 billion for an airline  
company. However, the observed market effect has been found to be about 60 times 
larger; Kaplanski and Haim (2010) have found the evidence of a significant negative 
effect with an average market loss of more than $60 billion per aviation disaster. 
However, budget constraints set limits in practise and therefore a certain risk has to be 
accepted by achieving a sufficient safety level. There is never a 0-level risk. In case 
sufficient resources could not be allocated to achieve the required level of safety,  
the whole air traffic business would be critical. When confronting such a situation, the 
operations are to be adjusted by diminishing or changing them to correspond with  
the allocable safety resources so that a sufficient safety level is maintained. 
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Estimating the significance and importance of different alternatives in managing 
risks also needs tools, the exact definition of which is important for making strategic 
decisions. After the executive management has set goals as the thresholds  
of achievement, there must be methods and models to measure to what degree the 
achievements have been realised. In the decision process, there is always question 
about evaluating different alternatives. Any matter having significance enough to be 
taken into account in the evaluation process should be considered for evaluation [16]. 
Rumsfeld [17] has defined (simply expressed) three categories for knowledge: first, 
we know what we do know; second, we know what we do not know; and, finally, we 
do not know what we do not know. The hidden dangers belong to the last group, so in 
case we know what we are searching for, we obviously have means to reach it, but 
otherwise we need tools for finding something we do not know we are looking for. 
Thus, a deeper understanding is required for developing better methods and refining 
rules and practices that will contribute to higher levels of safety. 

The unknown lethal factors brought into daylight could be eliminated; at least a 
significant part of them and a sufficient safety level could be reached with reduced 
investment allocation. For air traffic, there is theoretically no upper limit to allocate 
resources to safety in different forms. The relation between safety and cost efficiency 
could be illustrated explicitly comparing the costs between comprehensive mainte-
nance programs and maintenance-induced accidents, the benefits that outweigh the 
accident costs [18]. The process for allocating extra resources to special projects 
might become even more troublesome in case there are interdependencies among the 
projects [16]. 

3 Flight Safety 

According to the ICAO Safety Management manual [19], safety is defined as “a state 
in which the risk of harm to persons or property damage is reduced to, and main-
tained at or below, an acceptable level through a continuing process of hazard identi-
fication and risk management“. Safety is not a matter-of-course, but the result of a 
rather complicated, carefully structured and comprehensive management process 
approaching to all airline safety aspects, particularly those of flight operations. 

Air traffic is full of incidents and deviations that do not contain any hazard as such, 
but need to be reported and investigated to find out potential lethal trends. These un-
desirable, but very minor events are valuable investigation subjects for risk and safety 
specialists to build an understanding about their causes and to detect unsafe trends. 
Investigation also reveals whether countermeasures are warranted and how to reduce 
or eliminate potential accidents [20]. The appearance of similar recurring cases  
(a cluster, cf. Chapter 6) may indicate a hazardous trend that should be analysed very 
carefully to find out whether a real danger exists or not. The possibly existing lethal 
trends are trying to penetrate through the layers of defences, barriers and safeguards 
(cf. Figure 1) that, fortunately, usually stop them from proceeding. Because serious 
incidents and even accidents do happen, it can be presumed that after a certain amount 
of time they pass all the layers but the last one; then they will pass the last layer as 
well, which leads to accidents. 
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Finding trends from flight safety data, especially from narrative data has required sig-
nificant human involvement. Thus, the analysis process and its possible results rely on 
the skill, memory and experience of the safety officers [21]. Watson [22] found that with 
conventional techniques it might take years to find meaningful relationships. Before text 
mining systems (one sub-class of data mining) were developed, there were no tools for 
analysing textual data with computers. Data mining provides a worthy analysis method in 
order to illustrate the safety indicators and to reveal undesired trends.  

4 Safety Tools and Systems 

Accident analysis as well as flight and operations modelling and simulation enhance the 
understanding of risk, but this is usually reactive and produces knowledge about causal 
factors potentially at the human and/or financial cost. Risk modelling typically collects 
knowledge resulting from flight safety analysis, human experience and theoretical and 
empirical studies. The goal of aviation risk assessment is to be comprehensive, timely 
and proactive, and this is why the analysis methods should be enhanced [23]. 

In aviation, the quantitative assessment of risk is particularly challenging, because 
the deviation events are extremely rare and the causal factors are non-linearly related 
to the events which makes them difficult to quantify [23]. The eventuality for the 
incident or accident occurring may be markedly reduced in case the risks can be  
efficiently diagnosed [24]. Then the question is: how to find and identify deviations 
leading to incidents and those leading to accidents? Reason [25] has modelled the 
process for the occurrence of accidents in his Swiss Cheese model, which is presented 
in Figure 1. The hazards appear from the right-hand side. Normally, their progress  
is stopped by successive layers of defences, barriers and lifeguards. If the process 
goes through all of these ‘holes in the cheese slices’, formally called the limited  
windows of accident opportunities, an accident will happen. 

 

 

Fig. 1. The Swiss Cheese model (adapted from Reason 1997, 2000 [25, 26]) 

Losses 

Successive layers of defences, barriers and safeguards 
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Kettunen et al. [10] regard redundancy as a method in improving safety by the  
duplication and overlap of critical factors like systems, functions and/or personnel. In 
general, redundancy can augment safety as such, but may also have counter-
productive or unexpected effects, especially in case it is not managed properly. These 
unwanted effects can increase the complexity of the systems, which may hide indi-
vidual failures and make them latent, so that they remain unnoticed and uncorrected 
and may even accumulate over time. Under these circumstances, a rather rare event 
might act as a trigger for an avalanche of unexpected events, which may be difficult 
to handle [10]. For situations of this kind, the Reason’s Swiss Cheese model would 
work out excellently. 

5 Data Mining in Flight Safety 

Several different methods are recognised as data mining methods and a mining sys-
tem can use the combinations of several of these methods. Parsaye [27] describes data 
mining as searching in the data for the patterns of information to guide a decision 
support process. These, often called “the nuggets of knowledge”, are hidden in vast 
amounts of data and are practically undiscoverable with conventional techniques [22]. 
Using mining software, knowledge of data is combined by an analyst with advanced 
machine learning technologies to discover the relationships. In the discovery process 
to find hidden patterns, there are neither hypotheses nor any other predetermined 
model of the characteristics of the patterns. Obviously large databases, like those of 
aviation incidents and other deviations, contain a large number of patterns, so that the 
user of the discovery system can practically never ask the right question. The mining 
process acts as a decision support system that will not give straight answers to the 
questions; that is why skilled analytical and technical specialists are still required to 
interpret the created output [28]. The process contains several steps or phases  
(cf. Figure 2) that must be gone through to form knowledge from raw data. To be 
understandable the information must be presented with reports, graphs or in other 
suitable forms once found. 

 

Fig. 2. The Knowledge Discovery in a Database Process (adapted from Fayyad et al. 1996 [29]) 

With structured data, the explanation of a case usually tells the truth to a certain  
extent, but completed with narrative data it can be close to 100 %, at least theoreti-
cally. Mining combined with other methods will give significant contributions to  
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the decision processes. The idea to use text mining in the analysis of flight safety 
reports occurred along the need to analyse large amounts of narrative reports and 
when reports about successful text mining projects in the flight safety data analysis of 
English narratives were published [21, 30]. 

6 Testing Three Tools - Data Mining in Finnish 

The basic idea of cluster analysis is that all the texts within each cluster have a high 
similarity in content [31]. This method was chosen for this study because it is an es-
sential mining function in searching for similar documents, able to reveal a recurring 
hazard that might lead to an accident. It explores the data set and determines the struc-
ture of natural groupings without any preliminary assumptions. Another reason for its 
choice was the direct applicability to Reason’s Swiss Cheese model presented in  
Figure 1. A third reason was that English literature gives several examples about  
using clustering in mining flight safety reports. These results have proved its better 
performance compared with more traditional statistical methods [32]. 

The beginning was finding text mining tools for processing Finnish. Three differ-
ent systems seemed to be appropriate for benchmarking. The author was aware of one 
prototype (GILTA), one commercial product (TEMIS) with a Finnish module proto-
type, and one commercial system (PolyVista) with encouraging results mining Span-
ish, which seemed worth testing in Finnish. The Finnish Civil Aviation Authority 
granted the test data of 1240 cases (Target data on Figure 2), which created “a critical 
mass” for study. 

The pre-processing produced filtered data containing 10572 word tokens, numbers 
and special characters, call signs, headings, the temperature, etc. The amount could  
be reduced to 8294 when parentheses and other similar characters without relevance 
were removed. The next procedure was preparing the lists of stop words (those to be 
ignored because of having no information) and synonyms. No transformation was 
needed because the data was extracted from one database.  

The first round produced already promising results. Due to the Finnish module of 
TEMIS, no pre-processing was necessary. It created 26 clusters, their size varying 
between 108 and 21 reports. As the biggest cluster contained more than 100 clusters, 
the operator allowed the tool divide it into two sub-clusters with 58 and 50 docu-
ments. After the division, the biggest cluster included 78 reports. The similarity 
(range 5-1) of the five closest clusters varied from 3.41 to 2.07 %, which supports the 
assumption that the clusters are different from each other and thus this method in this 
data selection is reliable. Because the maximum degrees of explanation of the clus-
ters, about 18 %, are relatively high, they prove that the clusters are composed of 
relevant reports and the most explaining reports alone might well reveal a trend that 
should be examined more thoroughly. 

As Kloptchenko [33] says, interpreting the mining results is more art and common 
sense than science. The one single mining round of TEMIS made the direct compari-
son of the results challenging. Despite it, due to the high efficiency of the system with 
its in-built module for Finnish and because the mining results did not seem to require 
major changes, missing the second mining round was not considered a cause for  
losing significant information. 



 Data Mining Challenges in the Management of Aviation Safety 219 

The smallest clusters began to produce some directly applicable information  
indicating that the sizes of the clusters play a significant role in the applicability of the 
results. This must, however, be scaled with the amount of production data. Addition-
ally, a couple of similar cases found do not automatically create a dangerous trend; 
the way they occur and the reasons causing them can only be estimated by a thorough 
examination and investigation by human analysts. The results of TEMIS ought to be 
examined differently from the two other systems due to its interface and way of pro-
ducing results which differ remarkably from the others. This, however, does not mean 
that these mining results would not be coherent with those of the other ones. 

GILTA (manaGIng Large Text mAsses) divided the data on both rounds into 100 
clusters (named classes) on the basis of the nine most significant words. Hence, on the 
first round 63 clusters contained less than 10 reports. These were easily analysable by 
a human analyst and could already be considered good mining results, proving clus-
tering to be a useful method for this type of data. Some of the bigger classes could  
be interpreted as being real clusters, but according to experience the sizes should be 
reduced to less than 20. The results that were produced in Excel-form made it possible 
to carry out a comprehensible analysis and comparison of them with the results found 
with other tools. The system left out four reports beyond defined clusters. 

PolyVista was originally built for using in English, but due to encouraging results 
with Spanish, its applicability for Finnish was tested, too. The system set score 100 
for the most content describing word of the cluster and correspondent values to the 
others. The scores of the ten most important words of each cluster were only avail-
able, not the reports. The reports of the clusters could be ‘guessed’ by comparing the 
scores with the most important words in GILTA changing their relative weights for 
comparison. The data was processed determining the number of clusters first to be 6 
and then raising it up to 20 in a second step. When there were 20 clusters, the smallest 
of them contained 10 reports and the biggest 232. In the case of 20 clusters, in eleven 
of them the scores of the three most important words were more than 50. In the last 
cluster containing 10 reports, the scores of the 10 most important words were 50 or 
more, which can be considered a good mining result. 

As one result of the first mining round, the need for tuning, especially the defini-
tion of stop words and synonyms was discovered. Some pure mistakes, like some 
common stop words and synonyms forgotten from the list, were noticed. A more sig-
nificant problem was the appearance of some frequently used “common” words (like 
‘plane’ with its synonyms ‘airplane’ and ‘aircraft’) skewing the results. Their role in 
the data was carefully analysed [34], using an application called NVivo to get a 
deeper analysis. NVivo itself has no mining characteristics, but is used in analysing 
qualitative information, especially meeting the requirements of deep levels of analy-
ses on different quantities of data, varying between a couple of sentences and thou-
sands of text rows. In this context, the most important feature was cross-examining 
the mining results applying its search engine and query functions. Almost one hun-
dred checking procedures were made with synonyms and stop words to prepare the 
data for the second round. After the careful estimation of the impact of possible 
changes, no major ones were made to keep the process unchanged but making the 
results more accurate. 

After the second mining round with GILTA and PolyVista was performed, the  
results were studied carefully using the professional skills of a flight safety inspector. 
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The coherent clusters were taken into more detailed inspection. The progress as the 
change of distribution can be recognised through the increased percentage of ‘sense 
making’1 clusters, as for GILTA, illustrated in Table 1 displaying the minor, but per-
ceptible change. First, the number of the relevant clusters increased from 9 to 11, and 
their average size diminished from 11.9 to 10.5 reports per cluster, shown in columns 
two and three. Further, the average weight of the nine most important words increased 
from 5.88 to 6.44 and the correspondent standard deviation diminished from 5.588 to 
5.065, as shown in the two next columns. All these changes indicate the movement 
towards the aimed more homogenous clusters.  

Table 1. Results illustration in GILTA rounds I and II 

Round Clusters Average size Average weight Correspondent Standard 
Deviation 

I 9 11.9 5.88 5.588 
II 11 10.5 6.44 5.065 

 
As already mentioned, the mining results of PolyVista must be analysed differ-

ently. Although comparing the weights of the most significant words is a cursory 
method, it was noticed to be relevant in this context. The results are illustrated in  
Table 2 showing an obvious progress between the two rounds. On the first round,  
40.0 % of the clusters seemed to belong to the ‘sense making’ clusters, on the second 
52.3 %. The size of the clusters did not seem to have any linear impact, but on both 
rounds those were found among the smallest ones. The average sizes changed from 
the first round being 37.9 compared with 62.5 of all clusters to the second, being then 
20.6 compared with 28.2. These numbers illustrate that more information is achieved 
from the results of round II. 

Table 2. Cluster distribution change between rounds 1 and 2 in PolyVista 

Criteria / Round # 1 2 
‘Sense making’ clusters of all content 40.0 % 52.3 % 
Average size of all clusters (reports) 
Average size of ‘sense making’ clusters 

62.5 
37.2 

28.2 
20.6 

 
Proceeding with the same test and putting the results in a graphic presentation in  

Excel, the increased homogeneity was seen also from the ‘centre of gravity’ moving 
from the beginning of the rows rightwards as well as from the top downwards, when 
the clusters were sorted by the weight of the most significant words. It means that the 
number of clusters having more significant words increased. This occurred with both 
systems, indicating a slight improvement using this method, too. 

Based on the professional skills and experience of the author, in case the safety 
personnel know what they are looking for, business intelligence (BI) methods could 
be applicable, allowing database queries using numerous keywords to search for 
known cases of a certain type or their combinations. BI could also be applied as a 
complementary method when mining is used to find something worth examining.  

                                                           
1 Clusters, from which information can be seen clearly as such. 
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7 Results and Discussion 

As already expressed before, the mining process does not give straight answers to the 
questions, but it acts as a support system for producing information for decision  
making. That is why experienced analytical and technical specialists are needed to 
interpret the created output. The testing process proved that data mining is neither  
an easy nor a fast method, but might be the only one for uncovering hidden informa-
tion. All the results support the premise that it could reveal important safety informa-
tion from fast accumulating, vast amounts of data, not accessible with other methods, 
to be used as an essential factor for strategic safety management. It is worth noticing 
that the test data was that contained no lethal trends, but in other case they could have 
been discovered and revealed using the method and tools as done in this study. An 
additional detail is worth noting - all the used tools left out almost the same reports as 
outliers. 

The research process confirmed that text mining is a challenging task, especially in 
small language groups, where tools for text mining are scarcer than for big languages 
such as English which is an “easy” language for search technologies. Narrative text 
mining is generally demanding due to the multiplicity of languages spoken in the 
world. Especially languages with small user groups, such as Finnish, have to wait for 
efficient tools being developed much longer than the major languages. The search 
technologies are challenged by inflected forms and compounds. In Finnish, for exam-
ple, the words may have thousands of inflected forms and in addition to that, they can 
be parts of compounds in almost countless combinations [35]. On average, every 
seventh word can be found in its basic form in fluent Finnish texts [36]. From the 
point of view of language processing, two significant results were achieved: first, 
Finnish texts were successfully mined with a tool originally to be used in an English 
environment. Secondly, the Finnish module for TEMIS was successfully production 
tested with real Finnish production data.  

The number of clusters proved to be significant in the process: the more clusters, 
the better results. Mining is an iterative process although it makes no sense to  
increase the amount of rounds too much. Although this study has offered data mining 
as one solution to growing challenges, it is to be noticed that it is only one among 
several methods. Its special characteristic simply expressed is the ability to find some-
thing that is not known but expected to exist. Data mining has been used successfully 
for several years by a couple of airlines and other actors in the aviation industry. The 
process chain, beginning from the collection of safety data and ending in revised 
regulations for improving flight safety, going through several mining rounds and 
analyses to produce issued aviation rules and instructions, is rather long and demand-
ing. Despite its complexity, it is worth going through, even for avoiding one single 
accident. 
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