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Abstract. Data understanding is an iterative process in which domain experts
combine their knowledge with the data at hand to explore and confirm hypotheses.
One important set of tools for exploring hypotheses about data are visualizations.
Often, however, traditional, unsupervised dimensionality reduction algorithms are
used for visualization. These tools allow for interaction, i.e., exploring different
visualizations, only by means of manipulating some technical parameters of the
algorithm. Therefore, instead of being able to intuitively interact with the visual-
ization, domain experts have to learn and argue about these technical parameters.
In this paper we propose a knowledge-based kernel PCA approach that allows for
intuitive interaction with data visualizations. Each embedding direction is given by
a non-convex quadratic optimization problem over an ellipsoid and has a globally
optimal solution in the kernel feature space. A solution can be found in polyno-
mial time using the algorithm presented in this paper. To facilitate direct feedback,
i.e., updating the whole embedding with a sufficiently high frame-rate during in-
teraction, we reduce the computational complexity further by incremental up- and
down-dating. Our empirical evaluation demonstrates the flexibility and utility of
this approach.

Keywords: Interactive visualization, kernel methods, dimensionality reduction.

1 Introduction

We investigate a variant of kernel principal component analysis (PCA) which allows do-
main experts to directly interact with data visualizations and to add domain-knowledge
and other constraints in an intuitive way. Data visualization is an important part of
knowledge discovery and at the core of data understanding and exploration tasks (see,
e.g., (author?) [22]). Its importance for data science has been recognized already by
(author?) [24]. While knowledge discovery is inherently interactive and iterative, most
data visualizations are inherently static (we survey several methods in Section 2). Switch-
ing methods and changing algorithmic parameters allow for some interaction with the
visualization but this interaction is rather indirect and only feasible for machine learning
experts rather than domain experts. As data science and its tools are, however, getting
more and more widespread, the need arises for tools that allow domain experts to di-
rectly interact with the data.

� Parts of this work have been presented in workshops [18, 19].
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Our interactive and knowledge-based variant of kernel PCA (described in detail in
Section 3) incorporates different forms of supervision either as soft- or hard constraints.
In particular, it allows for the placement of ‘control points’, the addition of must-link
and cannot-link constraints, as well as being able to incorporate known class labels.
Here, the motivation behind constraints is that the domain experts can choose one low
dimensional embedding from the many possible ones not by tuning parameters but by
dragging chosen data points in the embedding or grouping them by similarity and class
labels whereby all related data points automatically and smoothly adjust their location
accordingly. Similar to kernel PCA, each embedding direction/dimension corresponds
to a function in the underlying reproducing kernel Hilbert space. For each direction, we
propose to find a function which (i) maximizes the variance along this direction, (ii)
has unit norm, (iii) is as orthogonal to the other functions as possible, and (iv) adheres
to the knowledge-based constraints as much as possible.

The optimization problem (analyzed in detail in Section 4) derived from the above
formulation is to maximize a—typically non-convex—quadratic function over an ellip-
soid subject to linear equality constraints. Unconstrained quadratic optimization prob-
lems over spheres have been investigated by (author?) [11] who generally suggested
two approaches: transforming the problem to a quadratic and then linear eigenvalue
problem or reducing the problem to solving a one-dimensional secular equation. While
both approaches have cubic complexity and the first approach is more elegant, the sec-
ond one is numerically much more stable. To solve the quadratic function over ellipsoid
subject to linear constraints, we extend the approach of (author?) [11] to this setting.

In order to allow a direct interaction with the embedding, i.e., updating the whole
embedding with a sufficiently high frame-rate, the cubic complexity of the just men-
tioned approaches is, however, not sufficient. To overcome this, we observe that in an
interactive set up it is hardly ever the case that the optimization problem has to be solved
from scratch. Instead, consecutive optimization problems will be strongly related and
indeed we show (in Section 5) that consecutive solutions differ only in rank-one updates
which allows for much more fluent and natural interaction.

Our experiments focus on demonstrating the flexibility and usability of our approach
in an interactive knowledge discovery setting (in Section 6). We show first that small
perturbations of the location of control points only lead to small perturbations of the
embedding of all points. This directly implies that it is possible to smoothly change the
embedding without sudden and unexpected jumps (large changes) of the visualization.
We then show that by appropriate placement of control points, knowledge-based kernel
PCA can mimic other embeddings. In particular, we consider the sum of two different
kernels and observe that by placing a few control points, the 2D kernel PCA embedding
of either of the original kernels can be reasonably well recovered. In addition, we inves-
tigate the amount of information retained in low-dimensional embeddings. For that we
embed benchmark semi-supervised classification data sets in 2D space and compare the
predictive performance of learning algorithms in this embedding with other approaches.
Last but not least, we show it is possible to discover structures within the data that do
not necessarily exhibit high correlation with variance and, thus, remain hidden in the
plain kernel PCA embedding.
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2 Related Work

Interaction with traditional machine learning algorithms is hardly intuitive and forces
domain experts to reason about parameters of the algorithm instead of data. To over-
come this problem several tools for data visualization were designed with the ultimate
goal to facilitate the understanding of the underlying model and the interaction with
model parameters. One such tool facilitates the understanding of PCA by interpreting
the influence of the movement of a point in the projection space along the principal
directions on the coordinates of the corresponding instance in the input space [14]. The
interaction with the PCA is, however, limited to feature weighting which allows domain
experts to reason on the importance of particular features in the analyzed data set. In
contrast, a user study conducted by (author?) [1] shows domain experts prefer to inter-
act directly with a visualization by placing a few control points in accordance with the
current understanding of data. In general, user studies report benefits of the interactive
over the static approach in data visualization (see, e.g., (author?) [4, 14]).

In this paper we extend our previous work on interactive visualization in which we
proposed a variant of supervised PCA [19] and provided a tool for interactive data vi-
sualization InVis [18]. In contrast to supervised PCA [19] which allowed interaction
with a visualization only through the explicit placement of control points, the proposed
knowledge-based kernel PCA allows interaction through a variety of soft and/or hard
knowledge-based constraints (see Section 3.1, 3.2 or 3.3). Moreover, we relate the suc-
cessive optimization problems arising during the interaction with rank-one updates and
reduce the interaction complexity from cubic to quadratic in the number of data in-
stances. The InVis tool, on the other hand, enables interaction with a visualization us-
ing the least square projections (LSP). As argued in our workshop paper [19], the LSP
algorithm is in general not a good choice for data visualization and the same can be said
about any purely supervised learning algorithm (e.g. linear discriminant analysis [13]).
For instance, consider training a linear regression on a sparse high dimensional dataset.
If it is trained using very few instances, the weight vector will only be non-zero over the
union of their non-zero attributes and all instances having different non-zero attributes
will be mapped to the origin—a pretty cluttered visualization.

From the interactive visualization perspective, the most related to our work are tech-
niques developed by (author?) [8] and (author?) [16]. The proposed techniques al-
low placement of control points in a projection space, but the placement induces a
different form of interaction. Namely, movement of points is interpreted as a similarity
feedback (similar to must and cannot link constraints) and as such incorporated into
the model parameters. Our approach, on the other hand, focuses on the explicit place-
ment of control points enabling structural exploration of the data by observing how the
embedding reacts to a placement of a selected control point. Both approaches [8, 16]
perform interaction by incorporating expert feedback into the probabilistic PCA, multi-
dimensional scaling and generative topographic mapping. The means to incorporate
the similarity feedback into the named unsupervised algorithms are, however, limited
to feature weighting and heuristic covariance estimates. Moreover, probabilistic PCA
and multi-dimensional scaling approaches are highly sensitive to outliers and produce
visualizations with huge number of overlapping points for such data sets.
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From the methodological perspective, our method is a spectral method for semi-
supervised learning and closely related to the semi-supervised kernel PCA [25]. This
method can be described as a relaxation of T-SVM and/or a generalization of kernel
PCA. Three such generalizations are proposed by (author?) [25] and the closest to our
approach is the least square kernel PCA which can be viewed as choosing a projection
with the best L2-fit over the labelled data among the projections having a constant
variance.

Methods for dimensionality reduction are also related to data visualization, and in
many cases used primarily for visualization purposes. There are several well known
methods for dimensionality reduction, but the majority of them is unsupervised and un-
able to incorporate the gained knowledge into a lower dimensional data representation.
Some of the well known spectral methods for dimensionality reduction are principal
component analysis [15], metric multidimensional scaling [6], isomap [23], maximum
variance unfolding [26] and locally linear embedding [20]. Here we note that these
methods can be also viewed as instances of kernel PCA with a suitably defined kernel
matrix [12].

3 Knowledge-Based Kernel PCA

In this section we present a variant of semi-supervised kernel PCA which incorporates
various domain-knowledge constraints while still maximizing the variance of the data
‘along’ the set of unit norm functions defining the embedding. Our formulation can
take into account a variety of hard and/or soft constraints, allowing flexible placement
of control points in an embedding space, the addition of must-link and cannot-link con-
straints, as well as known class labels. The goal of the proposed algorithm is to allow do-
main experts to interact with a low-dimensional embedding and choose from the many
possible ones not by tuning parameters but by dragging or grouping the chosen data
points in the embedding whereby all related data points automatically and smoothly ad-
just their location accordingly. To make the visualization more flexible with respect to
orthogonality of maximum-variance directions we replace the usual hard orthogonality
constraint with a soft-orthogonality term in the objective function.

LetX = {x1, ...,xn} be a sample from an instance space X , H a reproducing kernel
Hilbert space with kernel k(·, ·) : X × X → R and HX = span{k(xi, ·)|xi ∈ X}.
We iteratively find the constant HX -norm maximum variance directions f1, ..., fd by
solving the following optimization problem

fs = argmax
f∈H

1

n

n∑

i=1

(f(xi)− 〈f, μ〉)2 + ρΩ(f, s)− ν
s−1∑

s′=1

〈fs′ , f〉2

subject to ‖f‖HX = r,

Υ (f,ys) = 0,

(1)

where Ω is a soft and Υ is a hard constraint term, r ∈ R
+, μ = 1

n

∑n
i=1 k(xi, ·) and

ys ∈ R
m (m < n) is chosen interactively. Here we note that Υ is a linear operator over

a direction f evaluated at x ∈ X . Additionally, the term can be used to express a hard
orthogonality over the computed directions.
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First, let us see that the weak representer theorem [7, 21] holds. As an optimizer
fs ∈ H we can write fs = us + vs with us ⊥ vs and us ∈ HX . For the computation
of the first extreme variance direction, f1, there is no soft orthogonality term in the
optimization objective. Plugging the substitution into Eq. (1) we conclude, provided
the theorem holds for the Ω term, that the optimization objective is independent of
vs, and the weak representer theorem holds in this case. For the computation of the s-
th variance direction fs (s > 1), we additionally have orthogonality terms 〈fs, fs′〉 =
〈us+vs, fs′〉 = 〈us, fs′〉 (s′ < s) which are also independent of vs. The hard constraint
term Υ is also independent of vs as it holds that fs(x) = us(x) for all x ∈ X . Therefore,
the weak representer theorem holds for problem (1) and we can express an optimizer as
fs =

∑
i αsik(xi, ·) with αsi ∈ R.

Now, using the representer theorem we can rewrite terms from problem (1) as:

〈f, μ〉 = 1

n

n∑

i=1

n∑

j=1

αik(xi,xj) =
1

n
eTKα,

s−1∑

s′=1

〈f, fs′〉2 = αTK

(
s−1∑

s′=1

αs′α
T
s′

)
Kα,

with e denoting the vector of ones. If we ignore the hard constraint term (in Section 4.2
we show we can incorporate it into the objective) we can write problem (1) as:

αs = argmax
α∈Rn

αTKWKα+ ρΩ(α, s)

subject to αTKα = r2,
(2)

with Hn = In − 1
nee

T and W = 1
nHn − ν

∑s−1
s′=1 αs′α

T
s′ .

In the following sections we introduce several, quadratic and linear, knowledge-
based constraints satisfying the weak representer theorem and enabling different forms
of interaction with a low-dimensional embedding.

3.1 The Placement of Control Points
The most natural form of interaction with a low-dimensional embedding is the move-
ment of control points across the projection space [1]. It is an exploratory form of
interaction enabling domain experts to explore the structure of the data by observing
how the embedding reacts to a movement of a selected control point. The placement of
control points can be incorporated into the kernel PCA as a ‘soft’ constraint with

Ω(f, s) = − 1

m

m∑

i=1

‖f(xi)− ysi‖2,

where ysi denotes the coordinate ‘along’ the projection axis fs of an example xi. That
the weak representer theorem holds for problem (1), including this Ω term, follows
along the same lines as above and we are able to express Ω as

Ω(α, s) = − 1

m

(
αTK[:n,:m]K[:m,:n]α− 2yT

sK[:m,:n]α
)
, (3)

with K[:m,:n] denoting rows in the kernel matrix K corresponding to control points.
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The alternative way is to treat the placements as hard constraints [19] and incorporate
them into Υ term which can be written as

Υ (f,ys) = K[:m,:n]α− ys = 0. (4)

Note that the soft constraint Ω is allowing some displacement which can lead to
better visualizations if noise is to be expected in the positions of the control points.

3.2 Must-Link and Cannot-Link Constraints

Domain knowledge can also be expressed in terms of similarity between points and the
knowledge-based term Ω can, for instance, be defined by pairing points which should
or should not be placed close to each other. Squared distances between projections of
paired points are then minimized for must-link pairs and maximized for cannot-link
pairs, i.e.

Ω(f, s) = − 1

|C |
∑

(i,l)∈C

yil(f(xi)− f(xl))
2,

where yil = +1 for a must-link and yil = −1 for a cannot-link constraint, and C
denotes the set of constraints. Analogously to the previous case, the weak representer
theorem holds and the constraint can be written as

Ω(α, s) = − 1

|C |α
TKLKα. (5)

Here Δil = ei − el and L =
∑

(i,l)∈C yilΔilΔ
T
il is a Laplacian matrix of the graph

weighted with yil.

3.3 Classification Constraints

In this case domain-knowledge is incorporated by providing positive and negative class
labels for a small number of instances and the ‘soft’ knowledge-based term Ω can be
written as

Ω(f, s) = 〈f, μ±〉 , with μ± =
1

m

m∑

i=1

yik(xi, ·).

Similar to previous cases, it can be checked that the weak representer theorem holds
and the Ω term can be written as

Ω(α, s) =
1

m
yTK[:m,:n]α. (6)

4 Optimization Problem

As stated in Section 3, it is possible to combine different knowledge-based constraints
and for any such combination we are interested in the resulting optimization problem.
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Each of the ‘soft’ knowledge-based constraints is either quadratic or linear and con-
tributes with a quadratic or linear term to the optimization objective. Therefore, to com-
pute our embedding, for any combination of ‘soft’ knowledge-based constraints, we
have to solve the following optimization problem:

argmax
x∈Rn

xTWx− 2bTx s. t. xTKx = r2. (7)

where W ∈ R
n×n is a symmetric and K ∈ R

n×n is a kernel matrix. Problem (7) is
non-convex as it is a quadratic defined over an ellipsoid. If we also want to force the
hard orthogonality or/and hard placement of control points we need to add an additional
linear constraint

Lx = y, (8)

where L ∈ R
m×n is a rectangular constraint matrix and y is a coordinate placement

along one of the projection axis or the zero vector (in hard orthogonality case).
In Section 4.1 we describe how to find the global optimizer for the non-convex prob-

lem (7) in a closed form.

4.1 Quadratic over a Hypersphere

We first transform problem (7) to optimize over a hypersphere instead of hyperellip-
soid. To achieve this we decompose the positive definite matrix K and introduce a
substitution v = K

1
2x. In the new optimization problem the symmetric matrix W is

replaced with the symmetric matrix C = K− 1
2WK− 1

2 and the vector b with the vector
d = K− 1

2 b. Hence, after the transformation we are optimizing a quadratic over the
hypersphere,

argmax
v∈Rn

vTCv − 2dTv s. t. vTv = r2. (9)

To solve the problem we form the Lagrange function

L (v, λ) = vTCv − 2dTv − λ(vTv − r2), (10)

and set its derivatives to zero, i.e.

Cv = d+ λv, vTv = r2. (11)

As this is a non-convex problem a solution of the system in Eq. (11) is only a local
optimum for problem (9). The following lemma, however, gives a criterion for distin-
guishing the global optimum of problem (9) from the solution set of the system in Eq.
(11). Alternative and slightly more complex proofs for the same claim are given by (au-
thor?) [10] and (author?) [9]. Let us now denote the optimization objective of Eq. (9)
with χ(v).

Lemma 1. The maximum of the function χ(v) is attained at the tuple (v, λ) satisfying
the stationary constraints (11) with the largest value of λ.
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Proof. Let (v1, λ1) and (v2, λ2) be two tuples satisfying the stationary constraints (11)
with λ1 ≥ λ2. Plugging the tuples into the first stationary constraint we obtain

Cv1 = λ1v1 + d, (12)

Cv2 = λ2v2 + d. (13)

Substracting (13) from (12) we have

Cv1 − Cv2 = λ1v1 − λ2v2. (14)

Multiplying (14) first with vT
1 and then with vT

2 and adding the resulting two equations
(having in mind that the matrix C is symmetric) we deduce

vT
1 Cv1 − vT

2 Cv2 = (λ1 − λ2)(r
2 + vT

1 v2). (15)

On the other hand, using the Cauchy-Schwarz inequality and (11) we deduce

vT
1 v2 ≤ ‖v1‖‖v2‖ = r2. (16)

Now, combining the results obtained in (15) and (16) with the initial assumption λ1 ≥
λ2 we deduce

vT
1 Cv1 − vT

2 Cv2 ≤ 2r2(λ1 − λ2). (17)

Finally, subtracting the optimization objectives for the two tuples and using (12) and
(13) multiplied by vT

1 and vT
2 , respectively, we prove

χ(v1)− χ(v2) = 2r2(λ1 − λ2)− (vT
1 Cv1 − vT

2 Cv2) ≥ 0,

where the last inequality follows from (17). 
�
Hence, instead of the original optimization problem (9) we can solve the system with
two stationary equations (11) with maximal λ. (author?) [11] propose two methods
for solving such problems. In the first approach, the problem is reduced to a quadratic
eigenvalue problem and afterwards transformed into a linear eigenvalue problem. In the
second approach the problem is reduced to solving a one-dimensional secular equation.
The first approach is more elegant, as it allows us to compute the solution in a closed
form. Namely, the solution to the problem (9) is given by [11]

v∗ = (C − λmaxI)
−1d,

where λmax is the largest real eigenvalue of
[

C −I
− 1

r2dd
T C

] [
γ
η

]
= λ

[
γ
η

]
.

Despite its elegance, the approach requires us to decompose a non-symmetric block
matrix of dimension 2n and this is not a numerically stable task for every such matrix.
Furthermore, the computed solution v∗ highly depends on the precision up to which
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the optimal λ is computed and for an imprecise value the solution might not be on the
hypersphere at all (for a detailed study refer to (author?) [11]).

For this reason, we rely on the secular approach in the computation of the optimal
solution. In Section 5 we deal with an efficient algorithm for the computation of the
parameter to a machine precision and here we describe how to derive the secular equa-
tion required to compute the optimal λ. In the first step the stationary constraint (11) is
simplified by decomposing the symmetric matrixC = PΔPT , i.e. PΔPTv = d+λv.
Then, the resulting equation is multiplied with the orthogonal matrix PT from the left
and transformed into Δt = d̂ + λt, with d̂ = PTd and t = PTv. From the last
equation we compute

ti(λ) = d̂i/(Δii − λ) (i = 1, 2, ..., n),

and substitute the computed t-vector into the second stationary constraint to form the
secular equation

g(λ) =
∑

i

t2i (λ) − r2 = 0. (18)

The optimal value of parameter λ is the largest root of the non-linear secular equation
and the optimal solution to problem (9) is given by v∗ = P · t(λmax). Moreover, the
interval at which the root lies is known [11]. Namely, it must hold λmax ≥ Δ11, where
Δ11 is the largest eigenvalue of the symmetric matrix C.

The complexity of both approaches (secular and eigenvalue) for a d-dimensional
embedding is O(dn3), where n is the number of data instances. The cubic term arises
from the eigendecompositions required to compute the solutions to problem (9) for each
of the d variance direction.

In Section 4.2 we show how to transform the optimization problem (1) with addi-
tional hard constraints to optimize only problem (9).

4.2 Eliminating a Linear Constraint
For the optimization problems involving hard orthogonality or hard placement of con-
trol points we have an additional linear term (8) in the optimization problem (7). If the
linear term is of rankm < n, we can eliminate it and transform the problem to optimize
a quadratic over an (n−m)-dimensional hypersphere. The linear constraint term is first
transformed from a constraint over a hyperellipsoid to a constraint over a hypersphere
by replacing the matrix L (the linear constraint in Eq. (8)) with the matrix LK−1

2 . In
the remainder of the section, we will denote the transformed constraint matrix with L.

In order to eliminate the linear constraint we do a QR factorization of the matrix

LT = QR, where Q ∈ R
n×n is an orthogonal and R =

[
R
0

]
∈ R

n×m is an upper-

diagonal matrix. Substituting

QTv =

[
z1

z2

]
, with z1 ∈ R

m and z2 ∈ R
n−m,

linear and sphere constraints are transformed into
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y = Lv = RT (QTv) = R
T
z1 =⇒ z1 = (R

T
)−1y,

r2 = vTv = zT
1 z1 + zT

2 z2 =⇒ zT
2 z2 = r2 − zT

1 z1 = r̂2.

As z1 is a constant vector we can rewrite the objective in Eq. (9) as a quadratic over an
(n−m)-dimensional sphere. Namely, the quadratic term can be rewritten as

vTCv = vTQQTCQQTv = zT
1 Fz1 + 2zT

2Gz1 + zT
2Hz2, where

QTCQ =

[
F GT

G H

]
with F ∈ R

m×m, G ∈ R
(n−m)×m and H ∈ R

(n−m)×(n−m).

On the other hand, the linear term is transformed into

dTv = dTQQTv = fT
1 z1 + fT

2 z2,

where f1 ∈ R
m and f2 ∈ R

n−m are blocks in the vector QTd. Denoting with d̂ =
f2 −Gz1 and ẑ = z2 we obtain

argmax
ẑ∈Rn−m

ẑTH ẑ − 2d̂
T
ẑ s. t. ẑT ẑ = r̂2,

for which a closed form solution was given in Section 4.1.

5 Numerically Efficient Interaction

To shape an embedding interactively with the help of knowledge-based constraints it
is required to solve the optimization problem (1) at each interaction step. In Section
4 we have described how to solve the arising optimization problem with complexity
O(dn3), where n is the number of instances and d is the number of variance directions.
In this section, we show how the proposed algorithm can be improved to enable a user
interaction in O(d2n2) time. To achieve this, we express the interaction in the form of
rank-one updates of the original problem and review a linear time algorithm for solving
secular equations arising in the process.

5.1 Efficient Formulation of the Interaction

Let us assume, without loss of generality, the algorithm is working with the classifica-
tion constraints and the soft orthogonality. The optimization problem for this setting can
be expressed in the form (9). Furthermore, assume a user, interested in a d-dimensional
embedding, has provided labels yk at an interaction step k. To compute embeddings
interactively the algorithm needs to solve problem (9) for different interaction steps and
for all d directions. We denote with C the symmetric matrix defining the quadratic term
in the problem arising in a step k for a direction s. The variance term, independent of
the provided labels and denoted with C, can be decomposed prior to any interaction.
The decomposition has complexity O(n3), but it is a one time cost paid prior to inter-
action steps. The linear term for a direction s at the step k is a function of a block of the
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kernel matrix and the label vector yk and we denote it with ak. Now, the first stationary
constraint of the problem (9) for a direction s+ 1 at the step k can be written as

C′x = λx+ ak,

where the symmetric matrixC′ is a rank-one update of the previous direction’s quadratic
term C for which the eigendecomposition is already computed. Reusing the decompo-
sition, C = UΔUT , we can rewrite the last equation as

C′ = C − μαsα
T
s = U

(
Δ− μzzT

)
UT ,

where αs denotes the s-th direction vector and z = UTαs. Let us denote the rank-one
update to the diagonal matrix as

Θ = Δ− μzzT (19)

The complexity of a full eigendecomposition (see, e.g., (author?) [2, 3]) of the ma-
trix Θ is O(n2) and it is computed by solving n secular equations (see Section 5.2),
one for each of the eigenvalues of the matrix Θ. Rewriting the last equation using the
substitution we get

UΘUTx = λx+ ak =⇒ Θx = λx+ a, with x = UTx and a = UTak.

Now, using the decompositionΘ = V Δ′V T we transform the last problem into

Δ′t = λt+ f , with t = V Tx and f = V Ta. (20)

The second stationary constraint combined with Eq. (20) yields secular equation (18).
Thus, the (s+ 1)-th direction vector xs+1 is computed as

xs+1 = U

(
s∏

i=1

Vi

)
· t(λmax), with ti(λ) =

(
U
∏s

i=1 Vi
)T

ak

δ
(s+1)
i − λ

(i = 1, n).

Note thatU is the eigenvector matrix for the variance termC and δ(s+1)
i is an eigenvalue

of the quadratic term matrix for the direction s+ 1 (see problems (1) and (9)).
Hence, to compute the directions at the interaction step k we need to performO(d2)

matrix vector multiplications, each incurring a quadratic cost, together with d quadratic
time decompositions of Θ matrices. What remains to compute the data projection is a
multiplication of direction vectors with the kernel matrix which is again of quadratic
complexity. Therefore, the overall complexity of an interaction step is O(d2n2). In a
similar fashion, it is possible to show the quadratic complexity of an interaction for
other knowledge-based constraints.

5.2 Efficient and Stable Secular Solver
In this section, we review the state of the art in computation of the root of a secular
equation in a given interval (δi, δi+1), with δ1 ≤ δ2 ≤ ...δn−1 ≤ δn. In particular, we
are interested in finding a root of Eq. (18) and the equation [3]

g(λ) = 1 + μ

n∑

i=1

z2i
δi − λ

,
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whose roots are the eigenvalues of the perturbed matrix (19). In the discussion to follow
we focus on finding the roots of g(λ) and digress to the secular function (18) only when
the arguments are not eligible for it.

It is possible to compute a root of a secular equation with a linear number of flops
[17]. An obvious choice for the root finder is a Newton method and, yet, it is not well
suited for the problem. The tangent at certain points in the interval of interest crosses
the x-axis outside this interval leading to incorrect solution or division by zero as the so-
lution can converge to one of the poles δi. An efficient root finder, then, must overcome
this issue and converge very quickly. The main idea behind the efficient root finder is to
approximate a secular equation with a quadratic surrogate and find a zero of this surro-
gate. We go step-by-step through the procedure. First let us assume μ = 1 and split the
non-constant g terms into two functions

ψ1(λ) =

i∑

k=1

z2k
δk − λ

and ψ2(λ) =

n∑

k=i+1

z2k
δk − λ

.

Then, each function ψk is approximated by a surrogate

hk(x) = ak + bk/(δk−1+i − x),

with constants computed such that at all candidate solutions xj it holds [17]:

hk(xj) = ψk(xj) and h′k(xj) = ψ′
k(xj).

Now, combining the surrogates for the particular terms we obtain the surrogate for
the secular function g,

h(x) = c3 + c1/(δi − x) + c2/(δi+1 − x), (21)

whose root is the next secular solution candidate. (author?) [3] proved the surrogate
root finder converges to the desired root.

In contrast to the secular function g(λ), the secular equation (18) has only one sur-
rogate [11]:

h(x) = p/(q − x)2, h(xj) = g(xj) and h′(xj) = g′(xj).

After computing the coefficients p and q we get the iteration step η = xj+1 − xj as

η = 2
g(xj) + r2

g′(xj)

(
1−

√
g(xj) + r2

r

)
.

For the initial solution δ1 < x0 < λ∗ the convergence is monotonic [3], i.e. λ∗ >
xj+1 > xj , where λ∗ is the desired root of the secular equation.

Finally, we note that different roots of secular Eq. (18) belong to distinct closed
intervals and can be, therefore, computed in parallel. This enables an efficient GPU
implementation of the secular solver resulting in a significant speed-up to the presented
rank-one update algorithm. Consequently, with a GPU implementation of the secular
solver it is possible to increase the interaction frame rate and improve scalability.
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6 Experiments

The best, and ultimately only true, way to evaluate an algorithm for interactive data
visualization and exploration is via a study with real domain experts that are using a tool
implementing that algorithm. In the absence of the study we performed a number of in
silico experiments which aim at illustrating the utility and sensibility of our approach.
In particular, we show: (i) a rendered embedding is robust under small changes in the
placement of control points; (ii) the approach is flexible in choosing a low-dimensional
embedding from the many possible ones; (iii) ‘sufficient’ amount of information is
retained in a visualization; (iv) it is possible to detect structures that do not necessarily
exhibit high correlation with variance and which are, therefore, obscured in a regular
kernel PCA embedding. We study the properties (i) − (iii) on benchmark data sets
for semi-supervised learning [5] and generate an artificial data set to show the property
(iv). In the experiments we use different kernels: Gaussian with a bandwidth equal
to the median of pairwise distances between the instances, inverse Laplacian defined
by the ε-neighbourhood graph, linear and polynomial kernel of degree three. All the
reported results are averaged over ten runs.

Fig. 1. Distortion of an embedding over the perturbation of a control point

How stable is our approach? In exploratory data visualization it should be possible
to smoothly change the embedding by moving control point throughout the projec-
tion space. In other words, small perturbations of a control point should result in small
perturbations of the overall embedding. We empirically verify the stability of the pro-
posed method by moving a control point randomly throughout the projection space.
We express the displacement of a control point as a fraction of the median of pairwise
distances within the embedding. The distortion or the difference between the two em-
beddings is measured by the average displacement of a point between them and this
value is scaled by the median pairwise distance between the points in the kernel PCA
embedding. In Figure 1 we show the distortion as the perturbation increases across five
benchmark data sets [5]. Results clearly indicate that the proposed method provides
stable visual exploration of data.

How flexible is our approach? It is possible to generate different embeddings of
the same dataset with kernel PCA using different kernels. To show the flexibility of the
proposed method we set up an experiment with a sum of different kernels and show
that the proposed method can choose the PCA embedding corresponding to a kernel by
re-arranging control points accordingly. In particular, we combine a Gaussian and the
inverse Laplacian kernel that produce geometrically very different PCA embeddings of
the considered datasets. We again measure the distortion between the two embeddings.
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Fig. 2. Distortion between the target and the current embedding over the number of re-arranged
control points. Results show, we can recover a target embedding with a small number of re-
arranged control points.

The empirical results indicate that it is possible to recover the embeddings correspond-
ing to PCA projection of each used kernel. Figure 2 shows the distortion between the
current and the target embedding as the number of selected control points increases.

How informative is our approach? A satisfactory embedding should be able to
retain a fair amount of information from the input space. To measure the amount of
information the proposed method retains we simulate a classification task. We use the
semi-supervised learning benchmark data set in which the small amount of labels is
given to us. In building a classifier we use the classification constraints with a hard
orthogonality and on top of it we apply the 1-NN classifier. We compare our method
using only 1, 2 and 3 dimensional projections against the state-of-the-art unsupervised
dimensionality reduction techniques with many more dimensions. In particular, dimen-
sionality reduction algorithms use 38 dimensions for g241c, 4 dimensions for Digit1,
9 dimensions for USPS, 8 dimensions for BCI and 3 dimensions for COIL dataset [5].
The results indicate our algorithm is able to retain a satisfactory amount of information
over the first 3 principal directions. We used Gaussian and inverse Laplacian kernel to
compute the embeddings (see Figure 3).

Can we discover structures hidden by the plain PCA? We have created a 3D
artificial data set to demonstrate the proposed approach is able to discover structures in
data that do not exhibit high correlation with variance. Such structures remain hidden
in the PCA projection and the proposed method is capable of detecting them by the
appropriate placement of control points. In particular, we sample 3 plates of points
from a 2D Gaussian distribution and embed these plates into the 3D space such that the
z-axis coordinate for each plate is obtained by sampling from the normal distributions

Fig. 3. A classification error comparison between the proposed method and unsupervised dimen-
sionality algorithms with many more dimensions [5]. Supervision was done with either 10 (greyed
out) or 100 labels. We point out that the experiment was conducted to show the amount of infor-
mation retained by the visualization and not to compete these methods.
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Fig. 4. Discovering cluster structures which are hidden in the kernel PCA embedding

with means at 1, 0 and −1. We choose the variance for the z-axis sampling such that the
cluster-plates barely touch each other. For the sample generated in this way the within-
clusters variance is higher than the between-cluster variance and the cluster structure
remains hidden in the kernel PCA projection (see the first picture in Figure 4). Moving
the two most distant points of each cluster apart (a total of 6 displacements) we discover
the cluster structure obscured by the plain kernel PCA (the last picture in Figure 4).

Scalability. As stated in Section 5, it is possible to implement the interaction using
rank-one updates with O(n2) complexity. Our experiments indicate that it is possible
to interact with a visualization with multiple frames per second for datasets with ≈
1000 instances. The frame rate and scalability can be significantly improved with an
efficient GPU implementation of the secular solver (see Section 5.2). Moreover, it is
possible to use a kernel expansion over a subset of instances while searching for a
suitable placement of a control point and upon such placement the embedding can be
computed with a full kernel expansion.

7 Conclusion

We proposed a novel, knowledge-based variant of kernel PCA with the aim of making vi-
sual data exploration a more interactive endeavour, in which users can intuitively modify
the embedding by placing ‘control points’, adding must-link and cannot-link constraints,
and supplying known class labels. We showed that maximizing the variance of unit norm
functions that are as orthogonal as possible and that adhere as much as possible to the user
supplied knowledge can be formulated as a non-convex quadratic optimization problem
over an ellipsoid with linear constraints. We gave an algorithm for computing the result-
ing embedding in cubic time and argued that the more typical situation in interactive data
analysis corresponds, however, to a low-rank update of the previous solution. We then
derived an algorithm for computing these low-rank updates in quadratic time.
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