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Abstract. We consider the problem of multiple users targeting the arms
of a single multi-armed stochastic bandit. The motivation for this prob-
lem comes from cognitive radio networks, where selfish users need to
coexist without any side communication between them, implicit cooper-
ation or common control. Even the number of users may be unknown
and can vary as users join or leave the network. We propose an algo-
rithm that combines an ε-greedy learning rule with a collision avoidance
mechanism. We analyze its regret with respect to the system-wide op-
timum and show that sub-linear regret can be obtained in this setting.
Experiments show dramatic improvement compared to other algorithms
for this setting.
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1 Introduction

In this paper we address a fundamental challenge arising in dynamic multi-
user communication networks, inspired by the field of Cognitive Radio Networks
(CRNs). We model a network of independent users competing over communica-
tion channels, represented by the arms of a stochastic multi-armed bandit. We
begin by explaining the background, describing the general model, reviewing
previous work and introducing our contribution.

1.1 Cognitive Radio Networks

Cognitive radio networks, introduced in [19], refer to an emerging field in multi-
user multi-media communication networks. They encompass a wide range of
challenges stemming from the dynamic and stochastic nature of these networks.
Users in such networks are often divided into primary and secondary users. The
primary users are licensed users who enjoy precedence over secondary users in
terms of access to network resources. The secondary users face the challenge of
identifying and exploiting available resources. Typically, the characteristics of
the primary users vary slowly, while the characteristics of secondary users tend
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to be dynamic. In most realistic scenarios, secondary users are unaware of each
other. Thus, there is no reason to assume the existence of any cooperation or
communication between them. Furthermore, they are unlikely to know even the
number of secondary users in the system. Another dominant feature of CRNs is
their distributed nature, in the sense that a central control does not exist.

The resulting problem is quite challenging: multiple users, coexisting in an
environment whose characteristics are initially unknown, acting selfishly in or-
der to achieve an individual performance criterion. We approach this problem
from the point of view of a single secondary user, and introduce an algorithm
which, when applied by all secondary users in the network, enjoys promising
performance guarantees.

1.2 Multi-armed Bandits

Multi-Armed Bandits (MABs) are a well-known framework in machine learning
[6]. They succeed in capturing the trade-off between exploration and exploitation
in sequential decision problems, and have been used in the context of learning
in CRNs over the last few years [4,5], [11]. Classical bandit problems comprise
an agent (user) repeatedly choosing a single option (arm) from a set of options
whose characteristics are initially unknown, receiving a certain reward based on
each choice. The agent wishes to maximize the acquired reward, and in order
to do so she must balance exploration of unknown arms and exploitation of
seemingly attractive ones. Different algorithms have been proposed and proved
optimal for the stochastic setting of this problem [2],[10], as well as for the
adversarial setting [3].

We adopt the MAB framework in order to capture the challenge presented to
a secondary user choosing between several unknown communication channels.
The characteristics of the channels are assumed to be fixed, corresponding to
a relatively slow evolution of primary user characteristics. The challenge we
address in this paper arises from the fact that there are multiple secondary users
in the network.

1.3 Multiple Users Playing a MAB

A natural extension of the CRN-MAB framework described above considers
multiple users attempting to exploit resources represented by the same bandit.
The multi-user setting leads to collisions between users, due to both exploration
and exploitation; an “attractive” arm in terms of reward will be targeted by all
users, once it has been identified as such. In real-life communication systems,
collisions result in impaired performance. In our model, reward loss is the natural
manifestation of collisions.

As one might expect, straightforward applications of classical bandit algo-
rithms designed for the single-user case, e.g., KL-UCB [10], are hardly beneficial.
The reason is that in the absence of some form of a collision avoidance mecha-
nism, all users attempt to sample the same arm after some time. We illustrate
this in Section 5.
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We therefore face the problem of sharing a resource and learning its char-
acteristics when users cannot communicate and are oblivious to each other’s
existence.

1.4 Related Work

Recently, considerable effort has been put into finding a solution for the multi-
user CRN-MAB problem. One approach, considered in [16], is based on a Time-
Division Fair Sharing (TDFS) of the best arms between all users. This policy
enjoys good performance guarantees but has two significant drawbacks. First,
the number of users is assumed to be fixed and known to all users, and second,
the implementation of a TDFS mechanism requires pre-agreement among users
to coordinate a time division schedule. Another work that deals with multi-user
access to resources, but does not incorporate the MAB setting, is presented in
[14]. The users reach an orthogonal configuration without pre-agreement or com-
munication, using multiplicative updates of channel sampling probabilities based
on collision information. However, this approach does not handle the learning
aspect of the problem and disregards differences in the performance of different
channels. Thus, it cannot be applied to our problem. The authors in [12] consider
a form of the CRN-MAB problem in which channels appear different to differ-
ent users, and propose an algorithm which enjoys good performance guarantees.
However, their algorithm includes a negotiation phase, based on the Bertsekas
auction algorithm, during which the users communicate in order to reach an
orthogonal configuration. Another work that considers this form of problem and
uses calibrated forecasting in order to reach an orthogonal configuration is de-
scribed in [17]. The analysis is based on a game theoretic approach, and shows
asymptotic convergence to an optimal strategy. Additional papers such as [9] and
[13] also consider the CRN-MAB setting, offering only asymptotic performance
guarantees.

The work closest in spirit to ours is [1]. The authors propose different algo-
rithms for solving the CRN-MAB problem, attempting to lift assumptions of
cooperation and communication as they go along. Their main contribution is
expressed in an algorithm which is coordination and communication free, but
relies on exact knowledge of the number of users in the network. In order to re-
solve this issue, an algorithm which is based on estimating the number of users
is proposed. Performance guarantees for this algorithm are asymptotic, and it
does not address the scenario of a time-varying number of users.

A different approach to resource allocation with multiple noncooperative users
involves game theoretic concepts [20,21]. In our work we focus on cognitive,
rather than strategic, users. Yet another perspective includes work on CRNs with
multiple secondary users, where the emphasis is placed on collision avoidance
and sensing. References such as [7] and [15] propose ALOHA based algorithms,
achieving favorable results. However, these works do not consider the learning
problem we are facing, and assume all channels to be known and identical.
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1.5 Contribution

The main contribution of our paper is suggesting an algorithm for the multi-user
CRN-MAB problem, which guarantees convergence to an optimal configuration
when employed by all users. Our algorithm adheres to the strict demands im-
posed by the CRN environment: no communication, cooperation or coordination
(control) between users, and strictly local knowledge - even the number of users
is unknown to the algorithm.

Also, to the best of our knowledge, ours is the only algorithm that handles a
dynamic number of users in the network successfully.

The remainder of this paper is structured as follows. Section 2 includes a de-
tailed description of the framework and problem formulation. Section 3 presents
our algorithm along with its theoretical analysis, while Section 4 discusses the
setup of a dynamic number of users. Section 5 displays experimental results
and Section 6 concludes our work. The proofs of our results are provided in the
supplementary material.

2 Framework

Our framework consists of two components: the environment and the users.
The environment is a communication system that consists of K channels with
different, initially unknown, reward characteristics. We model these channels as
the arms of a stochastic Multi-Armed Bandit (MAB). We denote the expected
values of the reward distributions by µ = (μ1, μ2, . . . , μK), and assume that
channel characteristics are fixed. Rewards are assumed to be bounded in the
interval [0, 1].

The users are a group of non-cooperative, selfish agents. They have no means
of communicating with each other and they are not subject to any form of central
control. Unlike some of the previous work on this problem, we assume users have
no knowledge of the total number of users. In Section 3 we assume the number
of users is fixed and equal to N , and in Section 4 we relax this assumption; in
both cases we assume K ≥ N . Scenarios in which K < N correspond to over-
crowded networks and should be dealt with separately. The fact that the users
share the communication network is modeled by their playing the same MAB.
Two users or more attempting to sample the same arm at the same time will
encounter a collision, resulting in a zero reward for all of them in that round. A
user sampling an arm k alone at a certain time t receives a reward r (t), drawn
i.i.d from the distribution of arm k.

We would like to devise a policy that, when applied by all users, results in
convergence to the system-optimal solution. A common performance measure in
bandit problems is the expected regret, whose definition for the case of a single
user is

E [R (t)] � μk∗t−
t∑

τ=1

E [r (τ)] ,

where μk∗ = maxk∈{1,...,K} μk is the expected reward of the optimal arm.
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Naturally, in the multi-user scenario not all users can be allowed to select
the optimal arm. Therefore, the number of users defines a set of optimal arms,
namely the N best arms, which we denote byK∗. Thus, the appropriate expected
regret definition is

E [R (t)] � t
∑

k∈K∗
μk −

N∑

n=1

t∑

τ=1

E [rn (τ)] ,

where rn (τ) is the reward user n acquired at time τ . We note that this definition
corresponds to the expected loss due to a suboptimal sampling policy.

The socially optimal solution, which minimizes the expected regret for all
users as a group, is for each to sample a different arm in K∗. Adopting such a
system-wide approach makes the most sense from an engineering point of view,
since it maximizes network utilization without discriminating between users.

3 Fixed Number of Users

In this section we introduce the policy applied by each of the users, described in
Algorithm 1. Our policy is based on several principles:

1. Assuming an arm that experiences a collision is an “attractive” arm in terms of
expected reward, we would like one of the colliding users to continue sampling
it.

2. Since all users need to learn the characteristics of all arms, we would like to
ensure that an arm is not sampled by a single user exclusively.

3. To avoid frequent collisions on optimal arms, we need users to back off of arms
on which they have experienced collisions.

4. To avoid interfering with on-going transmissions in the steady state, we would
like to prevent exploring users from “throwing off” exploiting users.

3.1 The MEGA Algorithm

The Multi-user ε-Greedy collision Avoiding (MEGA) algorithm is based on the
ε-greedy algorithm introduced in [2], augmented by a collision avoidance mech-
anism that is inspired by the classical ALOHA protocol.

Learning is achieved by balancing exploration and exploitation through a
time-dependant exploration probability. The collision avoidance mechanism is
implemented using a persistence probability, p, that controls users’ “determina-
tion” once a collision occurs. Its initial value is p0, and it is incremented with
each successful sample. Once a collision event begins, the persistence probability
remains fixed until it ends.

A collision event ends when all users but one have “given up” and stopped
sampling the arm under dispute. Upon giving up, each user resets her persistence
and draws a random interval of time during which she refrains from sampling
the arm under dispute. The length of these intervals increases over time in order
to ensure sub-linear regret.
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Algorithm 1. Multi-user ε-Greedy collision Avoiding (MEGA) algorithm

input Parameters c, d, p0, α and β
1: init p← p0, t← 1, η (0)← 0, a (0) ∼ U ({1, . . . ,K}), tnext,k ← 1 ∀k
2: note: η (t) is a collision indicator, μ̂k is the empirical mean of arm k’s reward
3: loop
4: Sample arm a (t) and observe r (t) , η (t)
5: if η (t) == 1 then
6: With probability p persist:
7: a (t+ 1)← a (t)
8: continue loop
9: With probability 1− p give up:
10: Mark arm as taken until time tnext,k, where tnext,k ∼ U

([
t, t+ tβ

])

11: else
12: p← p · α+ (1− α)
13: Update μ̂a(t) with r (t)
14: end if
15: Identify available arms: A = {k : tnext,k ≤ t}
16: if A = ∅ then
17: a (t+ 1)← ∅, i.e., refrain from transmitting in next round
18: continue loop
19: end if
20: With probability εt = min

{
1, cK2

d2(K−1)t

}
explore: a (t+ 1) ∼ U (A)

21: With probability 1− εt exploit: a (t+ 1)← argmaxk∈A μ̂k

22: if a (t+ 1) �= a (t) then
23: p← p0
24: end if
25: end loop

Each agent executes Algorithm 1 on every round. First, she samples an arm
based on her last decision and observes the reward and collision indicator. Her
next decision is based on the collision indicator. If a collision occurred, she sticks
to her previous decision w.p. p (line 6) or steps down and marks the arm as taken
w.p. 1−p (line 9). If a collision did not occur, p is incremented and the empirical
mean of the sampled arm is updated (lines 12, 13).

The next arm to be sampled is chosen from the set of available (i.e., not
“taken”) arms. If this set is empty, the user refrains from transmitting in the
following round (line 17). Otherwise, an arm is chosen according to the ε-greedy
algorithm (lines 20, 21). The value of the persistence probability, p, is reset every
time the choice of arms changes between rounds (line 23).

The parameters in Algorithm 1 are chosen so that p0, α and β lie in the
interval (0, 1). In the original ε-greedy algorithm, the parameter d is set to be
μk∗ −μk2 , where μk2 is the expected reward of the second-best arm. In our case,
learning the N best arms requires that d be modified and set to μkN−1 − μkN .
However, since the expected rewards of the arms are unknown in practice and we
assume the number of users to be unknown, we use a fixed value for d. For further
details see Section 5. The exploration probability, εt, is modified compared to the
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original ε-greedy algorithm [2], in order to account for the decreased efficiency of

samples, caused by collisions. For our algorithm we use εt = min
{
1, cK2

d2(K−1)t

}
.

Also, the empirical mean which determines the ranking of the arms is calculated
based on the number of successful samples of each arm.

3.2 Analysis of the MEGA Algorithm

We now turn to a theoretical analysis of the MEGA algorithm. Our analysis
shows that when all users apply MEGA, the expected regret grows at a sub-
linear rate, i.e., MEGA is a no-regret algorithm.

The regret obtained by users employing the MEGA algorithm consists of three
components. The first component is the loss of reward due to collisions: in a cer-
tain round t, all colliding users receive zero reward. We denote the expected
reward loss due to collisions by E

[
RC (t)

]
. The second and third components

reflect the loss of reward due to sampling of suboptimal arms, i.e., arms k �∈ K∗.
Once the users have learned the ranking of the different arms, suboptimal sam-
pling is caused either by random exploration, dictated by the ε-greedy algorithm,
or due to the fact that all arms in K∗ are marked unavailable by a user at a cer-
tain time. We denote the expected reward loss due to these issues by E

[
RE (t)

]

and E
[
RA (t)

]
, respectively.

We begin by showing that all users succeed in learning the correct ranking of
the N -best arms in finite time in Lemma 1. This result will serve as a base for
the bounds of the different regret components.

Definition 1 An ε-correct ranking of M arms is a sorted M -vector of empirical
mean rewards of arms (i.e., i < j ⇐⇒ μ̂i ≤ μ̂j), such that

μ̂i ≤ μ̂j ⇐⇒ μi + ε ≤ μj ∀i, j ∈ {1, . . . ,M} , i �= j.

Lemma 1 For a system of K arms and N users, N ≤ K, in which all users

employ MEGA, there exists a finite time T = 2 4KNN
ε2

∏N−1
i=1 (K−i)

log
(
2K
δ

)
such that

∀t > T , all users have learned an ε-correct ranking of the N -best arms with a
probability of at least 1− δ.
Note: we assume that μi − μj ≥ ε for all i, j ∈ {1, . . . ,K} , i �= j.

Proof. We prove the existence of a finite T by combining the sample complexity
of stochastic MABs with the characteristics of MEGA.

First, we note that as long as εt = 1, if the availability mechanism is disabled,
each of the users performs uniform sampling on average. We therefore examine
a slightly modified version of MEGA for the sake of this theoretical analysis.

Based on [8], a näıve algorithm that samples each arm �K = 4
ε2 log

(
2K
δ

)
times,

identifies an ε-best arm with probability of at least 1− δ. A loose bound on the
number of samples needed in order to produce a correct ranking of the N-best
arms of a K-armed bandit is obtained by applying an iterative procedure: sample
each of the K arms �K times and select the best arm; then sample each of the
remaining K− 1 arms �K−1 times and select the best arm; repeat the procedure
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N times. Such an approach requires no more than S = 4N
ε2 log

(
2K
δ

)
samples of

each arm, for each user.
The collision probability of N users uniformly sampling K channels (in the

absence of an availability mechanism) is given by the solution of the well-known
“birthday problem” [18]:

P [C] = 1−
N−1∏

d=1

(
1− d

K

)
.

As a result of the collisions, the number of samples which are “effective” in terms
of learning arm statistics is reduced. For a certain arm k, sampled by a user n,
the expected number of successful samples up till time t is given by

E [sk,n (t)] = (1− P [C])
t

K
=

t

K

N−1∏

i=1

(
1− i

K

)
.

In order to ensure an adequate number of samples we need to choose a certain
T ′ for which E [sk,n (T

′)] = S:

T ′

K

N−1∏

i=1

(
1− i

K

)
= S,

meaning that

T ′ =
4KNN

ε2
∏N−1

i=1 (K − i)
log

(
2K

δ

)
.

Since the users’ sampling is random, it is only uniform on average. By choosing
T = 2T ′, we ensure that the number of samples is sufficient with high probability:

P [E [sk,n (2T
′)]− sk,n (2T

′) > S] ≤ e − S2/T ′ ≤
(
2K

δ

)− 1
ε2

4N
K (K−N

K )N−1

,

which is due to Hoeffding’s inequality.
We note that Lemma 1 holds for a choice of the parameter c which ensures

that εt = 1 ∀t < T :

c =
d2 (K − 1)T

K2
.

�

Based on Lemma 1 we proceed with the analysis of MEGA, incorporating the
fact that for all t > T , all users know the correct ranking of the N best arms.

Back to our regret analysis - since the reward is bounded in [0, 1], the expected
regret is also bounded:

E [R (t)] ≤ E
[
RC (t)

]
+ E

[
RE (t)

]
+ E

[
RA (t)

]
.
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We begin by addressing the expected regret due to collisions, denoted by
E
[
RC (t)

]
. The bound on collision regret is derived from a bound on the total

number of collisions between two users on a single channel up till t, Cp (t), whose
expected value is bounded in Lemma 2.

Lemma 2 The expected number of collisions between two users on a single chan-
nel up till time t is bounded:

E [Cp (t)] ≤ 2

√
1 + p0
1− p0

t1−β/2, (1)

where β and p0 are parameters of MEGA.

Once we have a bound for the pairwise, per-arm, number of collisions, we can
bound the mean number of collisions for all users.

Corollary 1 The expected number of collisions between all users over all chan-
nels up till time t is bounded:

E [C (t)] ≤ 1

2
N (N − 1)KE [Cp (t)] ≤ N2K

√
1 + p0
1− p0

t1−β/2.

Since the reward is bounded in [0, 1], the expected regret acquired as a result of
collisions up till time t is bounded by the same value:

E
[
RC (t)

] ≤ 1

2
N (N − 1)KE [Cp (t)] ≤ C1N

2Kt1−β/2,

where C1 =
√

1+p0

1−p0
.

Corollary 1 follows from Lemma 2, since each pair of users can collide on each
arm, before the dictated “quiet” period, and so we obtain a bound on the ex-
pected regret accumulated due to collisions.

Next, we examine the expected regret caused by the unavailability of arms in
K∗, denoted by E

[
RA (t)

]
. The availability mechanism contributes to a user’s

regret if it marks all arms in K∗ as taken, causing the user to choose an arm
k �∈ K∗ until one of the arms in K∗ becomes available once again.

We compute an upper bound on the regret by analyzing the regret due to
unavailability when the number of users is N = 2. When there are more users,
the regret is bounded by the worst case, in which all of them declare an optimal
arm unavailable at the same time:

E
[
RA (t)

] ≤ NE
[
RA

2 (t)
]
,

where E
[
RA

2 (t)
]
is the availability regret accumulated up till time t in the two

user scenario for a single channel.

Lemma 3 The expected regret accumulated due to unavailability of optimal arms
in the interval [T, t] is bounded:

E
[
RA

2 (t)
] ≤ C3t

β ,

where C3 = 1 + 8
(

2cK2

d(K−1) +
7−3α
1−α

)
and β is a parameter of MEGA.
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Corollary 2 The expected regret contributed by the availability-detection mech-
anism up till time t is bounded:

E
[
RA (t)

] ≤ NKT +NKC3t
β .

Corollary 2 follows from Lemma 3, where the first term represents the as-
sumption that the collision mechanism is disabled up until t = T .

Our next goal is to bound the regret due to exploration, which is dictated by
the ε-greedy approach adopted in MEGA.

Lemma 4 The expected regret accumulated by all users employing the MEGA
algorithm due to random exploration up till time t is bounded ∀t > m:

E
[
RE (t)

] ≤ Nm+
cK2N

d2K − 1
log t,

where c, d are parameters of the MEGA algorithm and m = cK2

d2(K−1) .

Based on the lemmas and corollaries above, we have the following regret bound
for the MEGA algorithm:

Theorem 1 Assume a network consisting of N users playing a single K-armed
stochastic bandit, N ≤ K. If all users employ the policy of MEGA, the system-
wide regret is bounded for all t > max (m,T ) as follows:

E [R (t)] ≤ C1N
2Kt1−β/2 +NKT +NKC3t

β +Nm+
cK2N

d2K − 1
log t

= O
(
t1−β/2 + log t+ tβ

)
.

The dominant term in the regret bound above depends on the value of β. For
β > 2/3, the term tβ dominates the bound, while for smaller values the dominant
term is t1−β/2. This tradeoff is intuitive - large values of β correspond to longer
“quiet” intervals, reducing the regret contributed by collisions. However, such
long intervals also result in longer unavailability periods, increasing the regret
contributed by the availability mechanism. Optimizing over β yields β = 2/3,
and so the corresponding regret bound is

R (t) ≤ O
(
t
2
3

)
.

The regret bounds for the algorithms proposed in [1] and [12] are O (log t)
and O

(
log2 t

)
, respectively. It is worth noting that the constants in the bound

provided in [1] are very large, as they involve a binomial coefficient which depends
on the numbers of users and channels. Also, the assumptions our algorithm
makes are much more strict. Reference [1] requires knowing the number of users,
and [12] requires ongoing communication between users, through the Bertsekas
auction algorithm. Reference [1] does propose an algorithm which estimates the
number of users, but its regret bound is asymptotic. In addition, the empirical
results our algorithm provides are considerably better (see Section 5).
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4 Dynamic Number of Users

So far, we have focused on several traits of the MEGA algorithm: it does not
require communication, cooperation or coordination among users, and it does
not assume prior knowledge of the number of users. Simply put, the user operates
as though she were the only user in the system, and the algorithm ensures this
approach does not result in the users’ interfering with each other once the system
reaches a “steady state”.

However, communication networks like the ones we wish to model often evolve
over time - users come and go, affecting the performance of other users by their
mere presence or absence. As mentioned in Section 1, the algorithms proposed
in [1] attempt to address scenarios similar to ours. However, they rely on either
knowing or estimating the number of users. Thus, a varying number of users is
beyond their scope.

It is evident from the experiments in Section 5 that the MEGA algorithm
is applicable not only to a fixed number of users, but also in the case that
the number of active users in the network varies over time. To the best of our
knowledge, this is the only algorithm that is able to handle such a setup.

We defer a thorough analysis of the dynamic scenario to our future work.
However, a simple performance guarantee can be obtained for the event in which
a user leaves the network. Let us begin by defining the regret. Let N (t) denote
the number of users in the network at time t. Accordingly, K∗ (t) is the set of
N (t)-best arms. The series t1, t2, t3 . . . denotes change events in the number of
users - arrival or departure. Time intervals during which the number of users is
fixed are denoted by Ti � [ti−1, ti − 1], with t0 � 0. Following the definition of
the regret introduced in Section 2, the regret for the dynamic scenario is

R (t) �
∑

Ti

∑

k∈K∗(ti−1)

μk −
∑

τ∈Ti

∑

n∈N(ti−1)

E [rn (τ)] ,

where we allow a slight abuse of notation for the sake of readability.
Let us assume that a user n leaves the network at some time t, and that the

number of users without him is N (t). We also assume that the users had reached
a steady state before this departure, i.e., the optimal configuration was being
sampled with high probability. Unless user n was sampling the N (t) + 1-best
arm, regret will start building up at this point. Based on Proposition 1, which
follows directly from the definition of the MEGA algorithm, we bound the regret
accumulated until the system “settles down” in the new optimal configuration,
in Proposition 2.

Proposition 1 Let K∗
n denote the set of n-optimal arms. For an arm such that

k ∈ K∗
n and also k ∈ K∗

n−1, if a user occupying k becomes inactive at time t, k
will return to the set of regularly sampled arms within a period of no more than
tβ, with a probability greater than 1− εt.
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Proposition 2 The regret accumulated in the period between user n’s departure
at time t and the new optimal configuration’s being reached is bounded by

R (t) ≤ 2(β+1)(N(t)−1) − 1

2β+1 − 1
tβ = O

(
tβ
)
.

Proposition 2 follows from Proposition 1 and from the worst case analysis de-
scribed in Figure 1: if the freed arm was the best one, and the user sampling
the second-best arm re-occupied it, then the second-best arm would be left to
be occupied, etc.. In the worst case, the time intervals before users “upgrade”

their arms are back-to-back, creating a series of the form tβ ,
(
t+ tβ

)β
, . . .. For

detailed proofs of these propositions see the supplementary material.

 
Fig. 1. Worst case occupation of new optimal configuration after a user has left the
network

Proposition 2 shows that for a sufficiently low departure rate, regret remains
sub-linear even in the scenario of a dynamic number of users. Clearly, frequent
changes in the number of users will result in linear regret for practically any
distributed algorithm, including ours.

5 Experiments

Our experiments simulate a cognitive radio network with K channels and N
users. The existence of primary users is manifested in the differences in expected
reward yielded by the channels (i.e., a channel taken by a primary user will yield
a low reward). Over the course of the experiment, the secondary users learn
the characteristics of the communication channels and settle into an orthogonal,
reward-optimal transmission configuration.

The first experiments concern a fixed number of users, N , and channels, K.
We assume channel rewards to be Bernoulli random variables with expected
values µ = (μ1, μ2, . . . , μK) drawn uniformly from the interval [0, 1]. The initial
knowledge users have is only of the number of channels.

Once again, we stress that our users do not communicate among themselves,
nor do they receive external control signals. Their only feedback is the instanta-
neous reward and an instantaneous collision indicator.
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We begin by showing that straightforward application of classic bandit algo-
rithms does not suffice in this case. Figure 2a and Figure 2b present simulation
results for a basic scenario in which N = K = 2. Even in this rather simple case,
the KL-UCB and ε-greedy algorithms fail to converge to an orthogonal configu-
ration, and the number of collisions between users grows linearly with time. The
experiment was repeated 50 times.
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Fig. 2. KL-UCB, ε-greedy and MEGA performance in basic scenario

Having demonstrated the need for an algorithm tailored to our problem, we
compare the performance of our algorithm, MEGA, with the ρRAND algorithm,
proposed in [1]. Figure 3a displays the average regret over time and Figure 3b
displays the cumulative number of collisions over time, averaged over all users.
An important note is that in our experiments we provide ρRAND with the exact
number of users, as it requires. The MEGA algorithm does not require this
input. We did not implement the algorithm ρEST [1], as its pseudo-code was
rather complicated.

The set of parameters used for MEGA was determined by cross validation:
c = 0.1, p0 = 0.6, α = 0.5, β = 0.8. The value of d as dictated by the ε-greedy
algorithm should be d ≤ Δ = μkN−1 −μkN . Calculating this value requires prior
knowledge of both the number of users and the channels’ expected rewards. In
order to avoid this issue, we set d = 0.05 and avoided distributions for which this
condition does not hold in our experiments. The algorithm ρRAND is parameter-
free, as it is a modification of the UCB1 algorithm [2].

The results in Figure 3a and Figure 3b present a scenario in which N < K. In
the more challenging scenario of N = K our algorithm’s advantage is even more
pronounced, as is evident from Figure 4a and Figure 4b. Here, ρRAND actually
fails to converge to the optimal configuration, yielding constant average regret.

Next, we display the results of experiments in which the number of users
changes over time. Initially, the number of users is 1, gradually increasing until
it is equal to 4, decreasing back to 1 again. Since ρRAND needs a fixed value for
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(a) Average regret over time (b) Collisions over time

Fig. 3. Performance of MEGA compared to ρRAND. The shaded area around the line
plots represents result variance over 50 repetitions. The experiment was run with N = 6
users and K = 9 channels, and the number of collisions was averaged over all users.

(a) Average regret over time (b) Collisions over time

Fig. 4. Performance of MEGA compared to ρRAND. The shaded area around the line
plots represents result variance over 50 repetitions. It is barely visible due to the small
variance. The experiment was run with N = 12 users and K = 12 channels, and the
number of collisions was averaged over all users.

the number of users, we gave it the value N0 = 2, which is the average number
of users in the system over time. For different values of N0 the performance of
ρRAND was rather similar; we present a single value for the sake of clarity.

As before, Figure 5a displays the average regret over time and Figure 5b
displays the cumulative number of collisions over time, averaged over all users.

Clearly, MEGA exhibits better performance in terms of regret and collision
rate for both scenarios. The significant improvement in the variance (represented
by the shaded area around the line plots) of MEGA compared to ρRAND is also
noteworthy.
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(a) Average regret over time (b) Collisions over time

Fig. 5. Performance of MEGA compared to ρRAND in the dynamic scenario. The
shaded area represents result variance over 20 repetitions. The experiment was run
with K = 12 channels, and the number of collisions was averaged over all users.

6 Conclusion

We formulate the problem of multiple selfish users learning to split the resources
of a multi-channel communication system modeled by a stochastic MAB. Our
proposed algorithm, a combination of an ε-greedy policy with an availability
detection mechanism, exhibits good experimental results for both fixed and dy-
namic numbers of users in the network. We augment these results with a theoret-
ical analysis guaranteeing sub-linear regret. It is worth noting that this algorithm
is subject to a very strict set of demands, as mentioned in Sections 1 and 2.

We plan to look into additional scenarios of this problem. For example, an
explicit collision indication isn’t always available in practice. Also, collisions may
result in partial, instead of zero, reward. Another challenge is presented when dif-
ferent users have different views of the arms’ characteristics (i.e., receive different
rewards). We believe that since our algorithm does not involve communication
between users, the different views might actually result in fewer collisions. We
would also like to expand our theoretical analysis of the scenario in which the
number of users is dynamic, deriving concrete regret bounds for it.
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