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Abstract. Because of their computational power, GPUs are widely used
in the field of image processing. Registration of brain images has al-
ready been successfully accelerated with GPUs, but registration of high-
resolution human brain images presents new challenges due to large
amounts of data and images not fitting in the memory of a single device.

In this paper, we address this issue with two approaches. The first
approach replicates image data in system memory of each node and dis-
tributes only a part of the data over multiple GPUs. The second approach
splits image data between multiple GPUs, and overlaps computation and
communication to hide latency. For both approaches, we present a per-
formance analysis and comparison.

1 Introduction

Unraveling the basic organization principles of the human brain represents one
of the major challenges in modern neuroscience. The human brain’s heteroge-
neous topology poses a particular challenge to any neuro-imaging technique and
prevented the neuroscientists from understanding its complexity so far.

Therefore, the Institute of Neuroscience and Medicine (INM-1) focusses on the
assembly of a realistic 3D model of the human brain [1, 2, 3, 4]. This brain model
will be referred to as JuBrain [5]. The data set will not only help to reveal the
neuro-biological basics of mental capacities, but will also enable characterization
of their individual facets and underlying mechanisms. Recent developments in
the field of post mortem microscopic neuro-imaging allow researchers to obtain
information about the brain that were not available so far, but they also pushed
the manageability of data sets to the limits.

The post mortem studies require brains to be cut into thousands of histolog-
ical sections. Typical section thickness cover the range between 10 microns and
60 microns, which translates into 15.000 and 2.500 sections per human brain
that need to be measured one by one. To construct a coherent 3D description
(cf. Fig. 1), advanced image registration techniques have to be applied to all sec-
tions [6, 7, 8, 9]. However, the assembly of one cellular model of the human brain
scanned with the resolution of 1 micron will add up to data sizes of 300TB per
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Fig. 1. Schematic of a 3D reconstruction of a human brain: Each registration approach
requires a moving image (middle) that is being aligned with a fixed image (left)

(a) ITK work-flow [10]. (b) Benchmark setup.

Fig. 2. Image registration workflow and benchmark setup

brain considering only the imaging data. The fiber architecture in post mortem
brains acquired with polarized light imaging [4] easily reach sizes of 500GB for
a single whole brain section. This means, to deal with the high resolution images
and large data sets highly advanced computational concepts are required.

A typical image registration process is shown in Fig. 2a. The process is a
feedback loop in which the Metric determines the fitness value by comparing
the transformed moving image with the fixed image. While iterating the loop,
the Optimizer selects the transformation parameter. Fig. 2b shows a simple
registration problem, where only rotation is used as transformation.

The computationally most demanding step is the metric evaluation, where we
use the mutual information metric. In this paper we make several contributions
to solve the problem of computing the metric efficiently on multiple GPUs.
Firstly, we discuss different strategies for evaluating mutual information metric
on GPU clusters for large images. Secondly, we present a performance analysis
of prototype implementations for different GPU architectures.
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2 Related Work

A major problem of the existing image registration approaches is the time re-
quired for the calculations. Since image resolutions and file sizes are continually
growing, new approaches to speed up image registration and other image pro-
cessing algorithms, are needed. Consequently, there is need to take advantage of
the high performance provided by modern GPU architectures. Previous studies
could already demonstrate that the parallelization of specific registration ap-
proaches on the GPU allows fo significant speed ups [11, 12, 13]. Also surveys
show that there is still a lot potential to reduce computation time and handle
even larger data sets [14, 15].

3 Metric Evaluation

The mutual information metric determines the shared information between two
images [6]. Shared information is defined via mutual dependence between the
two images. To measure mutual dependence, a joint probability distribution
is calculated. In the case of two images, this distribution is defined as a joint
histogram. To measure the similarity from the joint histogram, the Shannon
entropy [16] is used. The similarity is thus defined as the uncertainty of the joint
distribution.

As metric evaluation is the most time-consuming part of the optimization,
we offload it to the GPU. For sufficiently small images we can copy both fixed
and moving images are copied to the memory of a single GPU at the start of
the optimization procedure, and keep them there during the computations. The
joint histogram is evaluated on the GPU using atomic operations. It turns out
that on Fermi GPUs, atomics are the limiting factor. So we evaluate histogram
of individual images from the joint histogram on the host, which reduces the
number of atomics by a factor of 3.

We also experimented with the number of pixels processed by each GPU
thread. And while for Fermi 1 pixel per thread gives the best results, for Kepler
the best single-GPU performance is achieved when each thread processes a grid
of 32× 32 pixels.

4 Parallelization Strategies

Because high resolution images are too large to fit in device memory of a single
GPU, we perform a 2D domain decomposition to use the memory of multiple
GPUs. We use block distribution of both fixed and moving image, i.e. we divide
both into n equally sized rectangular domains and assign each domain to one
GPU. Each GPU is then responsible for calculating the contribution to the joint
histogram of the domain it owns. The individual histograms are combined into
a single histogram in the second step.

To calculate individual histogram contributions, each GPU reads pixels from
the part of the fixed image it owns and applies the given transformation to each
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of these. This will give coordinates of the moving image pixel for each fixed image
pixel. Some of these coordinates fall into the locally stored part of the moving
image, and the value of the moving image pixel can then be directly fetched. If
the transformed pixel coordinates are stored on a remote GPU, the histogram
contribution of that pixel has to be computed differently. We have developed
two different approaches for evaluating contributions of remote pixels.

4.1 Replication in System Memory

In this approach we assume the system memory, which compared to the device
memory has a much larger capacity, can hold the entire moving image. The
device memory holds the fixed image and a local portion of the moving image. If
the device needs to access the non-local portion of the image, it has to read from
the (pinned) host memory. We call this approach replication in system memory,
or just system-memory approach.

The advantages of this appoach are its simplicity and that it only requires a
single kernel launch per GPU for processing. Its disadvantages are that accesses
to the non-local parts of the moving image are very slow compared to device
memory, and that the interpolation features of the texture unit cannot be used
as in the single GPU case. Although the low precision texture interpolation on
the moving image data is sufficient to calculate the mutual information metric,
we faced accuracy issues when using software interpolation to the non local parts
of the moving image and texture interpolation to the local part. We therefore
use software interpolation only. Since the kernel is never limited by arithmetic
throughput, this has only minor effects on the overall performance.

4.2 List-Update Approach

In another approach we distribute both fixed and moving images. When remote
data is required to compute the joint histogram, the local fixed image data as
well as the moving image coordinates are sent to the remote node that holds the
required moving image data. The computations are performed on the remote
node. This reduces communication and synchronization costs, as there is no
need for a response message. Since the message size for each pixel is small, many
messages are aggregated in a device memory buffer before being sent. Since
in this approach for each remote node a list of updates is collected, we call it
list-update approach.

Since the number of pixels processed inside a single kernel invocation is large,
and potentially each pixel can send a message, the number of messages sent dur-
ing the kernel execution cannot fit into a buffer of reasonable size. Flushing this
buffer while the kernel is running to make place for new messages is currently
not possible to implement reliably. We therefore decided to split the processed
portion of the image into smaller-sized chunks, with one kernel invocation per
chunk. As no more than one message is sent per pixel, the size of the chunk can
be chosen in such a way that the buffer size is reasonable. Moreover, processing
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multiple chunks in different streams allows us to overlap computation, i.e. pro-
cessing pixels and handling list-update messages, with communication to and
from GPU as well as between nodes.

We considered two ways of collecting list-update messages within the buffer.
One is to allocate a chunk-sized buffer which holds a message for a particular
pixel at a predefined position. “compression” kernel then groups messages by the
destination node before sending. Alternatively, one can allocate one buffer per
destination node and use atomic operations to fill these buffers contiguously. The
compression approach has the obvious advantage of using less memory, while the
atomic write-out approach does not require any additional passes before sending
the buffers.

For both approaches, we apply additional optimizations. For the compression
approach, a sent-flag was introduced which indicates whether a message had
been sent to avoid unnecessary compressions. For atomic write-out, we exploit
synchronous execution of warp threads, which allows doing only one atomic
increment per warp per sender, increasing write-out throughput.

Also, for both approaches, AoS (array of structures) or SoA (structure of
arrays) message buffer layouts can be used. And while AoS is simpler to imple-
ment, SoA can consume less memory per message (9 bytes vs. 12 bytes) since no
alignment is required. We also experimented with the number of pixels processed
by each thread.

5 Performance Evaluation and Discussion

The benchmark setup employed in our experiments is depicted in Fig. 2b. Both
fixed and moving images have the same size. The centers of both are aligned.
A circular mask centered at the center of the images is used, and its radius is
chosen as 0.9 of the smaller image half-axis. The transformation applied to the
moving image is rotation by angle α around the center. This simplified setup has
the advantage that we can control the number of remote accesses via angle α.

We start 1 MPI process per GPU and investigate parallelization over up to
4 GPUs. Block distribution of the image among processes is applied, first along
x axis, and then along y. The choice of transformation and the mask ensures
that for a fixed image pixel inside the mask, the moving image pixel will also
fall inside the mask, which reduces load imbalance. The fraction of pixels with
remote access is β = min(αN2π , 1), where N ≥ 2 is the total number of MPI
processes. We typically measured the execution times for 101 different values of
α with 0◦ ≤ α ≤ 180◦ and report average values obtained from 5 measurements.

All experiments presented here were run at Jülich Supercomputing Centre
(JSC) using up to 2 nodes of the JUDGE cluster equipped with Fermi GPUs, as
well as a Kepler test system. Each node of the JUDGE cluster is equipped with 2
6-core 2-way hyper-threaded Intel X5650 CPUs running at 2.67GHz, 96GBytes
RAM, and 2 NVIDIA M2070 GPUs with activated ECC and 5.25GBytes of
device memory. The test system comprised 2 8-core, 2-way hyper-threaded Intel
E5-2650 CPUs running at 2GHz, 64GBytes RAM and 2 NVIDIA K20X GPUs
with ECC enabled and 5.6GBytes of device memory.
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(a) M2070 (b) K20X

Fig. 3. Baseline performance

To obtain baseline performance, we replicated images to all GPUs such that
parallel evaluation of the metric requires almost no communications. We used
1 and 32 × 32 pixels per thread in case of Fermi and Kepler, respectively. The
results are presented in Fig. 3. As expected, the scaling is close to ideal, as only
the final histogram reduction involves communication. It is also noticeable that
due to improved atomics, performance on Kepler GPUs is more than 20× higher
than for Fermi.1.

We then performed experiments with system memory replication approach
on different GPUs. We also varied the percentage of GPU memory allocated
for storing a moving image halo. The results for different GPU architectures
are shown in Fig. 4. As Fermi performance is limited by atomics, a significant
fraction of system memory accesses can be tolerated. When the rotation angle α
becomes larger, the amount of data being read from system memory increases,
and execution times get larger. In Fig. 5 we show both execution time and the
number of system memory accesses as a function of α. The number of memory
accesses does not only depend on the amount of read data but also on the access
pattern. As is shown in Fig. 5b, for small angle α adjacent system memory
addresses are read which allows coalesced accesses, i.e. a small amount of data
is read efficiently. For α � 90◦ this is not possible anymore and a result the
number of memory accesses increases significantly, i.e. an increased amount of
data is fetched in an inefficient way. For α > 90◦ the amount of data read from
system memory increases but now accesses can again be coalesced and thus the
number of access reduces.

As Kepler has much higher atomic throughput, the increasing fraction of
system memory accesses causes a performance drop also for small angles α.
When the coalescing is restored at α = 180◦, execution time is nevertheless
10-times larger compared to α = 0 when all data is read from device memory.
Experimentally we found that on Kepler using 4 × 4 pixels per thread results
in best performance. For both GPUs, increasing the halo size provides some
performance improvement, but the overall picture remains the same.

1 Optimization is still on-going so performance improvements are possible for both.
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(a) 4 M2070, all (b) 2 K20X, all

(c) 4 M2070, close-up (d) 2 K20X, close-up

Fig. 4. System memory replication performance with and without halo

Tests based on the list-update approach were run with 4 streams, a chunk size
of 1536× 1536, 1 pixel per thread on Fermi and 4× 2 for Kepler. We first com-
pared array-of-structures (AoS) and structure-of-arrays (SoA) approaches, and
compared atomic and compression write-out. Note that due to the benchmark
setup, processing chunks in the same order in all processes will lead to high load
imbalance. To lower imbalance, we use a “reflected” order of chunk processing.

Results are presented in Fig. 6. SoA is always better than AoS, since it allows
reducing the amount of data transferred. On Kepler message buffer compression
results in lower performance, while for Fermi we observe similar performance for
either using buffer compression or atomic buffer updates. The latter is consistent
with the observation that atomic operations are a bottleneck on Fermi.

We also did performance tracing of our list-update implementation. It turns
out that the main limiting factor, at least for Fermi GPUs, is not communica-
tion but load imbalance between chunks. It is partially caused by the sequence
of atomic operations, making performance data-dependent. Furthermore, the
numbers of list-update messages per chunk are different.

5.1 Comparison of Parallelization Approaches

Comparison of performance of both parallelization approaches is presented in
Fig. 7. For Fermi GPUs, as using system memory does not compromise perfor-
mance, system-memory approach is clearly superior for small angle values. As we
expect coalescing to be better in real applications, we actually expect the system-
memory approach to be better even when the fraction of remote accesses is high.
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(a) Execution time and number of system
memory accesses using 2 M2070 GPUs.

(b) System memory access patterns for
different angle α.

Fig. 5. Performance analysis for the system-memory approach

(a) 4 M2070 (b) 2 K20X

Fig. 6. Performance of list-update variants

The situation is quite different for Kepler. System memory accesses are no
longer cheap compared to atomics, and the list-update approach provides clearly
better execution times, which scale linearly with the fraction of remote accesses,
and does not depend on coalescing. And while we expect system-memory ap-
proach to do better for real applications, list-update approach will still have
higher performance.

There are other concerns in choosing the preferred approach, apart from per-
formance. As we expect major changes of the application to continue, application
developer productivity is a major concern. System-memory approach has a clear
advantage here, as it required significant less effort to implement (about 50 lines
of code, 1 person-day) compared to the list-update approach (about 1000 lines
of code, 2 person-weeks).
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(a) 4 M2070, all (b) 2 K20X, all

(c) 4 M2070, close-up (d) 2 K20X, close-up

Fig. 7. Performance of different parallelization approaches

6 Conclusions

In this paper, we presented two approaches to compute the mutual information
metric for large images on multiple GPUs. The first approach keeps a full copy
of the moving image in system memory, which is much larger than device mem-
ory, and only partitions the data hold in device memory. The second approach
partitions all image data among multiple GPUs, aggregates remote accesses and
overlaps computation and communication to hide latencies. For both approaches,
we discussed a number of optimizations and provided a performance analysis.

Surprisingly, it is hard to find a winner. On the one hand, the system-memory
approach is clearly superior on Fermi GPUs, but it may suffer from non-coalesced
system memory accesses. It does not show load imbalance issues and is clearly
simpler in terms of implementation. On the other hand, the list-update approach
is better on K20X GPUs but is more complicated. Its performance is mostly
independent of the degree of coalescing. In case where more than 2 images needs
to be processed, this can also be a better approach.
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NVIDIA.
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