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Abstract. Viral haplotype estimation in a population is an important
problem in virology. Viruses undergo a high number of mutations and
recombinations during replication for their survival in host cells and exist
as a population of closely related genetic variants. Due to this, estimating
the number of haplotypes and their relative frequencies in the population
becomes a challenging task. The usage of a sequenced reference genome
has its limitations due to the high mutational rates in viruses. We propose
a method for estimating viral haplotypes based only on the counts of k-
mers present in the viral population without using the reference genome.
We compute k-mer pairs that are related to each other by one mutation,
and compute a minimal set of viral haplotypes that explain the whole
population based on these k-mer pairs. We compare our method to the
software ShoRAH (which uses a reference genome) on simulated dataset
and obtained comparable results, even without using a reference genome.

Keywords: viral haplotype estimation, structural variants detection,
k-mer counting, variant detection, greedy generating set algorithm.

1 Introduction

Viruses only replicate within living cells of a host-organism to form a viral popu-
lation. The within-host virus population consists of a collection of closely related
genetic variants, known as quasi species, wherein the genetic variants occur with
different relative frequencies. The genetic variability of these haplotypes is due
to the high rate of mutations, resulting in insertions, deletions and substitutions,
in the genomes of existing viruses.

Viral population reconstruction involves identification of the genetic variants
of the virus present in a viral population. The high genetic diversity of a pathogen
population has important consequences in disease progression. It allows the virus
to evade host defenses and confounds preventative and therapeutic interventions.
The toll of viral evolution on prevention effort is exemplified by the influenza
virus; new vaccines must be formulated annually to keep abreast of the season-
ally circulating strains of this virus. It is important to reconstruct the different
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haplotypes and their relative frequencies in a viral population to understand
pathogenesis, for drug design and to develop effective public health intervention
strategies. Because of their high replication rates, simple genomes, large pop-
ulation sizes, and high mutation and recombination rates, viruses make good
models for studying and testing the evolutionary theory.

Next Generation Sequencing (NGS) technologies have opened up an array of
possibilities for characterization of genetic diversity in viral populations. NGS
technologies generate a large number of genomic sequences (also known as reads)
efficiently and economically. Typically, one obtains multiple random copies of the
genomic sequences covering all parts of the viral genomes. The high coverage and
enormous sequence data output by NGS technologies has the potential to resolve
the genetic variation within the virus sample and thereby infer the population
dynamics and structure[9].

2 Related Work

A number of methods have been published for viral population reconstruction
[1,10,11]. A survey of viral haplotype estimation methods can be found in [2].
Haplotype estimation (viral population reconstruction) can be performed locally
along segments of the viral genome or globally across the whole genome. The
local haplotype estimation is based on first aligning the reads to a reference
genome and then estimating the number of haplotypes. The global estimation of
the haplotypes is based on a graph theoretic solution, wherein a set of haplotypes
were obtained by calculating a minimal coverage set of paths over a graph of
aligned reads [8,18,16]. Probabilistic methods for estimating the haplotypes have
been explored in [14,18]. The frequency of individual haplotypes can be computed
using an expectation-maximization (EM) algorithm [14,8,18,16].

However, all of the methods rely on the existence of an assembled reference
genome. This limits their use to well studied viruses. An imperfect alignment to
an inaccurate reference genome due to sequencing errors and high mutational
rates in viruses further restricts their usage. In this paper, we propose a method
for reconstructing viral haplotypes in a population based on counting the k-mers
observed in the viral population without using a reference genome.

Our method is based on the fact that within a population, the viral haplotypes
occur in an equilibrium distribution of closely related haplotypes [7]. The viral
haplotypes can be changed from one to another by making mutational changes
in either of the viral haplotypes. Thus, if the k-mers obtained from a read sam-
pled from one haplotype, is changed by a few mutations (insertion, deletion or
substitution) to another k-mer observed in the viral population, then the two
k-mers capture a genetic variant of the population. We define these two k-mers
as a k-mer pair. This assumes that a k-mer pair maps uniquely in the genomic
sequence, and few changes does not leads to the k-mers in a pair mapping to
a different location of the genome. This is true if the value of k is large and
thus one can determine such mutationally related k-mer pairs. As the number of
sampled reads (or k-mers) follows a Poisson distribution [12], we estimate a set



Estimating Viral Haplotypes in a Population Using k-mer Counting 267

of occurrences which explain all the observed k-mer pairs. We finally estimate a
minimal set of haplotypes that explains all the mutationally related k-mer pairs
based on a greedy heuristic algorithm proposed in [13]. The method does not
depend on the presence of a sequenced reference genome of the viral population,
and only requires the counts of individual k-mers present in the viral population.
This gives a unique advantage to our method, as it can predict the haplotypes
based on intrinsic information present in the viral population.

We evaluate our method over viral populations of varying diversity and pop-
ulation depths and compare our results to that obtained from the software
ShoRAH [17]. The number of predicted haplotypes and their frequencies by our
method matches closely with those obtained from ShoRAH. ShoRAH provides
a large number of false positive viral haplotypes, while our method provides a
minimal set that explains all the reads.

The paper is organized as follows: Section 3 describes the methodology for
computing the viral haplotypes in the population based on k-mer counting. We
define the meaning of mutationally related k-mer pairs and describe an algorithm
for inferring their occurrence values based on a mixture of Poisson distributions.
Section 4 describes the results obtained from simulated data from HIV samples.
We conclude the paper with a summary and discussion of future extensions of
this work in Section 5.

3 Methods

Let the viral haplotypes in a population be denoted as the set VP,

VP = {H1,H2, ...,HK}, (1)

whereK is the number of haplotypes in the population. For simplicity, we assume
that each haplotype Hi is of length G, that is,

Hi = {hi1hi2...hiG}, (2)

where hij ∈ {A,G,C, T }. The haplotype Hi occurs with relative frequency of αi

in the population, such that
K∑

i=1

αi = 1. (3)

We denote the set of N reads obtained from the population by R = {R1, R2,
..., RN}, where each read is of length L. Typically, the size of the genome G is
much larger than the read length L, which depends on the sequencing technology
used for obtaining the samples. The reads may contain sequencing errors in the
form of substitutions, deletions, and insertions depending on the sequencing
technology. Also the read length L can be an average length across all the reads.

Our task is to estimate the number of haplotypes K, their genomic sequences
(set VP), and their relative frequencies (αi) based on the read set R.

We estimate the number of haplotypes and their genomic sequences based on
counting k-mers present in the read set R. We use k-mers as they provide a
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better resolution as compared to the reads to find mutations amongst the viral
haplotypes. The k-mers are classified into three groups based on their relative
counts as erroneous, possible variants, and dominant haplotype k-mers. As the
reads across the genome follow a Poisson distribution based on the coverage
depth, we model the possible variant and dominant haplotype groups as a mix-
ture of Poisson distributions and estimate their means. We also compute the
relationship between individual k-mers in each group to find pairs of related k-
mers. We estimate a minimal set of viral haplotypes from the estimated means
based on a greedy generating set algorithm [6].

Our method is related to an algorithm, previously proposed by us, MutantBin
[13], wherein we compute the means of the Poisson curves based on a variable
bandwidth mean-shift algorithm. In this paper, we compute the means of the
Poisson curves based on the relationship of k-mers to each other and the estimate
the Poisson means from the counts of the related k-mer pairs. We implement
the greedy generating set algorithm for estimating the minimal set of haplotypes
from the means of the related k-mers.

We next describe our method and its assumptions in detail . We describe an
algorithm to compute the means of the Poisson mixtures based on the related
k-mers, and then describe the algorithm for computing the generating set based
on the estimated means.

3.1 Assumptions and Definitions

We assume haplotypes in the viral population are closely related to each other.
In other words, a haplotype Hi can be transformed to haplotype Hj by chang-
ing certain bases, {i1, i2, ..., ip} in haplotype Hi. Thus, if we change the bases
{hii1 , hii2 , ..hiip} in Hi to a value from the set M = {A,G,C, T,−}, we will
obtain the haplotype Hj. The number p for any two haplotypes in the viral pop-
ulation is small, but can vary from different populations and to the variants being
considered. The − in the set M denotes a gap or removal of a nucleotide from a
haplotype Hi when transforming it into another haplotype Hj. This assumption
is valid, as the different viral haplotypes are obtained from high mutational rate
during replication of viruses in the population [4].

For example, consider a viral population containing three haplotypes as de-
picted in Figure 1. The differences in the haplotypes are highlighted by their
colors, wherein haplotype A has a “G” at position 5, while haplotypes B and C
have a “T” nucleotide. Also haplotype A differs from haplotype B by a “A” at
position 14, and a “G” at position 23. Thus, changing these three bases would
transform the haplotype A to haplotype B.

A k-mer is a sequence of consecutive k-bases in a read obtained from the read
set R. The read set R contains multiple reads from all parts of the haplotype
set V, therefore, the k-mers obtained from the reads will also span all parts of
the haplotype set. A k-mer corresponds to a unique region in a haplotype Hi

as long as the value of k is sufficiently large and there are no repeat regions
in the genome. Indeed, one does not observe repeats in viruses, and choosing a
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AGTAG GTGCC  GTAGC  GTACC  GTCAG 

AGTAT GTGCC  GTAAC  GTACC  GTGAG  

AGTAT GTGCC  GTAGC  GTACC  GTCAG 

Haplotype A 

Haplotype B 

Haplotype C 

12345 67890 12345 67890 12345 

Fig. 1. An example viral population containing 3 different haplotypes A,B and C,
where the differences in them are colored in red compared to the others

large value of k (> 20 bp) ensures unique mapping of k-mers to a region of the
haplotype.

The number of times a k-mer is observed corresponds to the coverage of the
viral haplotype constituting it. This is because the number of times a position
i in the genome Hi is sampled follows a Poisson distribution with mean value
equal to the coverage of the genome [12]. Thus, a k-mer sampled from a region
in the haplotypes Hi which is common to all other haplotypes Hj in the viral
population set V will be sampled from a Poisson distribution with mean equal
to the sum of abundances (or coverages) of each population.

Interestingly, if the k-mer corresponding to the unique region in haplotype Hp

is transformed to the k-mer that is common amongst all the other haplotypes
{Hj : j �= i}, then the sum of the abundances of these two k-mers will also be
sampled from a Poisson distribution of mean equal to the sum of abundances
of each population. However, a k-mer corresponding to a unique region of a
particular haplotype, say Hp, would occur from a Poisson distribution with
mean value of abundance of that haplotype. Also, if a k-mer contains an error
from sequencing or contamination of the sample, the k-mer will be observed a
few number of times in the viral population.

3.2 Computation of Related k-mer Pairs and Estimation of Poisson
Parameters

We can estimate a minimum number of viral haplotypes that are required to ex-
plain all the k-mers observed in the viral population. The histogram of observed
k-mers can be plotted to visualize the mixture of Poisson distributions observed
in the population. An example of such a histogram is shown in Figure 2, wherein
the histogram is obtained by counting 21-mers from a simulated viral population
containing 3 different haplotypes.

The set of k-mers observed in a viral population can also be classified into
three distinct groups based on their counts of occurrence. The k-mers with very
low counts correspond to sequencing errors, and constitute the first group (Group
A). We assume that Group A does not contain k-mers corresponding to even
the lowest abundant viral haplotype in the population. These k-mers occur on
the left side of the k-mer histogram. We consider all k-mers that occur below
a certain threshold of occurrence as errors. At the other extreme, the k-mers



270 R. Malhotra et al.

0 100 200 300 400 500 600 700 800 900 1000
0

10

20

30

40

50

60

Abundance of k−mers

N
um

be
r 

of
 k

−m
er

s

Group B :
Possible Variant
k−mers

Group A :
Erroneous
k−mers

Group C :
Dominant variant
k−mers

Fig. 2. Abundance plot of 21-mers obtained from a simulated viral population con-
taining 3 haplotypes of hiv-1 glycoprotein (env) gene

that are observed in all haplotypes in the population, will have a high coverage,
and occur on the right end of the histogram. These constitute the second group
of k-mers (Group C), and provide information about the coverage had there
been only a single viral haplotype in the population. The k-mers observed with
intermediate counts constitute the last group (Group B), and correspond to
regions of mutations amongst the viral haplotypes. The boundary between Group
B and C can be determined empirically, based on the fact that k-mers in group
B can be transformed into k-mers of Group C.

A k-mer present in one group can be transformed into a k-mer of the other
group based on one or two mutations. This is easy to see for k-mers belonging
in Group A. A change in one nucleotide of a k-mer in Group A might match it
to a variant region (Group B) in the viral haplotype or to the common region
amongst all the haplotypes (Group C). Similarly, the k-mers in group B can be
transformed to k-mers in group C by mutational changes.

We model the distribution of k-mers as a mixture of Poisson distributions. An
important first step for that is inferring the number of Poisson distributions that
represent all the error-free k-mers in the population. One can infer the number
of Poisson distributions present in groups B and C of k-mers by observing the
occurrences of pairs of related k-mers. These pairs of k-mers capture the local
viral haplotype variants present in the population.

The algorithm for estimating the Poisson distributions parameters is described
in Algorithm 1. The basic idea is that the number of Poisson distributions present
is bounded by the pairs of related k-mers observed in the population, and that
all occurrence values within two standard deviations of the mean of a Poisson
distribution belong to that particular distribution. This is because the probabil-
ity of a value to lie within two standard deviations of the mean is close to one
for large range of mean values.

The computation of the k-mer counts from the reads is linear in the number
of reads, while finding the pairs of related k-mers in step 2 has time complexity
O(|R|k). The computation of Poisson means is linear in the number of k-mers,
making the overall complexity of the algorithm to be O(|R|k).
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Algorithm 1. Algorithm for inferring number of Poisson distribution mixtures
in the k-mer counting

Input: R = {Ri}Ni=1, value k to be used for k-mer counting
Output: A number of Poisson distribution means representing all pairs of related
k-mers

1. Compute counts of all k-mers present in the read set R. Denote the set of k-mers
as V, and count of a k-mer v as C(v).

2. For each v ∈ V
(a) Transform v by single nucleotide changes to another k-mer, u ∈ V, such that

C(u) > C(v). Associate all such k-mers u to v. Denote the set as Sv.
(b) Store the counts of the k-mers in set Sv to a collective set B.

3. Estimation of means of Poisson distributions from the set B

Sort the values in set B

P= (); # Set of Poisson Means

for b in set B

b_found = 0

foreach p in P

if( abs(b-p) < 2 sqrt(p) )

b_found = 1

if(b_found ==0 )

P = [P;b]

return P

3.3 Greedy Algorithm for Minimal Haplotype set Estimation

Once we obtain the set of means corresponding to the various local haplotype
variants we can infer the haplotypes globally based on a greedy heuristic as pro-
posed in [13]. The greedy approach estimates the minimal number of haplotypes
explaining the set of Poisson means by formulating the problem as a minimal
generating set problem with no repeats. This generating set problem was proven
to be NP complete [6].

The generating set algorithm is described in Algorithm 2. The algorithm takes
as input a set of numbers corresponding to the means of the observed Poisson
distributions and outputs a minimal set of numbers corresponding to the fre-
quencies of the viral haplotypes. The input numbers can be explained by sums
of combinations of output numbers. Here the set P denotes the set of means ob-
tained from Algorithm 1, while the set X denotes the set of output frequencies
for the viral haplotypes. The algorithm starts with an empty set for X . Next
it traverses through the set P in increasing order, and adds numbers to the set
X only if the current number in P cannot be explained by sums of numbers
present in set X . The aim is that the number added in X should explain as
many possible elements in P as possible. The difference set D makes sure that
we do not remove the most common difference from the set P .
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Algorithm 2. Algorithm for computing the generating set (minimal set of ex-
plaining viral haplotypes)

Input: P = {p1, p2, ..., pn} set of means from Algorithm 1
Output: X = {x1, x2, .., xK} set of abundances of the K haplotypes in the population

1. Initialize set X = {φ}, T ← P
2. Create difference set D = {All differences in set P}
3. While the set T �= φ

(a) Add the minimum value of set T to X and remove it from T
(b) For all subsets of X, compute the sum of values in the subset and see if it

belongs in the set T . If it does, and the sum is not a mode of the difference
set D, then remove it from set T .

4. Return set X

4 Results

We evaluate our method on a number of simulated datasets of varying levels of
diversity, both in the number of haplotypes present and their relative similarity.
The similarity between two viral haplotypes is defined based on the pairwise
comparison of the haplotypes [13]. The simulated datasets were generated from
HIV samples. The viral population consisted of haplotypes of 2000 bp fragment
of HIV-1 genome from the 5’ end, which were obtained by using the population
sampler toolkit in sequencing simulation software Metasim [15].

We simulated four datasets from the HIV-1 genome with varying degrees of
diversities. The diversity of a sample is defined as percentage of bases that are
mutations amongst the population. Three of these four datasets contain two viral
haplotypes with different relative frequencies, while one of them contains three
viral haplotypes with relative frequencies of 1:3:5. The details of the simulated
datasets are listed in Table 1. Datasets 1-3 contain populations of lengths (1000,
2000 and 4000 bps) and diversities varying between 0.2% to 10% in steps of 0.2%
(overall 150 populations each). Dataset 4 contains populations of length 1000bp
and diversity varying between 0.2% to 5% in steps of 0.2% (25 populations). The
first three datasets were generated to evaluate the performance of our algorithm
in reproducing the relative frequencies of the viral haplotypes when the dominant
virus is more prevalent, while the fourth evaluates the ability of our algorithm
to resolve more than two viral haplotypes in a population.

We simulated 454-Roche sequencing technology reads for each of the viral pop-
ulations using the simulation software Metasim [15]. All the simulation settings
except the insert size were kept at default values. We simulated 10,000 to 50,000
reads for each of the four datasets. We conduct experiments with different values
of k (13,15,17,21,23,25). We set the value of k for computing k-mer counts to
21 as it provides the best results based on F-score values. The value of k should
be large enough so that every k-mer maps uniquely to a reference genome of
the virus. We next compute the pairs of mutationally related k-mers. Such k-
mer pairs are computed by finding all one-two mutation versions of a k-mer and
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Table 1. Statistics of the simulated datasets used for evaluation of our method. The
diversity is computed as an average of all pairs pairwise distances of the haplotypes in
the population [13].

Data source Diversity in the sample Number of haplotypes Relative frequencies

1. HIV-1 2000bp 0.2% to 10% 2 1:6
2. HIV-1 2000bp 0.2% to 10% 2 4:6
3. HIV-1 2000bp 0.2% to 10% 2 1:9
4. HIV-1 2000bp 0.2% to 5% 3 1:3:5

associating it to the k-mer which has the highest occurrence in the popula-
tion. Next we estimate the means of mixture of Poisson distributions based on
Algorithm 1. We use a threshold occurrence of 5, below which every k-mer is
considered an error. This value is chosen to be the first minimum in the abun-
dance plot. We estimate the number of viral haplotypes in the population and
their frequencies using the greedy algorithm proposed in [13].

We assign k-mers to different viral haplotypes based on their pairings to the
related k-mers. Two k-mers in a pair end up in different viral haplotypes. The
k-mers which are present in all the viral haplotypes are assigned to each of the
viral haplotypes. We compute the precision and recall values for the assignment
of k-mers into different haplotypes. The precision is defined as the ratio of the
number of correctly assigned k-mers to the total number of k-mers assigned to a
viral haplotype. Recall is defined as the ratio of the number of correctly assigned
k-mers to the number of true k-mers present in a viral haplotype.

Figure 3 summarizes the precision and recall values for viral populations for
datasets 1-3. We observe high recall and precision values for populations with
small diversity while it is difficult to decipher populations with higher diversity
using this particular method. These results are as expected as the diversity in
population increases, the number of mutations per k-mer required for computing
the k-mer pairs also increases. Thus, we observe that for the particular value of k
(21) we are able to resolve low diversity populations quite accurately. We observe
that the precision and recall values for dataset 3 have a high variance and are
in general low. This is because the minimum number of haplotypes predicted by
our algorithm for this dataset was 3 as compared to 2 present in the data. This
led to consistent low values for precision and recall for dataset 3.

We also compare the relative frequencies of the haplotypes predicted by our
method to those predicted by the software ShoRAH. Table 2 shows the com-
parison results for datasets 1-3. For datasets 1 and 2, our method predicts a
minimum two haplotypes for populations of all diversities, and predicts 3 hap-
lotypes for 45 out of 150 datasets. Thus our generating set algorithm provides
correct solution in 70% of the datasets. ShoRAH on the other hand predicts
more than two haplotypes for all the three datasets. There are a large number
of false positives predicted by ShoRAH. For comparison purposes, we report
the number of cases (numbers inside brackets) in which the top two predicted
haplotypes from ShoRAH explain more than 95 % of the reads. Our method
outperfoms ShoRAH in two out of three datasets.
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Fig. 3. Precision and recall values for datasets 1-3. Each data point contains the pre-
cision and recall values computed over 30 populations, varying within the percentage
indicated on the x-axis.

Dataset 4 contains 3 viral haplotypes with varying degrees of diversity. Our
method reproduces the relative frequencies of the haplotypes accurately in 22
out of 25 runs.

Table 2. Comparison of relative frequencies of populations as predicted by K-mer
pairing and ShoRAH. The number in brackets indicate the number of populations for
which the predictions contain more than 95% of the reads.

Data sets K-mer pairing ShoRAH

Data 1 (1:6) 1:5.52 (150/150) 1:5.77 (123/150)
Data 2 (4:6) 4:7.86 (150/150) 4:6.04 (123/150)
Data 3 (1:9) 1:7.01 (105/150) 1:9 (118/150)

5 Conclusion and Future Work

We have proposed a method for predicting the viral haplotypes in a population
without using the reference genome. We use the information from the counts
of k-mers observed in the population for inferring the viral haplotypes. Our
method improves haplotype identification compared to the software ShoRAH
even without using the reference genome. It provides a minimal set of haplotypes
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that explains all the reads in the population. We have not performed assembly
of the k-mers that are clustered together in this paper. The major challenge in
assembly of viral haplotypes is resolving the k-mers into individual haplotypes.
As our method provides clustering of k-mers into individual haplotypes, one
can obtain the viral haplotype genome by performing de-novo assembly of the
k-mers, and thus the reads.

The next step will be to apply our method on real datasets, which are more
complex and might contain several haplotypes. The presence of sequencing bias
in the NGS technologies may affect our method on real datasets. It is possible
that common k-mers from all haplotypes cannot be modeled by a single Poisson
distribution. There are methods available for correcting the sequencing bias,
which can be employed [3]. Binning and smoothening techniques have been used
for compensating the GC content bias in the sequenced reads [5]. Moreover, the
sequencing technologies are working on reducing the sequencing bias.

That being said, our algorithm is a work in progress. As our method tries
to find a minimal set of haplotypes that explain the reads, it is challenging to
resolve haplotypes which occur with same relative abundances. The k-mer pairs
would get associated with same Poisson peaks, making it difficult to resolve
them. We can use reads information to guide our haplotype reconstruction by
eliminating haplotypes which are not seen amongst the reads. We have not con-
sidered recombinations amongst viral populations in this work. For future work,
we would like to incorporate the assumptions of recombination amongst the vi-
ral population for predicting the viral haplotypes. Nevertheless, we believe that
estimating the viral haplotypes on the basis of counts of k-mers is a direction
that should be pursued due to their high mutational and recombination rates.

References

1. Astrovskaya, I., Tork, B., Mangul, S., Westbrooks, K., Măndoiu, I., Balfe, P., Ze-
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