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Abstract. In large IS development projects a huge number of unstructured text 
documents become available and need to be analyzed and transformed into 
structured requirements. This elicitation process is known to be time-consuming 
and error-prone when performed manually by a requirements engineer. Thus, 
previous works have proposed to automate the process through alternative 
algorithms using different forms of knowledge. While the effectiveness of 
different algorithms has been intensively researched, limited efforts have been 
paid to investigate how the algorithms’ outcomes are determined by the utilized 
knowledge. Our work explores how the amount and type of knowledge affects 
requirements elicitation quality in two consecutive simulations. The study is 
based on a requirements elicitation system that has been developed as part of 
our previous work. We intend to contribute to the body of knowledge by 
outlining how the provided amount and type of knowledge determine the 
outcomes of automatic requirements elicitation. 
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1 Introduction 

In information systems development multiple transformations are performed. In a first 
step, collected requirements are transformed to analysis models. Building on the 
analysis models, design models are created, which are finally transformed to actual 
code. While all latter ones are model to model transformations, the creation of 
analysis models usually starts from unstructured natural language documents [1]. 
Natural language is inherently powerful and expressive and can therefore be used to 
communicate between a broad range of stakeholders and users [2]. However, the 
manual transformation of potentially ambiguous and inconsistent natural language 
requirements to models can be time-consuming, error-prone, and monotonous [3, 4]. 

Consequently, much effort has been devoted to leverage tools and technologies to 
at least partially automate the process. The presented artifacts cover the entire 
possible range from a first identification of a certain domain’s key concepts [5, 6], via 
the identification and categorization of concrete requirements [3, 7] to the automatic 
generation of analysis models [8, 9]. Although most of these tools require knowledge 
bases to be able to perform the corresponding algorithms, little research has been 
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done exploring how different amounts and types of knowledge determine the outcome 
of the requirements elicitation process. An according study could help to guide future 
research in the area of automated requirements elicitation, improve the design and 
structure of the underlying knowledge bases and finally achieve better elicitation 
results. Our work addresses this gap by investigating the following research question: 
How does the amount and type of knowledge affect the results quality of automated 
requirements elicitation tools? 

To address this question, we propose a reference dataset consisting of a collection 
of natural language documents and different kinds of knowledge that can be leveraged 
for the automatic elicitation process. Based on this reference dataset we perform two 
consecutive simulations with a state-of-the-art requirements elicitation system 
developed in our previous work [10, 11]. We vary both, the amount and type of 
knowledge and measure the effect on elicitation quality. Our work complements 
existing studies on automated requirements elicitation and provides guidelines for 
future research and developments. 

The remainder of the paper is organized in the following sections: The second 
section summarizes the conceptual foundations of our work and the state of the art 
with respect to related work. Subsequently, the requirements elicitation system 
REMINER used for the simulations is presented shortly. Section 4 describes the 
evaluation framework including the data set and the simulation methodology. Section 
5 presents the simulation results from different perspectives. The sixth section 
includes a discussion of the results, which is followed by a summary of limitations, 
future activities, and contributions of our work. 

2 Conceptual Foundations and Related Work 

This section introduces conceptual foundations in the domain of automated 
requirements elicitation and presents an overview on existing work dealing with the 
development of corresponding software tools.  

2.1 Conceptual Foundations 

Following the suggestion by Ambriola and Gervasi [12] in the context of this paper 
the term “requirement” is used both for the final product of requirements 
determination as well as for early incarnations of the same information. Automated 
requirements elicitation provides system-supported elicitation of requirements from 
natural language documents and consists of two main activities, requirements 
identification and requirements classification [13]. A natural language document can 
be filled with hundreds of different requirements, appearing close to each other within 
the same paragraph or sentence. Thus, requirements identification is first about 
delimiting each requirement within the provided text documents. Once the text 
passages for each requirement have been identified, subsequent processing can begin.  
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During requirements classification, each previously identified requirement is assigned 
to a category. Various taxonomies have been proposed to classify requirements (e.g., 
the Volere template [14]) or the IEEE recommended practice for RE specification 
[15]. In addition to a basic differentiation between functional and non-functional 
requirements, specific sub-categories (e.g., requirements describing performance, 
security or look and feel aspects) are distinguished [8]. 

Automated requirements elicitation can be successfully implemented based on 
Natural language processing (NLP) and information retrieval (IR) techniques [16]. 
Examples include the artifacts presented by Goldin and Berry [17], Cleland-Huang et 
al. [8] and Sampaio et al.[7]. The mentioned algorithms and techniques transform a 
natural language document into text bricks (single words or word stems), which are 
then compared to text bricks within a knowledge base. Knowledge bases can vary in 
structure and complexity. They often consist of either dictionaries [7, 18], which hold 
assignments of text bricks to requirements categories or ontologies [13, 19], which 
additionally include relations between different concepts.  

Research about effects of different types of knowledge on the results of automatic 
requirements elicitation is scarce. However, outside the requirements elicitation field, 
two characteristics of knowledge are frequently discussed in the context of IS-
supported knowledge reuse: the origin [20, 21] and project-specificity [22, 23] of 
knowledge. Knowledge origin describes the way the knowledge bases required for 
knowledge re-use are populated. The creation of knowledge is either initiated by an 
upload of existing knowledge to the system (referred to as “imported knowledge”) or 
knowledge retrieval from documents (referred to as “retrieved knowledge”) [21]. In 
contrast to imported knowledge, retrieved knowledge can usually be acquired in 
combination with actual usage data. In the context of requirements elicitation this 
could be information about how often users have assigned a specific text brick to a 
specific requirements category.  

Additionally to its creation process, knowledge can also be differentiated 
concerning its project-specificity. Knowledge with a low project-specificity will be 
easier to be reused in a different project, than knowledge with a high project-
specificity. Transferred to requirements elicitation, it can be expected that documents 
originating from the same project share specific requirements which are not included 
in general knowledge (e.g., the data field “frequent flyer number” in a project within 
the traveling domain). Similarly, specific writing styles or standards for single 
projects or specific functional units can result in needs to extend knowledge bases 
with project-specific terms [8]. Adding project-specific knowledge can result in a 
significant increase of identified requirements and therefore improve the overall result 
of automated requirements elicitation. 

Apart from the type of knowledge, the amount of knowledge can also determine the 
outcomes of the automation algorithm. A larger knowledge base can be assumed to 
result in a larger number of identified requirements [8, 9]. However, a correct 
classification of requirements in the document additionally requires correct 
assignments within the knowledge base. Therefore, a more extensive knowledge base 
only results in improved elicitation outcomes if at the same time a high quality of the 
knowledge base contents is ensured. 
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In the following, existing works in the field of automated requirements elicitation 
are presented and categorized. Subsequently, the consideration of knowledge aspects 
(origin, project-specificity and amount of knowledge) in these works is analyzed.  

2.2 Related Work 

Berry et al. [16] distinguish four categories of tools that can be used to process natural 
language requirements. Two of them can be related to automated requirements 
elicitation as previously defined: 

(1) Tools that identify abstractions. These systems serve the purpose to help a 
requirements engineer in achieving an understanding of a previously unfamiliar 
domain. Key concepts (or abstractions) are identified within natural language 
documents and are aggregated to word lists or ontologies. For example the tools 
AbstFinder [17] and RAI [5] support the analyst in collecting the main concepts and 
most significant terms as an initial list of requirements which can then be used for 
negotiation with the customer. Going beyond the creation of simple word lists, 
abstractions can also be related to each other using ontologies. Kof [6] presents an 
according approach, constructing domain ontologies with the help of NLP techniques. 
Abstraction identification tools can be seen as an early step in requirements elicitation 
primarily aiming at the creation of knowledge, which can then be used for the analysis 
of further documents in the following. 

(2) Tools to generate models from natural language descriptions. This group of 
tools goes beyond the mere identification of abstractions, aiming at the identification, 
classification and interrelation of requirements in analysis models. In contrast to 
abstraction identification, the mentioned approaches support a later development 
phase, namely the transition from requirements to design. Mich [24] describes NL-
OOPS, a CASE tool that supports requirements analysts by generating object oriented 
models from natural language requirements documents. The tool implements an 
algorithm for the extraction of the objects and their associations. Models can be 
visualized as texts or diagrams at different points of the analysis process to support 
incremental system development and allow the analyst to keep sufficient control of 
the requirements modeling process. Ambriola and Gervasi [3] present CIRCE, an 
environment for the analysis of natural language requirements. CIRCE uses various 
transformation steps, including a technique for parsing natural language requirements 
and an expert system based on modular agents, embodying intentional knowledge 
about software systems in general. The transformations result in a set of models (e.g. 
UML models) which can be used in further development steps or the requirements 
document itself. Sampaio et al. [7] describe EA-Miner, a tool-based approach 
providing semi-automated support for mining various types of concept models 
specific to Aspect-Oriented Requirements Engineering. Starting from unstructured 
input documents the tool employs NLP techniques such as frequency analysis, part-
of-speech analysis and semantic tagging to create requirements models. Lemaigre et 
al. [18] developed a tool for model-driven engineering of user interfaces. Their 
artifact employs manual classification, dictionary-based classification, and semantic 
tagging to elicit models from textual scenarios.  
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In addition to these two categories, we identified a third relevant category which 
we refer to as 

(3) Tools for requirements classification. These tools can be positioned between 
the two previously mentioned categories, aiming directly at the elicitation of 
structured requirements from unstructured or semi-structured sources of information. 
Building on abstractions and knowledge, which can be created by tools of the first 
category, they do not generate models yet but identify single requirements statements 
and classify them according to an existing taxonomy. Cleland-Huang et al. [8] focus 
on non-functional requirements (NFRs) as e.g. security, performance or usability 
requirements. Based on the notion that each sub-group of NFRs has its unique 
keywords, information retrieval methods are applied to find and classify NFRs. While 
an initial classifier is learned from manually categorized requirements, retrieved 
knowledge is also considered by iteratively training the classifier based on the 
analyst’s feedback. Casamayor et al. [9] similarly aim at the detection of NFRs, and 
employ a semi-supervised categorization approach that only needs a small set of 
manually classified requirements for the initial training of the classifier. Additionally, 
underlying characteristics of text bricks are taken into account, and the classification 
model is iteratively enhanced based on the users’ feedback on the artifact’s output. 
Vlas and Robinson [13] present an automated approach for the identification and 
classification of both functional and non-functional requirements in natural language 
feature requests of open source software projects. Their artifact draws on multilevel 
parsing rules based on ontologies consisting of grammatical and requirements-related 
knowledge. 

In the presented works of the three categories, the effect of knowledge on 
elicitation results has hardly been investigated: For the first group (tools that identify 
abstractions), knowledge is not used for the elicitation itself, but represents the 
product of the elicitation process. Therefore no effects of different amounts or types 
of knowledge have been analyzed. Within the remaining two groups (tools to generate 
models from natural language descriptions and tools for requirements classification), 
evaluations have been conducted without formal measurement of the elicitation 
results [3, 18, 24], without variations in the utilized knowledge base [7, 13] or with a 
restriction on different amounts of non-functional requirements [8, 9].  

In summary, although significant effects of the type and amount of knowledge on 
results of automatic requirements elicitation can be assumed, corresponding research 
is scarce. An according study can help to guide future requirements elicitation 
research in the construction and application of more effective knowledge bases. To 
measure the described effects in our study, we are using REMINER, a requirements 
elicitation system which has been implemented as part of our earlier work [10, 11]. 
The system allows both the variation of project-specificity of knowledge and origin of 
knowledge. Additionally both types of knowledge can be easily investigated based on 
different amounts of requirements documents (and hereby different amounts of 
knowledge). This system, which provides the basis for our analyses, is briefly 
presented in the following. 
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4 Evaluation Framework 

4.1 Dataset 

We base our evaluation on a dataset2, which is made up of the natural language 
requirements documents and the knowledge to be used for automatic elicitation. 
Furthermore we use a gold standard, which is the expert solution to assess the results 
of automatic elicitation. 

The natural language requirements documents consist of previously conducted 
interview transcripts. These interviews were carried out with 12 potential end-users to 
gather their requirements for two projects; each interview lasted 5-10 minutes and 
transcripts of about one page per interview were created. From these 12 interviews, 9 
were finally selected for the study, four of them referring to the train reservation project 
and five to the car sharing project. Both projects implement smartphone applications 
associated with the “travel management” domain. The first application is a train 
reservation, which allows users to make reservations for regional and national trains, 
while the second application is a car sharing app, which allows users to connect to other 
people for the purpose of joint car drives to similar destinations. To demonstrate the 
commonalities of these two apps and how they are both associated to the traveling 
domain, it is worthwhile to investigate corresponding example websites for train 
reservations3 and car sharing4. The main functionality of both websites is very similar; 
they offer functionality to enter information about the origin and destination of the travel, 
the start date and time and whether a direct connection is required. However, beyond 
these domain-specific similarities (which would also be typical for a flight reservation 
website as another example for a traveling app), there are also differences. For example 
on the train reservation website, different types of rail cards can be selected and the 
option to use a sleeper train can be chosen. Similarly on the car sharing website features 
to select “women-only lifts” or “smoking allowed lifts” are provided. 

The knowledge used for the automation algorithm consists of both imported and 
retrieved knowledge. Imported knowledge was uploaded from different data sources, 
depending on the requirements category: for the role category, we extracted a list of 
pronouns from Oxford Dictionary; for the activity category, we extracted a list of 
action verbs from Hart [26]; for the data category, we used the master data from a 
SAP Travel Management application [27]; for the non-functional category, we 
extracted usability goals and design behaviors from Sharp et al. [28]. Two different 
sets of retrieved knowledge were used: one set was retrieved from texts about the train 
reservation app and one set from texts about the car sharing app. 

To derive the gold standard each of the 9 natural language requirements 
documents has been manually highlighted by three requirements engineering experts. 
After resolving conflicts and contradictions, the final agreed-upon solution of the 
experts was taken as the gold standard. 
                                                           
2 The natural language requirements documents and the imported knowledge can be accessed 
  via http://www.reminer.com/ 
3 http://www.nationalrail.co.uk/ 
4 http://www.carpooling.co.uk 
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4.2 Evaluation Model 

Addressing our research question we want to investigate how the amount and type of 
knowledge which is used for automated requirements elicitation affects the quality of 
the results. To evaluate the quality of the elicitation results, recall is a common 
measure [5, 8, 9] which we equally apply in our study. It is calculated by comparing 
the automatism’s outputs with the gold standard introduced in the last paragraph. 
Recall can be seen as a measure of completeness, comparing the number of correctly 
identified requirements with the total number of requirements existing in a document.  

The independent variable amount of knowledge is operationalized by the number of 
documents used to build up the knowledge base. We are thereby simulating how 
knowledge would probably be extended in practice: starting from an initial, imported 
amount of knowledge, the knowledge base would be gradually augmented through 
retrieved knowledge from already processed documents. 

The type of knowledge is represented by two independent variables: Origin and 
project-specificity of Knowledge. Origin of knowledge is operationalized by using 
different content within the knowledge base: only imported knowledge, only retrieved 
knowledge, or a combination of both. Project-specificity of knowledge is operationalized 
by using retrieved knowledge for either the same or a different project. Both projects do 
however belong to the same domain, as projects from different domains may restrict 
reuse of knowledge to specific types of requirements (e.g. non-functional requirements). 
The resulting evaluation model is depicted in Figure 3. 
 

 

Fig. 3. Evaluation Model 

4.3 Simulation Series 

Based on the introduced dataset and evaluation model, two simulations were 
performed. In both simulations, requirements were automatically elicited from four 
exemplary interview transcripts. The resulting recall rates were then averaged to a 
single result. Subsequently, the simulations were repeated with a different amount of 
retrieved knowledge. For each result, the recall rate was examined by comparing the 
results of the automatism to the gold standard. 

The first series of simulations focused on the effects of different origins of 
knowledge on elicitation quality. Additionally to the origin of knowledge, the amount 
of retrieved knowledge was varied, by using a different number of texts to populate 
the knowledge base with retrieved knowledge. This resulted in a series of 11 different 
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simulation runs. The first run only used imported knowledge, the following five runs 
only used retrieved knowledge (for 0-4 texts) and the final five runs a combination of 
both (for 0-4 texts). The analyzed natural language documents as well as the retrieved 
knowledge for this series of simulation originated from the project for the car sharing 
application, resulting in a constantly high project-specificity of the knowledge. Table 
1 summarizes the performed simulation runs. 

Table 1. Simulation Runs for Variable Origin of Knowledge 

Simulation Run # Origin of Knowledge Number of texts5 
1 Imported Knowledge - 
2 to 6 Retrieved Knowledge 0 to 4 
7 to 11 Imported & Retrieved Knowledge 0 to 4 

The second series of simulations (Table 2) focused on the effects of project-
specificity of knowledge on elicitation quality. For the project-specific simulation 
runs, only retrieved knowledge from the car sharing project was taken. For the 
project-independent runs, only retrieved knowledge from the train reservation project 
was taken. The interviews to be analyzed were related to the car sharing project. 
Similar to the first series, the amount of retrieved knowledge was additionally varied. 
This resulted in a series of 10 different simulation runs. The first five runs simulated a 
project-specific knowledge base (for 0-4 texts) the next five runs simulated a 
knowledge base with knowledge from a different project (for 0-4 texts). In this series, 
the origin of knowledge was kept constant, as only retrieved knowledge was used.  

Table 2. Simulation Runs for Variable Project-Specificity of Knowledge 

Simulation Run # Project-Specificity  Number of texts3 
1 to 5 Project-Specific Knowledge 0 to 4 
6 to 10 Project-Independent Knowledge 0 to 4 

5 Results 

Figure 4 depicts the results of the first series of simulation runs, which focused on the 
effects of different origins of knowledge on elicitation quality. As expected, our 
results suggest that a positive correlation between the number of texts used for the 
creation of the retrieved knowledge and the resulting recall rate can be assumed. 
Furthermore it can be observed that for new projects, which have not elicited 
requirements from requirements documents yet, an initial amount of imported 
knowledge is necessary to achieve a relevant recall rate. However it can be seen that 
in our simulation the recall from retrieved knowledge approximately equaled the 
recall from imported knowledge after three documents had been analyzed and 
outperformed it for more than three documents. Additionally it is interesting to notice, 

                                                           
5 Only related to Retrieved Knowledge. 
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management) this was an unexpected result, as the two applications which the 
interviews based on (a train reservation and a car sharing application) provided 
significant differences. These observations allow the interpretation that automated 
requirements elicitation can significantly benefit from an exchange of requirements 
knowledge across projects within the same domain. 

6 Discussion 

The first series of simulation runs demonstrated the effects of the variable “origin of 
knowledge” on elicitation quality. Interestingly, we observed that the usage of 
retrieved knowledge outperformed the usage of imported knowledge already after 
three documents. A possible explanation for this can be derived from the different 
degrees of domain-specificity of the utilized knowledge. Retrieved knowledge can 
potentially provide a higher degree of domain-specificity than imported knowledge. 
While imported knowledge provides a solid basis of text bricks generally associated 
to the core domain (in our case travel management), this domain can be divided into 
sub-domains using their own vocabulary. In our exemplary travel management 
domain, text bricks like “destination”, “start date” or “direct connection” can be 
associated to general domain knowledge. However more specific terms like “type of 
rail card” or “smoking allowed lifts” are specific to the sub-domains of train transport 
and shared car transport. Consequently, while imported knowledge can be used to 
correctly identify and classify a core set of general requirements (resulting in a recall 
of almost 0.4 in our simulation), more specific requirements (which required sub-
domain knowledge) were only captured after using retrieved knowledge. 

In the second series of simulation runs, we investigated how the project-specificity of 
knowledge affected elicitation quality. Although we expected the usage of project-
specific knowledge to outperform project-independent knowledge, this effect was 
surprisingly not observable in our simulation. Before running the simulation we expected 
the different types of knowledge to affect elicitation quality as depicted in Figure 6. 
Building on a basic recall provided by the usage of imported knowledge (KL), retrieved 
knowledge stemming from the same domain but a different project would add further 
recall. Then, through additional knowledge from the same project (and therefore also the 
same sub-domain) we expected the level of recall to rise further. 

 

Fig. 6. Expected Effects of Knowledge on Elicitation Quality (before simulation) 
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A possible explanation for the different outcomes of our second simulation series 
could be that the project-specific texts, which we used in our simulations, did not 
provide sufficient additional knowledge, which was not already contained in the 
project-independent documents. We therefore plan to repeat the second simulation 
series with a substantially larger data set, to observe if a differentiation between 
project-specific and project-independent texts then materializes. 

The question whether to build knowledge “bottom-up” by a group of regular 
project-members (as we did with retrieved knowledge) or “top-down” by individual 
domain experts (as we did with imported knowledge) has been widely discussed in 
general knowledge engineering literature [29, 30]. Initially, the knowledge 
engineering field proposed a systematic top-down approach to acquire and maintain 
knowledge from stakeholders. Various knowledge engineering methodologies such as 
CommonKADS [31] and tools such as Protégé [32] have been suggested. To reduce 
knowledge acquisition efforts, one important principle from the very early beginning 
was to establish reusable knowledge bases [33]. Complementing manual knowledge 
engineering, advanced knowledge discovery techniques to extract knowledge from 
source data such as documents have been suggested. For example the field of 
ontology learning [34] extracts and suggests ontological structures from existing 
domain data to the knowledge engineer. Recently, the rather expert-driven knowledge 
engineering approach for establishing knowledge has been complemented by an end-
user-driven bottom-up approach following a Web 2.0 paradigm; user-generated 
classifications, also known as folksonomies [35] represent one important example. 
Following this approach, users incrementally build knowledge bases by themselves. 
These bottom-up knowledge bases can be leveraged to create suggestions, e.g. such as 
done by the social bookmarking and citation management system Bibsonomy [36].  

Looking at these different paradigms, the question arises how to build and maintain 
knowledge for advanced requirements elicitation systems. Our evaluation results 
provide evidence for the huge potential of following a bottom-up approach. Supplying 
an initial knowledge base positively impacts recall at the beginning of a requirements 
elicitation process. However, the bottom-up approach outperformed the top-down pre-
defined knowledge base approach already after three documents. The second 
interesting insight of our results is that reusing knowledge across different software 
development projects within the same or similar domains seems to be a promising 
approach. Both, software vendors and customer companies may leverage this 
potential. First, from a vendor perspective, software development projects can reuse 
knowledge across releases. Second, from a customer perspective, knowledge can be 
accumulated within a Line-of-Business such as a procurement department running 
multiple IS implementation projects within this domain. While our simulation, using a 
small dataset, already resulted in recall rates about 60%, even larger values are 
possible using more extensive datasets [2, 8]. Although these results show, that 
automated requirements elicitation cannot fully replace manual efforts performed by a 
requirements engineer, it can significantly support humans and thereby reduce the 
number of overseen and omitted requirements [16]. 
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7 Conclusion 

The work presented in this paper explored the effects of the amount and type of 
knowledge on requirements elicitation quality in two consecutive simulations. 
Leveraging our previously build requirements elicitation system REMINER we 
created a publicly available reference data set including exemplary interview 
transcripts and different forms of knowledge for automated requirements elicitation. 
Based on the system and the dataset, we carried out a simulation study that explored 
the impact of different knowledge sources as well as project-specificity of knowledge 
on elicitation quality.  

We are aware of several limitations of our work. First, assessing external validity, 
we think that although our simulation series was performed using one specific tool 
(REMINER), the results can be generalized to other knowledge-based requirements 
elicitation tools. Furthermore, although we used a specific domain (travel 
management), we expect our results to be generalizable to a large amount of similarly 
complex domains. Future work may complement our study by a replication of the 
simulations in a more complex domain. Second, evaluating internal validity, we did 
not include variables in our model which capture additional characteristics of the 
utilized requirements documents (like readability and length). Instead of varying these 
variables, we decided to use documents of comparable readability and length. Future 
research might investigate how these two variables affect requirements elicitation 
quality. Furthermore, the definition of the gold standard used in our simulations 
involves subjective interpretations. We tried to mitigate this risk by involving three 
different experts in the definition. Third, assessing construct validity, we used the 
number of documents as a measure for the amount of knowledge. Although it can be 
assumed, that additional documents added further knowledge and the results show 
that in fact more documents led to a larger amount of recognized requirements, 
alternative measurements (e.g. a direct variation of the number of knowledge items) 
could be applied. However, we refrained from these alternatives to approximate our 
simulation to real life conditions in which entire documents instead of single 
knowledge items would be added to retrieved knowledge. 

From a research perspective, our work provides the following contributions. First, 
we created a reference dataset for requirements elicitation from natural language 
documents that may be leveraged by other researchers to evaluate their tools. Second, 
we extend the body of knowledge by exploring the impact of different forms of 
background knowledge on elicitation outcomes. From a practical point of view, we 
provide guidance on how to leverage knowledge in requirements engineering tool 
development. In commercial requirements tools, automated requirements elicitation 
capabilities are still scarce. With our results we hope to motivate commercial software 
vendors to include knowledge-based automation mechanisms in their products. 
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