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Abstract. Several applications in the field of bioinformatics require extracting 
individual source signals from a large amount of observed data (signal mix-
tures). Among the available solutions, a possible approach is the independent 
component analysis (ICA). However, this computationally intensive algorithm 
does not fit for many real-time or large size data applications. As a result, this 
shortcoming calls for speeding up the execution of this algorithm. Recently, 
graphics processing units (GPUs) have emerged as general-purpose parallel 
processing accelerators. This platform has the potentials to be leveraged in 
processing a large amount of signals received from medical devices such as 
EEG and ECG tools. This work provides the implementation of an ICA algo-
rithm, Joint Approximate Diagonalization of Eigen-matrices (JADE), on a low 
cost programmable graphics cards using CUDA programming toolkits. For this 
implementation, we achieved an overall speedup of over 7.9x for estimating 64 
components, each with 9760 samples. 
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1 Introduction 

There are many bioinformatics applications and clinical medical tools such as EEG 
and ECG tools, which record the brain and heart electrical activities, need to process a 
large amount of signals that they receive. The amount of data that needs to be 
processed in some cases is too much that requires a high-performance computing 
environment to be able to handle the data accurately and quickly. Signal processing 
techniques play key roles in these types of applications and need especial attentions.  
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Independent Component Analysis (ICA) is one of the most widely used algorithms 
for signal processing applications particularly in bioinformatics domains. The practic-
al and popular use of ICA is the Blind Source Separation (BSS). This method is ap-
plied to recover individual signals from a combination of signals where there is no 
prior knowledge. There have been a number of studies showing the applications of 
ICA in a variety of domains such as medicine, economics, and engineering. 

There exist various ICA methods implementations such as FastICA [1], InfoMax 
[2], and JADE [3] for the BSS problem.  Among these, we have considered the 
JADE algorithm to investigate its performance when GPUs are used as the computa-
tion engine. One reason for this selection has been its potentials in being run in paral-
lel as a result of using Jacobi rotation [4] for joint diagonalization. Another reason for 
this selection is that this algorithm supports Gaussian signals, which are not applica-
ble in the FastICA method; moreover,parameters in the JADE algorithm do not need 
to be tuned. As a result, we have decided to implement a parallel version of this me-
thod that can be heavily used in bioinformatics and medicine. 

Recently, Graphics Processing Units (GPUs) have demonstrated staggering com-
putational power in applications that can leverage parallel environments. These low 
cost accelerators open up new opportunities for speeding up signal and image 
processing applications and algorithms instead of using traditional complex Digital 
Signal Processors and FPGAs. “The programmable GPU has evolved into a highly 
parallel, multithreaded, and many core processors with tremendous computational 
horsepower and high memory bandwidth” [5]. We have chosen the GPU architecture 
for implementing our parallel version of the JADE algorithm.  

CUDA™, which is a general purpose parallel computing architecture,has been in-
troduced by NVIDIA to leverage the parallel compute engines in NVIDIA GPUs for 
solving computationally intensive problems faster than a CPU [5]. CUDA extends the 
C language by adding some features that satisfy this parallel programming model.  
CUDA has been employed for the parallel implementation of the JADE algorithm on 
GPU. 

As stated, the goal of this work is to provide a novel implementation for a double-
precision and real-valued ICA algorithm on GPUs. There have been several  
implementations of the ICA algorithmon GPUs [6-12]. Most of these studies have 
proposed single precision solutions. In this work, we focus on the JADE algorithm. 
To the best our knowledge, the only single precision implementation of this algorithm 
has been proposed in [7], which has 2 restrictions: first, the maximum number of 
sweeps was set to 100; second, the maximum number of components (channels) is 
limited to 50. Our experiments show in some cases the JADE algorithm is quite sensi-
tive to the precision of operations. This problem is originated from eigenvalues of the 
covariance matrix. If the value of an eigenvalue approaches zero, the result changes 
significantly. For example, in our implementation a small change in the eignenvalues 
changes the result from 65 to 132. This phenomenon calls for a higher precision im-
plementation for applications requiring more accuracy.  

The rest of this paper is organized as follows. Section 2 presents the background of 
the ICA method andthe JADE algorithm. The GPU architecture is also discussed 
briefly in this section. Section 3 discusses the approach for implementing different 
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components in the JADE algorithm. Our methodology is elaborated in section 4. The 
results are presented in section 5. Finally, section 6 concludes the paper and discusses 
our future work.     

2 Background 

2.1 Basics 

In this part, we explain the ICA method, which attempts to model a set of signals as a 
linear combination of source signals that are hidden among observable signals. The 
original signals (i.e., source signals) are assumed to be statically independent from 
each other. For example, x1,x2, ... xn and s1,s2, ..., snsignals are observed and source 
signals and the coefficients of a11, a12, ..., aij, ..., ann are the weights of  the jth observed 
signals collected by ith sensors. In this situation, the mixed source signal equations can 
be expressed as follows: 

 x1(t) = a11S1(t) + a12S2(t) + ... + a1nS1(t) 
 x2(t) = a21S1(t) + a22S2(t) + ... + a2nS2(t)                        

 . 
 . (1) 
 xn(t) = an1S1(t) + an2S2(t) + ... + annSn(t) 

We can transform the equation set 1 to a matrix form, that is, X = AS. In this equa-
tion, the X vector (observed signals) is known, but both S and A are unknown. The 
ICA method attempts to find the inverse of A matrix named W, and multiply W by X 
to find the estimated source signals called Y.  

For example, Fig. 1 presents 3-channel signals mixed with a 4x3 matrix and an 
added small Gaussian noise. The figure also shows the separation of signals using the 
JADE algorithm. This example was resulted from running Cardoso’s MATLAB demo 
of JADE real valued algorithm (This code is available on Cardoso’s webpage). 

2.2 The JADE Algorithm 

As stated, the JADE algorithm is chosen for parallel implementation as it has several 
independent components that can be run in parallel. Cardoso and Souloumiac pro-
posed this method in 1993 [3]. The JADE algorithm strictly depends on the memory 
capacity of the system on which it is running; thus, component numbers are limited by 
the computer memory. This algorithm includes the following steps: 

1. Removing the mean value of each component in the observed matrix (X), calcu-
lating covariance matrix, computing whitening matrix form covariance matrix, and 
rescaling the X (preprocessing step). 

2. Calculating the maximal set of Cumulant Matrix (CM). 
3. Applying Jacobi rotations in CM for joint diagonalization. 
4. Estimating the final result. 
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As indicated, this algorithm includes four steps. Our profiling reveals that steps 1 
and 4 have low execution times in comparison to others; therefore, we focus on steps 
2 and 3 in this paper. 

Table 1. Profiling Results for 64 channels and 9760 samples from “S001R01.edf” file [20, 21] 

Steps 1 2 3 4 

Time(milliseconds) 52.58 92275.21 1127163.35 33.08 

Percentage of time 0.0043% 7.567% 92.426% 0.00271% 

3.1 Cumulant Matrices  

Cumulants of data are non-linear combinations of different moments. For example, if 
we consider X as a real-valued, zero-mean, continuous scalar random variable, the 
first characteristic function of X will be defined as the continuous Fourier transform 
of the probability distribution function [16]. In addition, every probability distribution 
can be specified by its characteristic function. Moments of data are the coefficients of 
the Taylor series expansion of the first characteristic function and cumulants are the 
coefficients of the expansion of the second characteristic function. The cumulant 
forth-order matrix equation used in the JADE algorithm is shown in Eq. 2. 

 Cum(Xi, Xj, Xk, Xl) = E(xixjxkxl) 
 -E(xixj)E(xkxl) 
 -E(xixk)E(xjxl)                      
 - E(xixl)E(xkxj) (2) 

The X variable is whitened so its variance is equal to one, if Xi is equal to Xj, E(xixj) = 
1 and otherwise E(xixj) = 0.Therefore Eq.2 can be divided into: 

, , ,  
 3 1     1    1    (3) 

If the observation matrix contains n random variables (channels) with T observations, 
the JADE algorithm will require (n* (n + 1)) / 2 cumulant matrices and the size of 
each matrix will be equal to n*n. This implies that the memory requirement for JADE 
is O(n4); therefore, the scalability of the algorithm depends on the memory of the 
running system. 

As the computation of each cumulant matrix is independent from each other this 
part can be parallelized. We employ a customized kernel to initialize the computation 
of expected values. The DGEMM function from CUBLAS [17] level-1 library is 
tuned for matrix multiplication to find expected values. At the end of the computa-
tions, a customized kernel computes the final result. Because observed signals (X) 
and cumulant matrices require a large amount of memory, we are not able to use  



290 A. Foshati and F. Kh

 

on-chip shared memory of
equal to 76 and T equal to 1

3.2 Joint Diagonalizati

The JADE algorithm uses 
This method includes an ite
matrices to converge the a
version of the Jacobi algori
ues of theta within a sweep
root of the machine precisio
tion matrix form as shown
named as left rotation, and 

It should be noted that ea
not to use neither DGEM
CUSPARSE [18] library. W
implementation. 

In this implementation, 
pendencies between right a
we assign each cumulant m
the number of random vari
due to the iterative feature
matrix in the next kernel ca
GPU must be transferred t
chronous communication is
 

Fig. 2. A p

Fig. 3. 

hunjush 

f streaming processors, which is very limited  (e.g., fo
10000,the required memory is about 140 megabyte). 

on 

Jacobi idea to join the diagonalization cumulant matric
erative approach of applying Given’s rotations to cumul
algorithm. Cardoso et al. propose the generalized cy
ithm for this method, as shown in Fig.2. When all the v
p are lower than a threshold, set by default to the squ
on, the execution stops. The G(p, q, c, s) is a Given’s ro

n in Fig.3. The G(p, q, c, s)*CM and  R*G(p, q, c, s) 
 CM*GT(p, q, c, s) is known as right rotation. 
ach rotation needs 3 matrix multiplications, but we deci

MM function, because of the sparsity of G(p,q,c,s), 
We use our kernel for rotating cumulant matrices as a be

we also require synchronization for already existing 
and left rotations of the cumulant matrix. To achieve t

matrix to a block and assume threads for each block wit
ables (channels). Using the shared memory is not possi
e of this algorithm and using the results of the cumul
all. As shown in Fig. 2, the calculated value of theta in 
to the host for testing its convergence. In additions, as
s employed to hide the latency of memory transfers.  

 

pseudo code of joint diagonalization algorithm 

 

The definition of G(p,q,c,s) matrix (p < q) 

or n 

ces. 
lant 

yclic 
val-
uare 
ota-
are 

ided 
nor 

etter 

de-
this, 
thin 
ible 
lant 
the 

syn-



 A Novel Implementation of Double Precision and Real Valued ICA Algorithm 291 

 

The joint diagonalization algorithm calls two kernels in every iteration, rotation 
and compute Θ. The theta computation needs last changes of the cumulant matrices to 
calculate theta and to apply a reduce technique [19] to sum up the results.  

In the following section, we describe our methodology and assumptions. 

4 Methodology 

In these experiments, we have employed a system consisting of a Core-i5 processor 
running at 3.1 GHz and a NVIDIA Geforce GTX 570 GPU. This model of GPU in-
cludes 480 cores each running at 1.46GHz clock and 1.25 GB of DRAM with a max-
imum bandwidth of 152GB/s. We used the CUDA toolkit 4.1, MSVC-2010,and 
C/C++ compiler.  

We also used data sets from PhysioNet [20, 21] consisting of over 1500 one and 
two-minute EEG signals, recorded using the BCI 2000 system [22]. We selected one 
minute EEG signal with 64-channle and 9760 samples from the “S001R01.edf” file. 
We ran all test cases 3 times and averaged the execution times. Each test case consists 
of two input parameters, the number of variable (channels) and samples. The sample 
was set to 9760 and the number of variables varies from 4 to 64 with step 4. 

For testing our parallel implementation, the best serial implementation is employed 
as a baseline. In our experiments, the speedup is reported as the ratio of execution 
time of our best serial implementation to the parallel execution times. 

5 Experimental Results 

In this section, we present the result of our experiments. As mentioned above, for this 
implementation, we first optimized different components of the JADE algorithm sepa-
rately. Then, we explore the effect of these components synergistically on the perfor-
mance of this algorithm. 

The GPU utilization and memory coalescing are two optimization techniques used 
for optimizing running programs on this hardware. For example,developers can break 
down the computations into thread blocks that are distributed throughout the GPU. 
This optimization is named GPU utilization. The access of memories is configured as 
one memory segment, which in turn reduces memory transactions. This optimization 
is known as memory coalescing. 

5.1 Computing Cumulant Matrix Optimization 

In this part, we present the achieved speedups as a result of optimizing cumulant ma-
trices computations. This component is parallelized using the CUBLAS DGEMM  
function and two other customized kernels. The GPU utilization is the optimization 
technique that is considered in this implementation. Fig.4 depicts the relative speed up 
of each test case in cumulant matrices. The cumulant matrices computations are done 
in parallel, which is the main reason for the achieved speedups in our implementations. 
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The curve’s fluctuation in Fig.4 was originated from increases in the number of blocks 
in our GPU implementations. It should be noted that if the number of blocks increases 
more than the occupancy limit of streaming processors, some blocks wait for the com-
pletion of other tasks to start their computations. 

 

Fig. 4. The relative speed up of cumulant matrices component 

5.2 Joint Diagonalization Optimization 

Another component that we need to optimize is the joint diagonalization.This module 
uses two customized kernels to utilize the GPU and to coalesce memory accesses for 
its optimizations. In this part, we present the speedups as the results of the applied 
optimizations. 

Fig.5 shows the relative speedup of each test case in the joint diagonalization mod-
ule. As stated before, the curve fluctuation is the result of increasing the block num-
bers in the GPU implementation. Another reason is the rotation numbers (rotations are 
equal to the number of left or right rotations) of joint diagonalization. In other words, 
rotations grow more heavily when the number of variable increases. This is mainly 
due to having more kernel calls. 

 

Fig. 5. The relative speed up of joint diagonalization component 

5.3 Overall Performance 

Having optimized the separate components, we applied the optimized versions of the 
above-mentioned components to the original JADE algorithm. The overall perfor-
mance of our program is presented in Fig.6. As shown in this figure, in test cases  
with 24, 28 and 32 channel numbers (variable number), the performance degrades.  
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