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Abstract. To improve the accuracy and efficiency of image copy detection, a 
novel system is proposed based on Graphics Processing Units (GPU). We com-
bine two complementary local features, Harris-Laplace and SURF, to provide a 
compact representation of an image. By using complementary features, the im-
age is better covered and the detection accuracy becomes less dependent on the 
actual image content. Moreover, ordinal measure (OM) is applied as semilocal 
spatial coherent verification. To improve time performance, the process of local 
features generation and OM calculating are implemented on the GPU through 
NVIDIA CUDA. Experiments show that our system achieves a 15% precision 
improvement over the baseline Hamming embedding approach. Compared to 
the CPU-based method, the GPU realization reaches up to a 30-40x speedup, 
having real-time performance.  

Keywords: image copy detection, CUDA, GPU, local feature, semilocal spatial 
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1 Introduction 

The goal of image copy detection, given a query copy image, is to locate its original 
image in the database. The copy image is obtained by editing the original image 
through photometric and geometric changes. It is useful in many applications, such as 
copyright protection and redundant image filtering. 

State-of-the-art image copy detection systems [1, 2, 3, 4] are based on a bag-of-
features (BOF). BOF image retrieval systems first extract a set of local descriptors for 
each image, such as the popular SIFT descriptor [5]. Combined with effective region 
detectors [6, 7], these descriptors are invariant to local deformations [8]. Then, the 
detection systems quantize the descriptors into visual words and apply textual index-
ing and retrieval methods. The commonly used quantizer is k-means clustering. By 
adopting an inverted file index of visual words the retrieval systems avoid storing and 
comparing high-dimensional descriptors sequentially. 

While critical for scalability, quantization has two major shortcomings. First, quan-
tization reduces the discriminative capacity of local descriptors, since different de-
scriptors quantized to the same visual word are considered to match with each other. 
Second, it is sensitive to transformations. The slight modifications to an image patch 
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can lead to its descriptor being quantized to different visual words. Soft-quantization 
[4] has been proposed to solve these two problems by quantizing a descriptor to sev-
eral neighboring visual words, but it increases the index file size and still ignores the 
spatial information of feature points. Global spatial coherent verification [1, 2, 3] has 
been proposed as post-processing to reject mismatches, but it is computationally ex-
pensive. Besides, the extracting of local regions and descriptors is so time-consuming 
that most of the existing systems only apply one kind of local feature [1, 3, 4]. As 
different local features contain different characteristics of an image, adopting one 
kind of local feature cannot represent an image comprehensively [8].  

In the past few years, the progress of GPU is tremendous. The computational capa-
bility of GPU today is much higher than that of the CPU. Due to its powerful compu-
ting capability, the GPU nowadays serves not only for graphics display, but also for 
general-purpose computation [9], such as molecular dynamics and image processing. 
To promote the use of GPU in the field of parallel computing, NVIDIA announced a 
powerful GPU architecture called “Compute Unified Device Architecture” (CUDA) 
[6]. CUDA provides two main modifications to effectively improve the programma-
bility of GPU: unified shaders and shared memory. CUDA is basically a single in-
struction and multiple data architecture and can let programmers efficiently map a 
computing problem onto the GPU [11, 12, 13]. 

In this paper we propose a novel scheme which combines two local features, Har-
ris-Laplace (with SIFT descriptor) [5, 6] and SURF [7], to design an effective and 
efficient image copy detection system. These two local features are complementary to 
each other and can provide highly compact representation of an image. We also em-
ploy OM [14, 15] to represent the spatial configuration around the interest point, sup-
plying semilocal spatial coherent verification. OM is easy to calculate and has great 
distinguishability. Furthermore, the processes of interest point extraction, descriptor 
generation and OM computing are all accomplished on GPU, which improve the time 
performance significantly. Experiments show that our scheme achieves a 15% im-
provement over the baseline approach [1] and has real- time performance. 

The paper is organized as follows. Section 2 describes the new image indexing 
strategy. Section 3 presents the details of GPU implementation. Finally, section 4 
shows the experiment results and section 5 concludes the paper. 

2 Image Indexing Strategy 

In this section, we propose a novel image copy detection system. Instead of using a 
single local feature, we make use of two local features, which represent different parts 
of an image, to increase the detection accuracy of our system. Meanwhile, to avoid 
the complex global spatial coherent verification, we adopt OM [14] as semilocal spa-
tial coherent verification. Then an effective image copy detection system is proposed.  

2.1 Combination of Local Features 

Local features have been widely used in image copy detection and other applications 
[1 - 8]. But the existing systems [1 - 4] usually adopt only one kind of local feature. 
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As a local feature just represents partial information of an image, such as corner, blob 
and region, it is not representative to distinguish an image in a large corpus of images 
[8]. Among all the local features, we pay special attention to Harris-Laplace [6] and 
SURF [7]. 

 

Fig. 1. Left: Interest points detected by Harris-Laplace. Right: Interest points detected by 
SURF. The red circles represent the detected features. 

The Harris-Laplace detector [6] is based on the second moment matrix. The second 
moment matrix is also called the auto-correlation matrix, which is often used for 
feature detection and describing local image structures. This matrix describes the 
gradient distribution in a local neighborhood of a point. 

         
2

2
2

( , ) ( , )
( )*

( , ) ( , )
x D x y D

D I
x y D y D

I X σ I I X σ
M σ g σ

I I X σ I X σ
 

=  
  

 .                 (1) 

Where Iσ is the integration scale, Dσ is the differentiation scale; xI and yI are the 

derivatives computed in the x and y direction. The eigenvalues of matrix M represent 
two principal signal changes in the neighborhood of point X. This property enables 
the extraction of points, for which both curvatures are significant, that is the signal 
change is significant in the orthogonal directions i.e. corners, junctions etc [6], as the 
left image of Fig.1 shows. 

The SURF detector is based on Hessian matrix [7], which can also be applied to 
describe the properties of local image structures. The Hessian matrix of an image is 
built with second order derivatives. 
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Where Dσ is the differentiation scale; xxI , yyI and xyI are the second order deriva-

tives. These derivatives encode the shape information by providing the description of 
how the normal to an isosurface changes, that is the signal change is conspicuous in 
all the directions around the point X. Based on this property, blob-like structures can 
be found in the image [7], as the right image of Fig.1 shows. 
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The theoretical analysis of Harris-Laplace and SURF shows that SURF is in a 
sense complementary to Harris-Laplace [8]. As an example shown in Fig.1, for an 
image of sunflower field, Harris-Laplace [6] detects “corner” like structures and the 
detected points are near object boundaries. For the same image, SURF [7] detects 
“blob” like structures and the detected points are localized in the object plane than 
corners. By using them together, the image is better covered and the detection per-
formance becomes less dependent on the actual image content. In this motivation, we 
combine these two detectors to realize effective image copy detection. 

2.2 Semilocal Spatial Coherent Verification 

To improve the discriminative power of local features, global spatial coherent verifi-
cation has been introduced to image copy detection [1-5]. By estimating the affine 
transformation between the query image and the candidate images, it can filter out 
images that do not arise from valid 2D geometric transforms of the query image. 
Global spatial coherent verification is effective, but it has a high degree of computa-
tional complexity. Local spatial consistency from k (k = 15) nearest neighbors, a 
weaker but computationally more feasible geometric constraint, is proposed in [2] to 
filter false matches. However it is sensitive to image transformations. 

So far, little attention has been paid to using the information of the interest point's 
spatial neighborhood to improve its distinguishability [15]. In this paper, instead of 
using global spatial coherent verification, we adopt OM [14] to represent the semiloc-
al spatial relation of the neighborhood around the detected interest point, providing 
semilocal spatial coherent verification. As shown in Fig.2, the red dot is the interest 
point p ; suppose the characteristic scale of p is σ , the side length of the local region 

and the spatial neighborhood are 1k σ and 2k σ respectively. In experiment, 1k is 10 

and 2k equals to 20. We extract the descriptor of p from its local region and the OM 

of p from the spatial neighborhood. 

 

Fig. 2. Feature generation areas and corresponding features 

Let 1 2 9( , , , )xom x x  ... x=  and 1 2 9( , , , )yom y y  ... y=  are the two OMs of interest 

points X and Y, the similarity of xom and yom is defined by: 
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where d(.) is the 1L distance. 
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2.3 Image Copy Detection Strategy 

Our image copy detection system is illustrated in Fig.3. To improve the detection 
accuracy, we apply approximate nearest neighbors (ANN) indexing structure [16] for 
feature storage and search. 

 

Fig. 3. The image copy detection system 

The system consists of the following three steps: 

1. Construct feature datasets: For each image in the image database we extract 
its local features, Harris-Laplace (with SIFT descriptor) [5, 6] and SURF [7]. 
The OMs are computed for all the interest points. Then the ANN algorithm 
[16] builds feature datasets to store and index the features, one dataset for a 
kind of feature. The OMs are stored in the document. 

2. Query and filter: As we apply two kinds of features, there are twice query 
processes for a query image Q. For each interest point q of Q, we use approx-
imate k (k = 10) near neighbor search to query the corresponding feature data-
set, getting the initial candidate point set S'. Then we filter out the point p in 
S', if , ) 5q pS om om <( . The score of the candidate image P is calculated by: 
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Where ( , )match Q P is the number of matched points between image Q and 

P, and ( , )min Q P is the minimum point number of the two images. So Q 

have two result lists and P may appear in both lists and have two scores, 

1score P( ) and 2score P( ) . 

3. Results fusion: We fuse the result lists returned by the queries of each kind of 
feature. For each candidate image in “Result 1” and “Result 2”, the fusion is 
defined by: 
 

                 1 2final score P  = max score P score P( ) ( ( )， ( ) )  .        (5) 
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It means to take its maximum score. The final returned images are sorted ac-
cording to their scores, and the top-ranked images are the copy images of the 
query. 

3 Implementation on the GPU 

This section presents the implementation of our image copy detection system on the 
GPU. Limited to the architecture of GPU [10] and the characteristics of the algo-
rithms, we cannot transplant the whole system to the GPU. So far, we can only realize 
interest point extraction, descriptor generation and OM computing on the GPU, while 
the rest of the system is still carried out on the CPU. The CPU and GPU co-working 
model of our system is illustrated in Fig.4. 

 

Fig. 4. The CPU and GPU co-working model 

3.1 GPU- Based Harris-Laplace 

Harris-Laplace algorithm only involves convolution and derivation operations, which 
have the inherent nature of parallelism. So, we partition the image data equally into 
data blocks and distribute them among the thread blocks, as shown in Fig.5. In the 
implementation, there are 16 × 16 threads in a thread block and the total number of 
thread block is: 

          
_ _

_
16 16

image width image height
Block num = ×  .                 (6) 

Each thread is responsible for the processing of a pixel, and the intermediate results 
are stored in the shared memory to reduce the time consuming caused by data transi-
tion. Furthermore, to speed up convolution operation, we approximate Gaussian with 
box filters, which is beneficial to GPU acceleration too. As box filters are constant, 
we put them in the constant memory when the program starts.  

During the convolution calculation, the problem of “boundary cases” will be con-
fronted. As shown in Fig.5, when calculating convolution for data blocks 1 and 6, the 
required data are represented by the red and blue dashed box. If we set “conditional 
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check” for each pixel, speedup gain will be reduced [10]. So we copy image data to 
texture memory, which handles the “boundary cases” automatically. 

 

Fig. 5. Data partition and distribution 

The data layout of our GPU-based Harris-Laplace follows the method of [11]. Four 
scales, which are four Gaussian filtered versions, are being calculated simultaneously. 
The scale-level parallelism can get further speedup. 

3.2 GPU- Based SURF, SIFT and OM 

We implement SURF and SIFT on GPU as [12] and [11] do, except for histogram 
computation, which can also be applied for OM calculation. As a commonly used 
analysis tool, histogram is quite difficult to compute efficiently on the GPU [10]. 
CUDA SDK takes advantages of atomic shared memory operations and designs an 
efficient histogram calculation method [13]. But atomic functions operating on shared 
memory are only available for devices of compute capability 1.2 and above. 

Based on the compute capability of our device (NVIDIA GeForce 9800GTX+, 
1.1), we use shared memory to calculate histogram step by step, as illustrated in Fig.6. 
To calculate the histogram of a 8× 8 pixel block, we divide it into four 4× 4 pixel 
blocks; then, four threads compute the four histograms of these blocks, one for each; 
the intermediate results are stored in the shared memory; finally, one thread combines 
the four histograms into one, getting the final result.  

 

Fig. 6. Parallel histogram computation 
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4 Experiments 

4.1 Experiment Data and Environment 

We take the INRIA Copydays dataset as evaluation dataset1.The dataset contains 157 
original images. To represent typical transformations performed on images in a copy 
detection application, each image of the dataset has been transformed with three kinds 
of transformations: 

• Image resizing (by a factor of 4 in dimension and 16 in total surface), followed by 
JPEG compression ranging from JPEG3 (low quality) to JPEG75 (high quality). 

• Cropping ranging from 5% to 80% of the image surface. 
• Strong transformations: print and scan, perspective effect, blur, paint, contrast 

change, etc.  

The transformed images are illustrated in Fig.7. The goal of this dataset is to evaluate 
the behavior of indexing algorithms for most common image copies.  

We also have 100 thousand images as “distracting images”, which are crawled 
from Flickr2. The distracters include nature scenes, people, buildings and cartoons. 
Their size ranges from 256 × 364 to 1024× 1024. 

 

Fig. 7. Sample images from INRIA Copydays and corresponding transformed images 

In the evaluation, we use the 157 original images as queries. Following the 
standard evaluation measure [1, 3], we use mean average precision (mAP) as our 

                                                           
1 http://lear.inrialpes.fr/people/jegou/data.php 
2 http://www.flickr.com/ 
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evaluation metric. For each query image we calculate its precision-recall curve, from 
which we obtain its average precision and then take the mean value over all queries. 

The experiment environment is: Intel Core E8400 3.0GHz with 2048MB memory, 
NVIDIA GeForce 9800GTX+ with 512MB DRAM, Microsoft Windows XP sp2, 
CUDA Toolkit 2.1 and CUDA Driver (181.20). 

4.2 Time Performance Analysis 

Fig.8 and Fig.9 show the time used by CPU and GPU to extract Harris_Laplace, 
SIFT, SURF and OM for images of different size. From these tables, we observe that 
local feature extraction speed can get significant improvement with GPU. It only 
takes 67.4 ms to compute a 600× 600 image, and the speedup for high resolution im-
ages is much more salient. This saves time for feature querying process and is the 
basis for real-time image copy detection. 

 

Fig. 8. Time cost of CPU and GPU to calculate SURF and OM 

 

Fig. 9. Time cost of CPU and GPU to calculate Harris-Laplace, SIFT and OM 

Table 1 illustrates the time used by the different parts of our system for detecting a 
640× 480 image. The matching process is implemented on CPU, so the time cost is 
identical. Compared to the CPU-based method, the GPU realization achieves up to a 
30-40x speedup. With the powerful parallel computing capability of GPU, our system 
has real-time performance. 
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Table 1. Time (ms) used by the different parts of our system for detecting a 640× 480 image 

 
Feature 

extraction 
Matching Total Speedup 

GPU 52.4 
17.5 

69.9 
37.4 

CPU 2602.5 2620 

4.3 Accuracy Performance Analysis 

To prove the effectiveness of semilocal spatial coherent verification played by OM, 
we do queries with and without OM and compare the corresponding mAP values, as 
illustrated in Fig.10 (a) and (b). “Harris_Laplace_no_OM” means we only use Har-
ris_Laplace, without applying OM. “Harris_Laplace_OM” means we not only use 
Harris_Laplace, but also adopt OM for semilocal spatial coherent verification. The 
same hold for “SURF_no_OM” and “SURF_OM”.  

 

(a) CROP 

 

(b) SCALE (1/16) +JPEG 

Fig. 10. The performance verification of OM as spatial coherent verification 
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From Fig.10, we can see that using OM as semilocal spatial coherent verification 
can obviously improve detection accuracy. The mAP values are increased by 10 – 
20% for CROP and SCALE + JPEG attacks; the effect is more obvious when the 
attacks getting stronger. This is because that using the spatial neighborhood informa-
tion can improve the distinguish ability of local features, and reduce mismatches. 

To evaluate the detection accuracy of our system, we take Hamming embedding 
(HE) [1] as the “baseline” approach, which is one of the best methods in state-of-the-
art [1, 3]. The vocabulary has 2000 visual words, which gives best performance 
when we experiment with different sizes. As our system has excellent performance 
in dealing with JPEG attack, we only show the comparison of handling 
cropping attack, as illustrated in Fig.11. “FUSE” is fusing the result lists returned by 
“Harris_Laplace_OM” and “SURF_OM”, as described in 2.3. 

 

Fig. 11. The performance verification of our system 

From Fig.11, we can draw two major observations. First, result fusion improves the 
mAP value remarkably, as can be seen by comparing the results for “FUSE” to “Har-
ris_Laplace_OM” and “SURF_OM”. This shows the benefit of using complementary 
features. As complementary local features has a much more compact representation of 
an image, and can deal with images of different content. Second, compared to HE [1], 
the mAP of “FUSE” gets significant improvement. When cropping rate is 50%, the 
mAP is increased from 0.83 to 0.96, about 15% improvement. It demonstrates the 
effectiveness of our system. 

5 Conclusions 

We have introduced an effective and efficient image copy detection system based 
on GPU. We combine two complementary local features together and use OM 
as semilocal spatial coherent verification. To speed up detection, the process of 
local features generation and OM computing are implemented on the GPU. The com-
bination of complementary local features can represent the information of an image 
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comprehensively. OM makes the features more discriminative and reduces mis-
matches. Experiments show that our system outperforms the current state-of-the-art 
and has excellent time performance. 

Features combination and using GPU are two general and powerful frameworks. 
Our future work is to combine features in an advanced way and port the other parts of 
copy detection, such as indexing and matching on the GPU. 
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