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Abstract. We present a multi-view stereo method that avoids produc-
ing hallucinated surfaces which do not correspond to real surfaces. Our
approach to 3D reconstruction is based on the minimal s-t cut of the
graph derived from the Delaunay tetrahedralization of a dense 3D point
cloud, which produces water-tight meshes. This is often a desirable prop-
erty but it hallucinates surfaces in complicated scenes with multiple ob-
jects and free open space. For example, a sequence of images obtained
from a moving vehicle often produces meshes where the sky is halluci-
nated because there are no images looking from the above to the ground
plane. We present a method for detecting and removing such surfaces.
The method is based on removing perturbation sensitive parts of the
reconstruction using multiple reconstructions of perturbed input data.
We demonstrate our method on several standard datasets often used to
benchmark multi-view stereo and show that it outperforms the state-of-
the-art techniques 1.
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1 Introduction

Promising approaches to Multi-View Stereo (MVS) reconstruction, which have
appeared recently [1–7], get the degree of accuracy and completeness comparable
to laser scans [8, 9]. Yet, producing complete reconstructions of outdoor and
complicated scenes is still an open problem.

In this work we extend previous work by presenting a method for hallucination-
free MVS reconstruction. By hallucinated surfaces we mean the surfaces which
are present in the reconstruction but do not correspond to real surfaces.

We build on the global approach to 3D reconstruction based on the minimal
s-t cut of the graph derived from the Delaunay tetrahedralization of a dense
3D point cloud [4, 10]. It solves the visibility task by accumulating energy in
free space between the surface and cameras, which is later used to solve the s-t
cut. The main advantages of this approach are robustness to noise in the 3D
point cloud and producing water-tight reconstructions. This approach is very
opportunistic and tends to produce complete meshes by using a strong visibility
prior to explain missing data by surfaces.

1 The authors were supported by SGS10/186/OHK3/2T/13, FP7-SPACE-241523
PRoViScout and MSM6840770038.
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(a) (b)

(c) (d)

Fig. 1. Dragon-P114 data set: (a) 3D surface before removing hallucinations, (b) 3D
surface wireframe before removing hallucinations, (c) 3D surface after removing hallu-
cinations using approach proposed in [7], (d) 3D surface after removing hallucinations
using our method.

In contrast to this, the alternative state-of-the art method [7] is focused on pro-
ducing a noise free oriented point cloud to generate 3D mesh using [11]. This ap-
proach is rather conservative and tends to reconstruct surfaces which have strong
support from the data. It leaves the space free where the support is not sufficient.

In many situations, the former method is preferable to the later one since it is
difficult to fill in the holes in 3D reconstruction in later processing stages when the
access to original images may not be available anymore. Recent work of Vu [1],
which produces the initial mesh as in [10] and later refines it by using a variational
method, demonstrates that this approach can be used to produce excellent results
for closed objects and scenes sufficiently represented by images from all directions.

In this work, we focus on removing hallucinated surfaces which are often gener-
ated by the approach [10] when reconstructing complicated scenes with multiple
objects and free open space. This happens, for instance, when reconstructing
outdoor scenes where a hallucinated surface is generated in place of the sky to
obtain a closed surface, Figures 1(a,b) and 2(a,b).
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(a) (b)

(c) (d)

Fig. 2. Castle-P30 data set: (a) 3D surface before removing hallucinations, (b) 3D
surface wireframe before removing hallucinations, (c) 3D surface after removing hallu-
cinations using approach proposed in [7], (d) 3D surface after removing hallucinations
using our method.

In [7] the problem is solved by removing large triangles, i.e. they discard the
triangles whose average edge length is greater than six times the average edge
length of the whole mesh. Here we show that there exist important situations
when the large triangles are not hallucinations and are needed to produce com-
plete meshes. Our approach can avoid discarding such triangles. On the other
hand we show that sometimes we need to discard small triangles, too.

Our method can play an important role in a large-scale city modeling system.
In such datasets top views are usually missing which, as we have mentioned
above, often leads to hallucinations.

2 Motivation

The approach by using triangle (or related tetrahedron) property like average
edge length [7], maximal edge length, triangle area, radius of circumscribed
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sphere of the related tetrahedron, and so on, can not be used to remove hal-
lucinated surfaces well in general. The reason is that it is possible (and we
demonstrate it in our experiments) that the reconstruction pipeline will produce
the mesh where one can often find two subsets of triangles of the same average
edge length of the mesh such that the first subset corresponds to a hallucina-
tion but the second one corresponds to a real surface. Therefore, it is in general
not possible to find a threshold on these dimensional parameters which would
separate hallucinated triangles, see Figure 5 .

The main idea behind our approach is motivated by the following observation.
The surfaces which have strong support from the data are mostly not affected
by small perturbations. By the strong support we mean that there are many
reconstructed points near the real surface. On the other hand the surfaces, which
are originally created due to false positive points, are usually strongly affected
by perturbations because false positives are generated randomly and usually
sparsely distributed far from true surfaces.

We assign a confidence value to each triangle based on the sensitivity to
perturbations (see Section 6). We build the s-t graph [12] from the triangulation
and the confidences and solve it by the implementation [13]. If a triangle is
labelled as sink we deem the triangle as hallucinated.

One can argue that large triangles will be mostly created from false positive
3D points. That is often true but large triangles are also created in texture-
less parts of the scene (see Figure 2) and in parts which have very oblique
viewing angles (see Figure 1). Such triangles are important because they make
the reconstruction complete. The main contribution of our method is to keep such
triangles in the reconstruction while removing the triangles that are hallucinated.

We have to point out that our method may keep unseen parts of the surface
when they are a part of the visual hull of the scene (see Figure 6 with the roof
region behind dormers is filled). We do not consider such parts as hallucinations.

3 Reconstruction Pipeline

Our MVS pipeline is similar to the pipeline proposed in [1]. First, we compute
feasible camera pairs based on the epipolar geometry as in [14]. Next, we detect
and match SIFT features [15] in the feasible camera pairs using [16]. We triangu-
late matches and create seeds. A seed is a 3D point with a set of cameras it was
triangulated from. For each camera we compute the minimal and the maximal
depth based on the related seeds. Then, we perform the plane-sweeping and fil-
tering (see Section 4) at several scales. To remove hallucinated surfaces, we run
a mesh computation k times from differently perturbed data. In each iteration
we perturb (see Section 5) the point cloud generated by plane-sweeping and use
it as the input to our implementation of the method proposed in [10]. We do not
perform mesh refinement as in [1] but do mesh smoothing as in [10]. This gives
us k meshes. We remove hallucinated surfaces from the first mesh using other
meshes (see Section 6 and 7). This gives us the resulting mesh.
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Fig. 3. Histogram of log10 of confidences for (a) Castle-P30 dataset, (b) Fountain-P11
dataset and (c) Dragon-P114 dataset with s (red) and t (green) values. (see text)

4 Plane-Sweeping and Filtering

Our plane-sweeping is slightly different from the state-of-the art [17–19]. We do
plane sweeping for each reference camera with respect to the set of α nearest
feasible target cameras (we use α = 4 in all of our experiments). For each pixel
p and for each depth d (corresponding to a plane parallel to the reference image
plane) we compute the photo-consistency f(p, d) of the depth as follows. For each
pair of the reference r and target t cameras we compute photo-consistency value
c(p, d, r, t) as the NCC between 5×5 window centred in the pixel on the reference
image and its projection to the target image. The projection is generated by the
homography inducted by the plane and consistent with the epipolar geometry
between the reference and target images. The NCC value is in the range 〈−1, 1〉,
where value −1 represents the worst photo-consistency and value 1 the best one.
The photo-consistency f(p, d) equals the maximum of c(p, d, r, t) over all target
cameras t and fixed r. The reconstructed depth γ(p) of the pixel p is chosen as the
depth d for which f(p, d) is maximal and f(p, d) > δ (we use δ = 0.8 in all of our
experiments). If there does not exist such depth, then we set γ(p) as unknown.
This plane-sweeping strategy produces a lot of true positive 3D points, but a
lot of false positive ones. Therefore, we perform a simple but fast and effective
filtering after plane-sweeping. For each 3D point we search for other 3D points
in its small neighbourhood. If there are at least β (we use β = 2 in Fountain
dataset and β = 3 in all others) 3D points from β different cameras, then we
accept the point. We consider all depths which were filtered out as unknown. We
choose this approach because we have experimentally verified that this approach
produces more true positives than for example [18, 19]. On the other hand it
still (even after filtering) produces some false positives. But this is not critical
because we are later using a strong tool [10] which can effectively deal with noise.

5 The Principle of the Removal of Hallucinated Surfaces

Method [10] tends to produce closed meshes and hence it generates false (hal-
lucinated) surfaces in places which are not well captured by any camera. The
hallucinated surfaces are often related to missing cameras which would otherwise
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lead to cleaning the space between the cameras and the real surface of the scene.
When cameras are not present, method [10] hallucinates surfaces from sparsely
distributed false positive points which are present in the point cloud. On the
other hand, surfaces, which are strongly supported by the data, i.e. where the
point cloud is dense near the real surface, or which are strongly supported by a
visibility prior, and hence do not have to be strongly supported by the data, are
not affected by the sparsely distributed false positive points. We build our ap-
proach on this observation. We introduce a small amount of false positive points
into the original point cloud several times and filter out unstable hallucinated
surfaces. We implement it by adding a small amount of noise into the depth maps
constructed by plane-sweeping in each iteration. Consider a depth map and all
the pixels with unknown depth in that map. We randomly choose γ (we use
γ = 0.1 in all of our experiments) percent of the pixels with unknown depth and
assign them depths randomly. The new depth is chosen randomly from the four
times the depth range of the camera. The values were selected experimentally
and were sufficient in all of our experiments.

6 Perturbation Based Triangle Confidence Computation

We assign a confidence value to each triangle of each of the k meshes. Let’s
assume the i − th mesh and the j − th triangle t. For each k − th mesh k �= i
we find the nearest triangle tk to the triangle t. We measure the distance of
triangles by the distance of the triangle centers (ct, ctk). Now, for each pair
(t, tk) of triangles we compute d(t, tk) = min{d(ct, tk), d(ctk , t)} over all pairs
tk, t (with fixed t) where d(ct, tk) is the distance of the point ct to the plane
defined by triangle tk. To compute the confidence of the triangle δ(t) we use
Gaussian kernel voting to cluster values d(t, tk).

7 Graph-Cut Based Hallucinations Removing

To remove triangles with high confidence, we formulate a minimum s-t cut prob-
lem [12]. We create a graph from the mesh such that the nodes correspond to
triangles. If two triangles are neighbouring, then we create the edge between
the corresponding nodes. We compute 90th percentile s of all triangle confi-
dences to find the threshold on the triangle confidence. The threshold at the
90th percentile is very conservative because majority of confidences are from
small triangles which have usually similar confidences near zero, see Figure 3.
We introduce value t = 10 s. Value s should correspond to triangles which should
be definitely in the final mesh, value t to triangles which should definitely be
removed. We assign (s− δ(t))2 value to each s-edge and (t− δ(t))2 value to each
t-edge. To each edge between nodes we assign value s + (t − s)/4. This value
is established experimentally to remove isolated triangles. We use this value in
all of our experiments. To solve the s-t cut problem we use the implementation
described in [13]. The final mesh consists of the triangles represented by the
s-nodes.
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Fig. 4. Strecha’s evaluation [9] for the Fountain-P11 (a,b) and Castle-P30 (c,d) data
sets. OUR - this paper, VU [1], SAL [20], ST4 [21], FUR [7], JAN09 [14]. (a,c) his-
tograms of the relative error with respect to nσ for all views. The σ is determined
from reference data by simulating the process of measurement and can vary across the
surface and views. (b,d) relative error cumulated histograms.

8 Performance Discussion

In this section we provide the time performance discussion of our pipeline. We
discuss how to make significant speedup, too.

The plane-sweeping was performed on the original scale and on two, three
and four times sub-sampled images. The plane-sweeping is implemented on GPU.
The computation time of one depth map varies from a few minutes on 3072×2048
resolution to a second on the smallest scale (768 × 512). The time complexity
is cubic, because the number of depths scales with the image resolution. The
computation time of the filtering step is approximately tens of seconds. We have
to point out that the plane-sweeping and filtering is performed only once for each
camera at each scale. The computation time of one perturbation iteration using
our implementation of [10] is approximately tens of minutes. The time depends
on the number of input points. In our experiments the number of points varies
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(a) (b)

Fig. 5. Dragon-P114 data set: (a) 3D surface before removing hallucinations colored
by average edge length of the triangle, blue - smallest, red - 10-times average edge
length of the whole mesh and more (using JET color model), (b) red - triangles with
average edge length smaller than 3-times or larger than 6-times average edge length
of the whole mesh, green - triangles with average edge length between 3-times and 6-
times average edge length of the whole mesh, top ellipse - real surface, bottom ellipses -
hallucination. Conclusion: average edge length does not separate real surface triangles
from the hallucinated ones.

in the range of one to six millions. The computation time of consistencies and
graph-cut based hallucinations removal is approximately minutes.

We have tested our method with k = 10. We think that k = 3 should be
enough, too. The code can be later optimized with respect to that only small
amount of 3D points are changing in each iteration. Therefore we would build
the triangulation from original points and remember it. Later we would add
perturbed points (0.1% of original points in all of our experiments) and update
the weights to the triangulation in each iteration. This optimization would cause
that the computation time of all iterations should be similar to the computation
time of one iteration.

9 Results

Based on the experiments we observed that using the criterial function based on
the triangle (or related tetrahedron) property like average edge length, maximal
edge length, triangle area and so on, can not be used to remove hallucinated
surfaces with sufficient quality. Figure 5 shows the input mesh (including hal-
lucinations) colored by the average edge lengths using JET color model. Red
color represents the triangles whose average edge lengths are greater or equal
to 10-times average edge length of the whole mesh. Blue color represents the
triangles which average edge lengths goes to zero. Areas marked by the ellipses
show two different parts of the mesh. Both of them (see the distribution of col-
ors) contain the triangles with the same average edge lengths. But, the top set
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(a) (b)

Fig. 6. Castle-P30 data set (top view): (a) 3D surface after removing hallucinations
using approach proposed in [7], (b) 3D surface after removing hallucinations using our
method.

(a) (b)

Fig. 7. Fountain-P11 data set: (a) 3D surface removing hallucinations using approach
proposed in [7], (b) 3D surface after removing hallucinations using our method

of triangles represents real object part and the bottom ones are hallucinated.
This example demonstrates that it is impossible to find a threshold which would
separate the hallucinated part from the real one in general. We carried out sev-
eral experiments on this dataset using maximal edge length, triangle area and
maximal radius of circumscribed sphere of the related tetrahedron, and all of
them produced similar results.

To evaluate the quality of our reconstructions, we present results on data
sets from the standard Strecha’s [9] evaluation database. We show the result
for three different outdoor datasets: Fountain-P11, Castle-P30, Dragon-P114.
The first two datasets are Strecha’s datasets [9] and the last one is the data
set of a dragon’s sculpture in Kyoto. Strecha’s Fountain-P11 data set contains
11 3072 × 2048 images. Strecha’s Castle-P30 data set contains 30 3072 × 2048
images. Dragon data set contains 114 1936× 1296 images.



Hallucination-Free Multi-View Stereo 193

(a) (b)

(c) (d)

Fig. 8. Castle-P30 data set: (a) 3D surface before removing hallucinations colored
by average edge length of the triangle, blue - smallest, red - 10-times average edge
length of the whole mesh and more (using JET color model), (b) 3D surface after re-
moving hallucinations using approach proposed in [7], (c) 3D surface before removing
hallucinations colored by the perturbation based confidence (blue - smallest confi-
dence, red - largest confidence), (d) 3D surface after removing hallucinations using our
method.

Figure 4 shows the evaluation on the Strecha’s Fountain-P11 as well as Castle-
P30 data sets. See the Strecha’s evaluation page for JAN10 results and their
comparison. The histograms shows that our reconstructions are more or less on
the same level at 2σ and 3 σ as the method [1] which uses an additional mesh
refinement step. The cumulative histograms shows that our method outperforms
all other methods in completeness. In Figure 4 (a) and (b) we are comparing our
results with four best methods [1, 7, 20, 21]. For complete results, we refer the
reader to the challenge website [22]. This experiment demonstrates that methods
based on the opportunistic approach [10] produces complete and accurate results
and outperforms the other state-of-the-art methods, and it is therefore important
to deal with its negatives which was the goal of this paper.

We made several experiments to demonstrate that our method produces better
results than the state-of-the art approach proposed in [7], which solves this
problem by removing large triangles, i.e. they discard the triangles which average
edge length is greater than six times the average edge length of the whole mesh.
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Figures 1 and 5 show the comparison of the results computed using the approach
proposed in [7] with the results computed using our method on Dragon-P114
data set. Figures 6 (a) and (c) show that our method can better deal with larger
triangles which are on the ground and which cover surfaces captured at oblique
angles. Figures 6, 8 and 2 show the comparison of the results computed using
the approach proposed in [7] with the results computed using our method on
Castle-P30 data set. Figures 6 (a) and (c) show that our method can better
preserve large triangles which are in between the windows where is a lack of the
texture but which are not hallucinated. Figure 7 shows the comparison of the
results computed using the approach proposed in [7] with the results computed
using our method on Fountain-P11 data set. It shows that our method can avoid
discarding important low-textured parts of the scene.

Figure 9 shows the detailed view of the dragon’s head before and af-
ter removing hallucinations using our method (untextured and textured). We
have used the nearest camera to texture each triangle without texture color
unification.

(a) (b)

(c) (d)

Fig. 9. Detailed view of the dragon’s head. (a) 3D surface before removing halluci-
nations untextured, (b) 3D surface before removing hallucinations textured, (c) 3D
surface after removing hallucinations using our method untextured, (d) 3D surface
after removing hallucinations using our method textured.
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10 Conclusion

In this work we proposed a hallucination-free multi-view stereo method. We
demonstrated that the quality of our reconstructions is comparable to the best
state-of-the art methods on several benchmark datasets. We have shown ex-
perimentally that our method produces more complete reconstructions while
removing falsely generated surfaces.
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