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Abstract. A novel approach to semi-supervised learning for classical
Fisher linear discriminant analysis is presented. It formulates the prob-
lem in terms of a constrained log-likelihood approach, where the semi-
supervision comes in through the constraints. These constraints encode
that the parameters in linear discriminant analysis fulfill particular re-
lations involving label-dependent and label-independent quantities. In
this way, the latter type of parameters, which can be estimated based
on unlabeled data, impose constraints on the former. The former pa-
rameters are the class-conditional means and the average within-class
covariance matrix, which are the parameters of interest in linear dis-
criminant analysis. The constraints lead to a reduction in variability of
the label-dependent estimates, resulting in a potential improvement of
the semi-supervised linear discriminant over that of its regular super-
vised counterpart. We state upfront that some of the key insights in this
contribution have been published previously in a workshop paper by the
first author. The major contribution in this work is the basic observation
that a semi-supervised linear discriminant analysis can be formulated in
terms of a principled log-likelihood approach, where the previous solu-
tion employed an ad hoc procedure. With the current contribution, we
move yet another step closer to a proper formulation of a semi-supervised
version of this classical technique.

1 Introduction

Supervised learning aims to learn from examples. That is, given a limited num-
ber of instances of a particular input-output relation, its goal is to generalize
this relationship to new and unseen data in order to enable the prediction of the
associated output given new input. Specifically, supervised classification aims
to infer an unknown feature vector-class label relation from a finite, potentially
small, number of input feature vectors and their associated, desired output class
labels. Now, an elementary question is whether and, if so, how the availability
of additional unlabeled data can significantly improve the training of such clas-
sifier. This is what constitutes the problem of semi-supervised classification or,
generally, semi-supervised learning [3,22].
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The hope or, rather, belief is that semi-supervision can bring enormous
progress to many scientific and application areas in which classification problems
play a key role, simply by exploiting the often enormous amounts of unlabeled
data available (think computer vision, text mining, retrieval, medical diagnos-
tics, but also social sciences, psychometrics, econometrics, etc.). The matter of
the fact, however, is that up to now semi-supervised methods have not been
widely accepted outside of the realms of computer science, being little used in
other domains. Part of the reason for this may be that current methods offer no
performance guarantees [2,20] and often deteriorate in the light of large amounts
of unlabeled samples [4,5,18].

References [10] and [11] identify as main reason for the frequent failure of
semi-supervision that current semi-supervised approaches typically rely on as-
sumptions extraneous to the classifier being considered. A similar point has been
raised in [13]. Indeed, the main current approaches to semi-supervised learning
stress the need for presuppositions such as the cluster assumption: points from
the same class cluster, the smoothness assumption: neighboring point have the
same label, the assumption of low density separation: the decision boundary is
located in low density areas, and the like [3,22]. Given a particular assumption
holds, one is able to extract relevant information not only from the labeled, but
especially from the unlabeled examples. While it is undeniably true that having
more precise knowledge on the distribution of data could, or even should, help
in training a better classifier, in many real-world settings it may be questionable
if one can at all check if such conditions are indeed met. Moreover, as soon as
these additional model assumptions do not fit the data, there obviously is the
real risk that adding unlabeled data actually leads to a severe deterioration of
classification performance [4,5,10,11,18]. Note that this is in contrast with the
supervised setting, where most classifiers, generative or not, are capable of han-
dling mismatched data assumptions rather well, in the sense that adding more
training data generally improves the performance of the classifier.

This work continues in the spirit of the earlier research presented in [10]
and [11]. Reference [10] introduces a semi-supervised version of the simple, at
times still topical [9,19], nearest mean classifier (NMC, [16]). It suggests to ex-
ploit known relationships between the class means and the label-independent
overall mean. Enforcing these constraints during semi-supervision, yields label-
dependent estimates that have smaller expected deviation from the true param-
eter value, which, in turn, leads to reduced classification errors. In fact, despite
its simplicity, semi-supervised NMC in some cases provides error rates that are
competitive with state-of-the-art methods (compare [10] and [3]). Where [10]
presents a straightforward way to enforce labeled-unlabeled constraints merely
involving class means and overall means, [11] shows how to deal with a known
constraint on the average within-class covariance matrix as well. The constraint
is relevant to linear discriminant analysis (LDA) but more difficult to deal with.
Results in [11] show the overall good performance of semi-supervised LDA, not
only when compared to standard supervised LDA setting but also in the light
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of earlier approaches to semi-supervised LDA, which often show detrimental
performance with large amounts of unlabeled samples indeed.

Where the earlier approach provide an ad hoc ways to enforce the constraints,
this paper casts the problem into a principled log-likelihood framework, basi-
cally proposing to optimize the regular likelihood underlying LDA under the
constraint proposed in [11].

After the next section, which presents a brief overview of related work, Section
3 briefly recapitulates the relevant details of the approach presented in [10]. The
main focus in that section will, however, be on semi-supervised LDA as presented
in [11] and the better founded approach to semi-supervision through the log-
likelihood. Section 4 offers an experiment by means of which we try to get an
initial impression about how different the new principled approach is from the
earlier ad hoc technique. In addition, it reports on the results obtained. Section
5 wraps up the work with a discussion and conclusion.

2 Related Work

There are few works that focus on semi-supervised LDA. Most relevant contri-
butions come from statistics and have been published mainly in the 1960s and
1970s. Reference [8] suggests to maximize the likelihood over all permutations
of possible labelings of unlabeled objects. A computationally more feasible ap-
proach is proposed by McLachlan [14,15], which follow an iterative procedure.
Firstly, the linear discriminant is trained on the labeled data only and used to la-
bel all unlabeled instances. Using the now-labeled data, the classifier is retrained
and employed to relabel the initially unlabeled data. This process of relabeling
originally unlabeled data is repeated until none of the samples changes label.

The above approach to semi-supervised learning is basically a form of so-
called self-training or self-learning, which has been suggested in different guises
[14,17,21]. This iterative method also relates directly to the well-known approach
to semi-supervision based on expectation maximization (see [18] and the discus-
sion papers related to [6]). We note that employing expectation maximization
to infer the missing labels will in many cases also lead to worsened error rates,
particularly if too many unlabeled examples are included.

Finally, we remark that there are also semi-supervised approach to LDA as a
dimensionality reduction technique (as opposed to LDA as a classifier) but we
refrain from reviewing these works here.

3 Constrained Log-Likelihood-Based LDA

3.1 Semi-supervised NMC Basics

The semi-supervised version of the (NMC) proposed in [10] is simple but has been
proven to be effective notwithstanding. To start with, note that when employing
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a regular supervised NMC, the K class means, mi with i ∈ {1, . . . ,K}, and the
overall mean of the data, m, fulfill the linear constraint [7]

m =
K∑

i=1

pimi , (1)

where pi is the prior of class i. Having additional unlabeled data, one can improve
the estimate ofm because it does not depend on any labels. In this case, however,
the constraint in Equation (1) will typically be violated. The core idea in [10] is
that one can get improved estimates of the class means by adapting them such
that the constraint is satisfied again. The solution chosen is to simply alter the
K sample class means mi by the same shift such that the new total sample mean
m′ =

∑K
i=1 pim

′
i of the shifted class means m′

i coincides with the total sample
mean μ. The total mean m′ has been obtained using all data available. All in
all, the following update of the class means is suggested

m′
i = mi −

K∑

i=1

pimi + μ . (2)

3.2 Ad Hoc Semi-supervised LDA

For LDA, next to Equation (1), an additional known constraint equates the
sum of the estimates of the between-class covariance matrix B and within-class
covariance W to the total covariance over all data T (cf. [7]). That is

T = W +B , (3)

where

T :=
1

N

K∑

i=1

Ni∑

j=1

(xi,j −m)(xi,j −m)t , (4)

in which xi,j is the jth feature vector from class i, m is the estimated overall
mean, Ni is the number of samples from class i, and N is the total number of
samples. The remaining variables in the equation have the following definitions:

W :=

K∑

i=1

piCi , (5)

where Ci is the sample covariance matrix for class i, and

B :=

K∑

i=1

pi(mi −m)(mi −m)t . (6)

The parameters of interest are the class means mi, the within-class covariance
matrix W, and the priors pi. These parameters should be estimated from both
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labeled and unlabeled data under the constraints provided in Equations (1) and
(3), in which the left hand side is fixed and determined by all data available.

Now, denote the estimated total mean based on all the data by μ, as in
Subsection 3.1, and let the corresponding total covariance matrix be denoted by
Θ. The corresponding mean m and covariance matrix T are based merely on
the labeled data. Reference [11] now suggests the following easy and effective
solution in order to meet the constraints. To start with, transform every labeled
datum x as follows:

x← Θ
1
2T− 1

2 (x −m) + μ . (7)

The transformation sees to it that the overall mean and covariance statistics of
the labeled data match the respective statistics as measured on all data. That
is, on the transformed data, the corresponding m and T equal μ and Θ, re-
spectively. The next step is to simply train a regular LDA on this transformed
training data, providing the semi-supervised estimates for mi and W. By means
of Equation (6), the corresponding B in the transformed space can be deter-
mined. By construction, one has

μ =

K∑

i=1

pimi (8)

and
Θ = W +B . (9)

As the transformation applied is affine, we can actually directly estimate the mis
and the W in the original space. Given the class means m′

i and the within-class
covariance matrix W′ determined on the untransformed labeled data only, the
following holds:

mi = Θ
1
2T− 1

2 (m′
i −m) + μ (10)

W = T− 1
2Θ

1
2W′Θ

1
2T− 1

2 . (11)

This expresses the mis and W in terms of first and second order moment statis-
tics in the original space.

Experiments have demonstrated that this approach outperforms standard
LDA in most cases. What might be even more important, however, is that it
is better behaved than the self-learning and EM-type of approaches, not show-
ing the extreme detrimental behavior the latter methods can display at times.

3.3 Constrained Log-Likelihood-Based LDA

A basic problem with the foregoing solution is that it is unclear in which way
it can be considered optimal. It delivers the necessary means and covariance
matrices such that the constraints are satisfied but there are infinitely many
solutions fulfilling the same constraints. Some of these can be easily constructed
by assigning arbitrary labels to the unlabeled data and training a standard LDA.
As can be checked easily, the parameters estimated in this way will necessarily
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satisfy the constraints given in Equations (1) and (3). The simplicity of the
solution from [11] may be appealing but there really seems to be little reason
to prefer it over any of the others1. There is, however, a solution to this matter
that, by now, should not come as a surprise (see [11]).

The maximum likelihood solution typical employed for LDA, finds the pa-
rameters pi, mi, and W by optimizing the log-likelihood of the complete model
(see, for instance, [16]). In the paper’s notation, for a given labeled data set, this
log-likelihood L can be expressed as follows:

L(pi,miW) =

K∑

i=1

Ni∑

j=1

(
log pi − d

2 log 2π − 1
2 log |W| − 1

2 (xi,j −mi)W
−1(xi,j −mi)

t
)
.

(12)

Maximizing this expression directly leads to the standard sample estimates for
the class priors, the class means, and the average within-class covariance matrix,
provided all pis are positive and add up to 1. Now, next to the constraint on
the priors, as an elegant solution to the semi-supervised estimation problem, the
constraints in Equations (1) and (3), which rely on unlabeled data as well, could
be imposed in addition.

This choice is much more attractive than the ad hoc solution from [11], in
the sense that there is a clear optimality criterion at the basis of this semi-
supervised solution to LDA. In addition, it is based on the log-loss that is at
the basis of LDA in the first place. The price we pay is that we run into a more
complicated optimization problem as the constrained log-likelihood formulation
does not allow for a closed-form solution nor is it convex.

4 Experiment and Results

A small experiment was conducted, basically to get an impression of how our
new approach to semi-supervision compares to the earlier suggestion from [11].
Experiments with standard supervised LDA are included as well, for comparison
but also to remind us that we are still not there: occasionally supervised LDA
will still outperform its semi-supervised variants.

The constrained log-likelihood is optimized by means of a Hessian-corrected
gradient ascent on the constrained means mi (Newton’s method). In every itera-
tion, given the updated means, the new within-class covariance matrixW can be
determined and we can check if it fails to be positive definite. If this happens, we
decrease the step size of the ascend and reevaluate W. A similar action is taken
in case the log-likelihood decreases. In the experiments, two different starting
points satisfying the various constraints are employed. The first one, which is
referred to as α, initializes all class means by the total data mean μ and the

1 Maybe, though, one might be able to demonstrate that the data transformation as
suggested in Subsection 3.2 is the one that deforms the original data in some sort of
minimal way. Up to now, however, we have been unsuccessful in showing this.
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within covariance matrix by the total covariance T. The second starting point is
provided by the ad hoc solution from Subsection 3.2 as presented in [11], which
is referred to as Ω.

Table 1. Some basic properties of the fourteen real-world data sets

data set number of dimensionality dimensionality number of smallest largest
objects (original) (after PCA) class class size class size

glass 214 9 6 6 9 76
haberman 306 3 3 2 81 225
ionosphere 351 33 30 2 126 225
iris 150 4 3 3 50 50
parkinsons 195 22 3 2 48 147
pendigits 10992 16 13 10 1055 1144
pima 768 8 5 2 268 500
sat 6435 36 16 6 626 1533
segmentation 210 19 5 7 30 30
sonar 208 60 29 2 97 111
spambase 4601 57 2 2 1813 2788
transfusion 748 3 3 2 178 570
vowel 990 10 9 11 90 90
wdbc 569 30 2 2 212 357

For the experiments, fourteen real-world data sets are taken from the UCI
Machine Learning Repository [1]. The data sets used together with some spec-
ifications can be found in Table 1. To avoid any problems with singular total
covariance matrices, the dimensionality of all data sets is initially reduced using
PCA so to retain a fraction of 0.99 of the total variance. The data dimensional-
ities after PCA can be found in column four of the table.

The largest effect of semi-supervision may be expected when the labeled train-
ing set is small. Training set sizes are therefore set to equal the dimensionality
plus the number of classes, which makes sure that the within-class covariance is
still invertible. The remainder of the data set is both used as unlabeled data for
the semi-supervised learners and as test set, meaning that we are in a transduc-
tive setting. This random split of data is repeated 10 times for every experiment
from which averaged error rates are calculated. Table 2 reports on these results
and, in addition, compares the four different LDAs by means of a paired t-test.

5 Discussion and Conclusion

A more sound and appealing approach to semi-supervised learning for classical
LDA has been suggested. It is based on a direct optimization of the log-likelihood
subject to the constraints that have been studied before in [11]. It is through
these constraints that unlabeled data has its influence on the final solution.

By construction, the approach using the Ω initialization will give a higher
log-likelihood than the ad hoc solution. As it turns out, experimentally, the α
initialization shows the same: it gives a log-likelihood higher than the ad hoc
procedure. The resulting error rates show, however, that this does not necessar-
ily lead to a significant performance improvement in terms of classification error
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Table 2. Results for the supervised and the three semi-supervised approaches to LDA
are displayed. Underlining indicates the best performing method. Bold faced fonts
indicate that these results do not differ significantly from the best result (based on a
t-test).

data set supervised constrained constrained constrained
(ad hoc, [11]) (α) (Ω)

glass .604 .607 .607 .621
haberman .426 .385 .376 .396
ionosphere .367 .239 .244 .231
iris .090 .169 .191 .201
parkinsons .392 .383 .348 .357
pendigits .559 .558 .580 .454
pima .385 .346 .345 .341
sat .538 .501 .505 .444
segmentation .503 .553 .431 .570
sonar .440 .358 .350 .344
spambase .414 .489 .494 .496
transfusion .444 .388 .406 .402
vowel .730 .744 .768 .715
wdbc .181 .219 .322 .261

(cf. [12]). Therefore, even though our approach is another step in the right di-
rection, we did not arrive at the point yet where we can guarantee reductions in
expected error rates. Overall, however, the results in Table 2 at least show that
the constrained approach is to be preferred over the original suggestion made in
[11] when compared on the basis of classification performance.

We suspect that one of the key issues that should be studied in more depth
in the future is the optimization of the constrained log-likelihood. At this point,
we have little insight in how close we come to a global optimum or, generally,
what would be the most effective way of reaching a satisfactory solution.
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