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Abstract. We present an application which uses 3D statistical shape models to 
track a subject in real time using a single fixed camera.  The system can handle 
large pose variation; variable illumination; occlusion; glasses.  Since the mod-
els are 3D, the application can report pose information which may be vital in a 
safety context such as driving attentiveness.  Two models are used in tandem, 
one for identity and one for facial actions, enabling the system to also estimate 
the user’s behavioural state at a basic level.  The system works directly on the 
captured images, with no pre-processing, and tracks the facial features using 
simple template matching and boundary detection.  The parameters of the iden-
tity model adapt over time to the model subspace occupied by the subject, and 
this allows the second model to describe simple actions such as eye, brow, and 
mouth movement.  The parameters of the actions model are then used to iden-
tify smiling, frowning, talking, and blinking using simple linear discriminants. 

1 Introduction 

One of the aims in tracking the head and facial features is to obtain information on the 
activity and attitude of the subject.  This could help to identify critical or dangerous 
situations.  Although 2D models have been used with great success to localise and 
analyse features of the face [1-3], in some unconstrained scenarios with large pose 
variation or occlusion this approach may be limited.  As a consequence, authors have 
been experimenting with augmented 2D [4, 5] and 3D [6].  A 3D model requires less 
training data than its 2D counterpart, because of pose invariance, and is able to report 
critical pose information directly without additional calculation.  In [7] the authors 
showed that their 3D method outperformed an established 2D approach on out of 
plane rotations and in [8] they extended this for preliminary behaviour analysis and 
showed that blinks could be detected in a real-world driving scenario with an accu-
racy of 89%.  To do this they used two sparse statistical point models of the whole 
face: one which captured the identity of the subject and one which was able to de-
scribe a small set of facial actions.  We have adapted this system to work in real-time 
to track a subject in front of a single camera (Fig 1).  It can also process pre-recorded 
video which is treated as if it is live input.  The application can handle large rota-
tions; variable illumination; blurring; occlusion; and glasses (Figure 2).  Since the 
system uses two models it can isolate the identity of the subject from their actions.  
This enables us to process the parameters of the actions model to make a preliminary 



652 A. Caunce and T. Cootes 

 

assessment of the subject’s behavioural state.  By training linear discriminant vectors 
from parameters gathered from labeled examples we can identify a number of states 
such as smiling; frowning; and blinking. 

 

Fig. 1. The system works in real-time using a single camera.  The camera window shows the 
search result; the mesh window follows the pose and actions of the face; the state window 
indicates face behavior; and the graph shows the behavior history including a record of heading 
and pitch (red and blue curves respectively). 

2 Search Method 

The search method uses two sparse 3D statistical models of the form: 
 

x = x + Pb      (1) 
 

Where each example x is represented by a vector of n 3D co-ordinates (x1, y1, z1, 
…….xn, yn, zn).  Each is expressed in (1) as the mean vector, x , plus a linear combi-
nation of the principle components, P, with coefficients, b. 

One of the two models is built from ‘identity’ training data, i.e. data from 923 indi-
viduals, with a close to neutral expression, eyes open, and mouth closed.  The other 
is built from a small set of facial actions created from a neutral base.  Unlike other 
approaches which use a combined model strategy [9, 10], these two models are used 
in an alternating process to localise the features of the face and to provide a basic 
representation of some simple behaviours.  Therefore, at each iteration of the algo-
rithm, both models are fitted in sequence to the same target before moving on to the 
next.  In addition the mean and variance of the identity model parameters are moni-
tored over time and the model is restricted to a subspace described by the latest esti-
mate.  See [8] for further details. 

Most of the target points are located using an independent local template matching 
at each model point.  There are 238 points in the model and those facing front can 
search with a small (5x5) view based texture patch using normalized correlation to 
find the best location.  This has the advantage of providing some robustness to illu-
mination variation over the face and between images.  The patches are extracted from 
a mean texture generated from 913 subjects.  The population variation in texture is 
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not modelled.  Those points at approximately 90 degrees to the viewpoint search 
along the surface normal for the strongest edge.  Once the target points are estab-
lished the whole model is fitted using the active shape model fitting method in [11] 
extended to 3D, assuming an orthogonal projection.  The search is conducted at three 
resolutions, starting at the lowest, and is completed at each resolution before moving 
onto the next.  Initialisation is achieved using the Viola-Jones (V-J) face detector 
[12].  This occurs once at the start and again only when the search fails during the 
sequence. 

 

Fig. 2. The system can handle occlusion; extreme rotation; variable illumination; blurring; and 
glasses 

3 Identifying the Facial States 

The models were used to search a data set of 401 still images where the 103 subjects 
each adopted some or all expressions selected from: eyes closed; smile; neutral; 
frown; and surprise.  The results were enhanced by merging them with a ground truth 
markup around the eyes and mouth.  Finally the two shape models were re-fitted to 
these combined results to give a final set of action parameters for each example.  
After grouping these parameters by facial action and/or expression, they were used to 
build a set of two-class linear discriminant vectors (2) for: eyes closed; mouth open; 
neutral; smiling; and frowning.  In each case the opposite group was all examples not 
showing the characteristic. 
 

ˆ ( );= −-1
W 1 2 W 1 2w S m m S = S + S    (2) 

 
where Si is a scatter matrix, SW is the within groups scatter, and mi is the mean vector 
of class i.  To make a classification on a new input frame the set of action parameters 
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is projected onto the discriminant vectors and compared to some thresholds.  These 
thresholds were estimated by projecting all known examples onto all vectors and ob-
serving the separation value of the groups in each case.  The mood states are priori-
tised by testing for smiling first, then neutral, then frowning.  Blinking and talking 
are considered independently as they can co-occur with any of the others. 

4 Summary 

We present a system which uses 3D shape models to track and analyse the face in 
real-time in challenging situations, including large rotations and occlusion. 
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