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Abstract. Experiments on the primary visual cortex (V1) of monkeys
have established that (1) V1 neurons respond to certain low-level visual
features like orientation and color at specific locations, (2) this selectivity
is preserved over wide ranges in contrast, (3) preferences are each mapped
smoothly across the V1 surface, and (4) surround modulation effects
and visual illusions result from complex patterns of interaction between
these neurons. Although these properties are specific to vision, this paper
describes how each can arise from a generic cortical architecture and
local learning rules. In this approach, initially unspecific model neurons
automatically become specialized for typical patterns of incoming neural
activity, forming detailed representations of visual properties through
self-organization. The resulting computational model suggests that it
may be possible to devise a relatively simple, general, high-performance
system for processing visual and other real-world data.
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1 Introduction

What can we learn from biology about how to build a robust, high-performance,
adaptive visual system? Current computer vision systems incorporate many in-
sights from biology, yet remain far behind human and animal capabilities. In this
paper I argue that the current approach of hard-wiring observed animal visual-
system properties is inherently limited, because it can only capture aspects of
vision that we already understand fully. Instead, we can use the observed vision-
specific properties of neurons in the primary visual cortex (V1) as a constraint or
guide by which to evaluate general-purpose algorithms that yield vision-specific
circuitry as just one possible outcome of a developmental process.

As background, experimental studies on monkeys, cats, ferrets, and tree shrews
over the past half century have established a wide range of properties of V1 neu-
rons related to their function in visual processing (reviewed in [2,1]):

1. V1 neurons respond selectively, in terms of their average firing rate, to spe-
cific low-level visual features such as the position, orientation, eye of origin,
motion direction, spatial frequency, interocular disparity, or color of a small
patch of an image.
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2. V1 neurons in non-rodent mammalian species are organized into smooth to-
pographic maps for some or all of these visual features, with specific patterns
of feature preference variation across the cortical surface and and specific in-
teractions between these maps.

3. V1 neurons in these maps are laterally connected with connection strengths
and probabilities that reflect their selectivities (e.g. with stronger connec-
tions between neurons preferring similar orientations).

4. Due in part to these lateral connections, V1 neuronal responses are system-
atically modulated by the activities of surrounding neurons.

5. V1 neurons exhibit contrast-invariant tuning for the features for which they
are selective, such that selectivity is preserved even for strong inputs. This
property rules out most simple (linear) models of visual feature selectivity.

6. Many V1 neurons have complex preferences that cannot be characterized
using a spatial template of their preferred pattern, e.g. responding to similar
patterns with some tolerance to the exact retinal position of the pattern.

7. Response properties of V1 neurons exhibit long-term and short-term plastic-
ity and adaptation, measurable psychophysically as visual aftereffects, which
suggests ongoing dynamic regulation of responses.

8. When visual inputs change, V1 neural responses exhibit a stereotyped tem-
poral pattern, with transiently high responses at onset and offset and a lower
sustained response, which biases neural responses towards non-static stimuli.

Given this wealth of data from V1, one approach to designing a bio-inspired
artificial vision system would be to replicate the observed features of V1 in
an idealized form, and then add additional human-designed processing stages
to account for visual processing in the less-well-studied areas beyond V1. For
instance, the orientation and spatial frequency selectivity of V1 neurons can be
well approximated by a Gabor function [3], and so one can set up an artificial V1
consisting of banks of Gabor filters (a “feature plane” or “Gabor jet” approach)
covering the full range of orientations and the spatial frequencies of interest.
Many computer vision algorithms (as well as computational models of vision)
use such a filter bank as a preprocessing stage to decompose an image into a
sparse local-orientation–based representation for further analysis.

However, an alternative approach can be motivated by the hypothesis that
the cerebral cortex is largely equipotential: cortical regions at various levels of
the visual system are very similar cytoarchitectonically (i.e., when viewed un-
der a microscope), and can become differentiated based on the inputs to the
region during development, rather than based on some prespecified design. For
instance, Sur and colleagues showed that when visual inputs from the eye are ex-
perimentally manipulated to synapse with neurons in the thalamus that project
to what is normally auditory cortex, the former auditory cortex develops visually
selective cells having many of the properties in the above list [4,5]. While the
idea of equipotentiality remains controversial in its details [6], it underlies much
of the motivation for studying V1 as a model area in neuroscience — hopefully,
insights from V1 will apply to understanding the cortex as a whole, and thus
help us understand functional behavior such as that of the visual system.
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Accordingly, I propose that it would be valuable to use findings from V1 as
constraints, not as a design blueprint. I.e., can we make a biologically plausible
architecture in which the observed properties of V1 arise automatically, from
purely general-purpose mechanisms? Such an architecture could then be applied
to other less-understood visual areas, potentially developing an artificial vision
system with performance comparable to biological systems.

In this paper I review progress towards this goal that has been made by mem-
bers of my research group. Specifically, we propose a simple cortical architecture
called GCAL (Gain-Control, Adaptive, Lateral) that can account for all eight of
the above-listed properties of V1, without prespecifying anything vision specific
about V1’s circuitry or neural properties. Despite the significant work remaining
before V1 has been adequately captured in a model, progress so far is compatible
with the idea of V1 developing from an equipotential starting point. This work
provides an initial sketch of what a complete and general-purpose cortical region
model should contain, which shows promise as a blueprint for future artificial
vision systems.

2 Architecture

Figure 1 shows the sheets and connections in the GCAL model for all of the
known topographic maps in V1, as described in refs. [1] and [7]. In this section
we focus on a simpler version with only a single pair of RGC/LGN sheets, and
only one V1 sheet, but otherwise similar architecture. This reduced model can
only be used for retinotopy and orientation, and only for simple rather than
complex cells, but suffices to exhibit the fundamental self-organizing principles.

Training this model consists of drawing a visual input on the retina, allowing
each level of the model to respond, and then adjusting each connection weight
to a V1 neuron based on a local learning rule. Given the activation ηi(t) of each
neuron i at time t, the activation ηj(t + δt) of a given unit j at time t+ δt can
be calculated as a thresholded dot product between the input neuron activities
and a set of weights:

ηj(t+ δt) = σ

⎛
⎝∑

p

γp
∑
i∈Fjp

ηi(t)ωij

⎞
⎠ , (1)

where Fjp is a connection field, i.e., the set of all input neurons from which target
unit j receives connections in the given projection. ωij is the connection weight
from unit i to unit j in that projection. Across all projections, multiple direct
connections between the same pair of neurons are possible, but each projection
p contains at most one connection between i and j. σ is a half-wave rectifying
function with a variable threshold point (θ) dependent on the average activity
of the unit [7]. Each γp is an arbitrary multiplier for the overall strength of
connections in projection p.

In every iteration, each connection weight ωij is adjusted using a simple
Hebbian learning rule. This rule results in connections that reflect correlations
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Fig. 1. Comprehensive GCAL model architecture. GCAL model for the develop-
ment of simple and complex cells with surround modulation and maps for retinotopy,
orientation preference, ocular dominance, disparity, motion direction, temporal fre-
quency, spatial frequency, and color. The model consists of 29 neural sheets and 123
separate projections between them. Each sheet is drawn to scale, with larger sheets
subcortically to avoid edge effects, and an actual sample activity pattern on each sub-
cortical sheet. Each projection is illustrated with an oval, also drawn to scale, showing
the extent of the connection field in that projection, with lines converging on the tar-
get of the projection. Sheets below V1 are hardwired with Difference of Gaussian RFs
that cover the range of response types found in the retina and LGN, including dif-
ferent preferred spatial frequencies (SF1, SF2) and cone types (R/G/B). Connections
to V1 neurons are initially unspecific but adapt via Hebbian learning, allowing the
self-organized V1 neurons to exhibit the range of response types seen experimentally,
by differentially weighting each of the subcortical inputs. Reprinted from ref. [1].

between the presynaptic activity and the postsynaptic response. Hebbian con-
nection weight adjustment for unit j is dependent on the presynaptic activity
ηi, the post-synaptic response ηj , and the Hebbian learning rate α:

ωij(t+ 1) =
ωij(t) + αηjηi∑

k∈Fjp
(ωkj(t) + αηjηk)

(2)

Unless it is constrained, Hebbian learning will lead to ever-increasing (and thus
unstable) values of the weights, and so weights are constrained using divisive
post-synaptic weight normalization (the denominator in equation 2).

The free parameters of this model (primarily the various γP parameters) are
set to give a balance between afferent and lateral drives, and between excitation
and inhibition, such that incoming activity patterns are sharpened into a set
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of localized “bubbles” of activity [2]. These active neurons then become more
selective for the current pattern, due to Hebbian learning. Subsequent input
patterns lead to other neurons responding and becoming selective for those pat-
terns. Over time, the connection weights settle into a “dynamic equilibrium” [2],
where neuron selectivities cover the range and likelihood of the types of input
patterns presented.

3 Results

Figure 2 shows how orientation selectivity emerges in the simplest GCAL model,
whose subcortical pathway consists of a single set of monochromatic ON and
OFF LGN inputs (omitting multiple delays, spatial frequencies, or cone prefer-
ences) for a single eye.

Fig. 2. Development of maps and afferent connections. Over the course of 20,000
input presentations, GCAL model V1 neurons develop selectivity for typical features
of the input patterns. Here simulated retinal waves were presented for the first 6,000
inputs (modelling prenatal development), followed by 14,000 monochromatic images of
natural scenes (modelling postnatal visual experience). Connection fields to V1 neurons
were initially random and isotropic (bottom of Iteration 0; CFs for 8 sample neurons
are shown). Neurons were initially unselective, responding approximately equally to all
orientations, and are thus black in the orientation map plot (where saturated colors
represent orientation-selective neurons whose preference is labeled with the color indi-
cated in the key). Over time, neurons develop specific afferent connection fields (bottom
of remaining iterations) that cause neurons to respond to specific orientations. Nearby
neurons respond to similar orientations, as in animal maps, and as a whole they even-
tually represent the full range of orientations found in the inputs. Reprinted from [7].

Given their subcortical inputs, these neurons will never be able to learn an eye,
color, or disparity preference, but when the model is extended as in ref. 1, the
same model V1 then develops preferences and maps for those additional features
[1]. Once developed, these models show realistic visual aftereffects due to short-
term Hebbian adaptation, matching human performance for the tilt aftereffect
and McCollough effect [8,9]. More complex processing in V1 is necessary to
account for surround modulation [10] and development of complex cells [11],
but no vision-specific circuitry or neural properties are required. Preliminary
work also shows that a small change to the LGN is sufficient to account for the
transient time course of responses in the LGN and V1 [12], potentially extending
this model to account for detailed spatiotemporal processing.
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4 Conclusion

The GCAL model results suggest that it will soon be feasible to build a single
general-purpose system that will account for a very large fraction of V1 visual
response properties. The model suggests that cortical neurons develop to cover
the typical range of variation in their thalamic inputs, within the context of a
smooth, multidimensional topographic map, and that lateral connections store
pairwise correlations and use this information to modulate responses to natu-
ral scenes, dynamically adapting to both long-term and short-term visual input
statistics. This model acts as a baseline for determining which properties require
more complex approaches, such as feedback, attention, and detailed neural ge-
ometry and dynamics, with a goal of determining a general cortical architecture
that can be applied to artificial vision tasks.
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