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Abstract. Deformable image registration poses a highly non-convex
optimisation problem. Conventionally, medical image registration tech-
niques rely on continuous optimisation, which is prone to local minima.
Recent advances in the mathematics and new programming methods en-
able these disadvantages to be overcome using discrete optimisation. In
this paper, we present a new technique deeds, which employs a discrete
dense displacement sampling for the deformable registration of high res-
olution CT volumes. The image grid is represented as a minimum span-
ning tree. Given these constraints a global optimum of the cost function
can be found efficiently using dynamic programming, which enforces the
smoothness of the deformations. Experimental results demonstrate the
advantages of deeds: the registration error for the challenging registra-
tion of inhale and exhale pulmonary CT scans is significantly lower than
for two state-of-the-art registration techniques, especially in the presence
of large deformations and sliding motion at lung surfaces.

1 Introduction

Deformable image registration is a key enabling technique in medical image
analysis. Applications include motion correction, image-guided radiotherapy,
multi-modality fusion, quantification of longitudinal progression of disease, and
inter-subject registration for atlas-based segmentation. Non-rigid registration
algorithms aim to solve a highly non-convex optimisation problem with several
million degrees of freedom. In the medical domain, this problem has so far been
addressed almost exclusively using continuous optimisation. In a recent compar-
ison study of non-rigid registration methods applied to pulmonary CT scans [1],
23 out of 24 algorithms used continuous optimisation. However, continuous opti-
misation of a non-convex cost function is susceptible to local minima, potentially
leading to an erroneous registration. Local minima are frequently encountered
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when the initial motion estimate is far from the desired solution, especially for
small anatomical features, which have undergone large deformations. A second
drawback for continuous optimisation is the necessity either for an analytical or
for a numerical derivative of the cost function, thus limiting its choice.

Discrete optimisation offers numerous advantages to overcome these limita-
tions. It has been widely used for 2D computer vision applications. However, in
discrete optimisation the space of possible displacements L has to be quantised.
If the smallest discretisation step is defined to be one voxel, the displacement
space can be of the order of thousands and therefore there are millions of degrees
of freedoms. This high computational and memory demands have previously dis-
couraged its use in 3D problems. One state-of-the-art medical image registration
method, based on discrete optimisation, drop [2], reduces the dimensionality of
the problem by using a parametric transformation model based on a B-spline
deformation grid. Additionally, the displacement space is sampled only sparsely
(along the three axes). This may possibly cause the optimal displacement to
be missed. The authors attempt to address this problem, first by introducing
a multi-resolution scheme, and second by iteratively updating the transforma-
tion (thus warping the source image towards the target). While the method is
an improvement (both in terms of accuracy and speed) over commonly used
continuous optimisation counterparts, it lacks some of the attractive properties
that a discrete framework potentially offers: most notably, avoidance of an iter-
ative solution and image interpolation; and the use of a dense sampling of the
displacement space.

In this work, we address these shortcomings in three ways. First, we refor-
mulate the image grid so that it is not fully connected. Instead, a minimum
spanning tree [3] is computed, which best replicates the underlying structure of
the anatomical connectivity of the image. This allows us to use dynamic pro-
gramming to find the global optimum of the registration cost non-iteratively
in just two passes. Second, we use the min-convolution technique [4] to reduce
the complexity of the pair-wise regularisation cost computation from O(|L|2)
to O(|L|). Finally, we use a multi-level approach in which groups of voxels are
represented by a single node in the graph. This leads to an efficient coarse-
to-fine optimisation, while, at the same time, all data terms are calculated in
the original image resolution (so there is no image degradation as a result of
downsampling). At subsequent (finer) levels, the previous solution is used as a
prior of the displacement. The improved computational efficiency allows us to
use a very large label space and thus better address the efficiency-quality trade-
off than previous approaches. We employ a symmetric diffeomorphic approach
to ensure unbiased physically plausible transformations. Our approach is called
deeds (dense displacement sampling) and is explained in detail in the next
section. An experimental validation is performed for the non-rigid registration
of pulmonary CT scans at different breathing states. We compare our approach
to a continuous optimisation algorithm (gsyn [5]), which performed best in the
recent EMPIRE study [1]; and a discrete parametric optimisation framework
(drop) using linear programming [2].



Globally Optimal Deformable Registration 117

2 Deformable Registration Using deeds

Discrete optimisation is usually performed as Markov Random Field (MRF)
labelling. For the purposes of our non-parametric image registration framework,
a graph is defined, in which the nodes p ∈ P correspond to voxels (or groups
of voxels) and in which, for each node, there is a set of (hidden) labels fp,
which correspond to discrete displacements. The energy function to be optimised
consists of two terms: the data (also called unary) cost D (which is independent
for each node); and the pair-wise regularisation cost R(fp, fq) for any node q,
which is directly connected (∈ N ) with p:

E(f) =
∑

p∈P
D(fp)

︸ ︷︷ ︸
data term

+α
∑

(p,q)∈N
R(fp, fq)

︸ ︷︷ ︸
regularisation term

(1)

The unary cost measures the similarity of a voxel in one image and a displaced
voxel in the second image, and is independent of the displacements of its neigh-
bours. The pair-wise term enforces a globally smooth transformation by pe-
nalising deviations of the displacements of neighbouring voxels. The weighting
parameter α sets the influence of the regularisation.

Methods to solve the MRF labelling problem can generally be categorised
as one of two approaches: message passing and graph cuts. Message passing
schemes include: loopy belief propagation (LBP); sequential tree-reweighted mes-
sage passing (TRW-S); and dynamic programming on a tree. Popular graph
cut algorithms include: α-expansion moves; and the fast primal-dual strategy
(FastPD). For some problems, graph cuts guarantee convergence to a known
bound, close to the global optimum. However, in practice, the complexity limits
both the number of nodes and the label space (directly applied to medical images
α-expansion graph cuts take up to 24 hours for a single registration [6]). In con-
trast, our approach can find the global optimum for a complex 3D registration
problem with a very large (dense) label space within minutes using a reduced
neighbourhood interaction based on a minimum spanning tree (MST).

2.1 Dynamic Programming on Minimum Spanning Tree (MST)

Optimising the registration cost function on a six-connected graph is NP-hard.
In contrast, the very efficient dynamic programming technique finds a global
minimum, without iterations, in just two passes on a cycle-free graph (e.g. a
tree). Using Prim’s algorithm [7], we can quickly find the unique MST given a
set of nodes p ∈ P and edges e. The edge weight w(p, q) is defined as the sum of
absolute differences (SAD) between the intensities of all voxels contained within
the node p and the respective voxels in node q. The MST is a spanning tree with
minimum total edge costs. The selection of the root node does not influence the
result of the optimisation. The MST sufficiently reflects the underlying anatom-
ical connectivity in a medical image (see Fig. 1 left). It is well balanced, and,
as a consequence, the maximum width is approximately |P|/ log|P|. The output
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Fig. 1. An example of minimum spanning tree (MST) of a 2D coronal slice of a lung
CT is shown on the left (♦ root, © normal, and � leaf nodes). The concept of our
proposed discrete optimisation scheme, using dense displacement sampling, is displayed
on the right. Note that, even though the nodes may be sparsely distributed, the data
cost is always computed in the original resolution.

of Prim’s algorithm consists of a sorted list of all nodes (with increasing tree
depth) and the index of each node’s parent. A similar approach has been used
for stereo correspondence [3] however, other methods (LBP, TRW-S) perform
better on that specific application.

Finding the best labelling, and thereby the global optimum of Eq. 1, is possible
using dynamic programming on the MST [3]. At each node p, the cost Cp of the
best displacement can be found, given the displacement fq of its parent q:

Cp(fq) = min
fp

(
D(fp) +R(fp, fq) +

∑

c

Cc(fp)

)
(2)

where c are the children of p. The best displacement can be found by replacing
min with argmin in Eq. 2. For any leaf node, Eq. 2 can be evaluated directly
(since it has no children). Thereafter, the tree is traversed from its leaves down
to the root node. It is worth noting that the costs Cp only have to be stored for
the next tree level (only the argmin is needed to select the best displacement).
Once the root node is reached, the best labelling for all nodes can be selected in
another pass through the tree (from root to leaves). Finding the minimum näıvely
would require |L|2 calculations for the regularisation cost per node. In [4] the
min-convolution technique is introduced, which reduces the complexity to |L| by
employing a lower envelope computation. For most commonly used (pair-wise)
regularisation terms, such as diffusion (squared difference of displacements) and
total variation (absolute difference) regularisation, this simplification is possible.

2.2 Dense Displacement Sampling

To avoid local minima, most continuous-optimisation-based registration algo-
rithms use a multi-resolution scheme in which the images are downsampled after
a prior Gaussian smoothing. This may degrade the quality of the registration.
We adopt a different approach: a multi-level scheme, in which we only employ
the highest resolution image. For a given level, the image is subdivided into
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non-overlapping cubic groups of voxels. The similarity cost is first calculated for
each voxel separately using dense displacement sampling, then aggregated for all
voxels of the same group (this forms an additional intrinsic regularisation and
reduces the number of nodes). Subsequently, the regularisation term is calcu-
lated only for each group of voxels (see Fig. 1). Using this approach, both high
spatial accuracy and low computational complexity are achieved. The optimal
labelling is obtained as explained previously. For the next level, the previous
deformation field is upsampled and used as the prior deformation. At a finer
level, the sampling range may be reduced, because the optimal transformation
for the coarser level is known and only a small deviation from it is expected.

2.3 Symmetric and Diffeomorphic Transformations

For many deformable registration algorithms, one image has to be chosen as the
target, the other as the moving image. This biases the registration outcome and
may additionally introduce an inverse consistency error (ICE). The ICE for a
forward transform A and a backward transform B is defined as the difference
between AB and the identity. gsyn [5] uses a symmetric deformable registration,
which calculates a transformation from both images to a common intermediate
image and also ensures that A(0.5) = B(0.5)−1. The full forward transformation
is then A(0.5) ◦ B(0.5)−1. We adopt a similar approach and estimate both A
and B. We then use a fast iterative inversion method, as presented in [8], to
obtain A(0.5)−1 and B(0.5)−1. Additionally, if we treat the displacement field
as a velocity field, we can transform it into a diffeomorphic mapping by applying
the scaling and squaring method [9]. This approach avoids transformations for
which physically implausible folding of volume occurs. Although this yields a
continuous-valued transformation, we need to apply the voxel-sized discretisation
for the next level. However, the discretisation is not performed for the final level.

3 Experiments and Results

We evaluate our deformable registration method on ten cancer (esophagus or
lung) patients of the DIR-Lab 4D CT dataset1 between the inhale and exhale
phases (no intermediate frames were used in our experiments). The scans were
acquired as a breathing cycle CT of the thorax and upper abdomen with a
spatial resolution of 0.97 to 1.16 mm in the xy-direction and 2.5 mm in the z-
direction. These registration tasks are particularly challenging due to: the large
deformations of small features (lung vessels, airways); the discontinuous sliding
motion between lung lobes and the lung rib cage interface; and changing contrast
due to the compression of air. For each pair, 300 anatomical landmarks were
selected by a clinical expert, with an inter-observer error of less than 1 mm
[10]. We compare our method to gsyn [5], which is a symmetric, diffeomorphic,
continuous optimisation-based registration tool, and drop [2], which is a discrete

1 The 4D CT dataset with landmarks is freely available at http://www.dir-lab.com

http://www.dir-lab.com
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Table 1. Results for deformable registration of inhale and exhale CT. Average tar-
get registration error (TRE) for 300 expert selected landmarks per scan pair is given
in mm. Best performing algorithm per case is set in bold (for comparison: ØTRE
obtained by [11] for the same dataset is 2.13±1.8 mm). Average computation time,
(maximum) degrees of freedom (d.o.f.), and harmonic energy of the deformation fields.
The deformation fields of both deeds and gsyn have no negative Jacobians, the ones
of drop exhibit a small fraction of 8.5×10−4.

# initial drop gsyn deeds # initial drop gsyn deeds

1 3.89±2.8 1.10±0.7 1.03±0.5 0.80±0.7 8 15.0±9.0 6.64±8.2 7.06±8.6 2.78±3.1
2 4.34±3.9 1.12±0.8 1.02±0.6 0.86±0.7 9 7.92±4.0 2.89±2.6 1.89±2.0 1.35±0.8
3 6.94±4.1 1.74±1.4 1.31±1.0 1.14±0.8 10 7.30±6.3 2.03±2.6 2.06±3.0 1.50±1.4
4 9.83±4.9 2.78±4.1 1.65±1.6 1.71±1.7 Ø 8.46±6.6 2.85±4.0 2.43±4.1 1.60±1.7
5 7.48±5.5 2.03±2.0 2.05±2.3 1.77±1.7 avg. time 8 min 29 min 20 min
6 10.9±7.0 5.20±4.5 2.50±3.3 1.88±1.4 d.o.f. 3.7×106 2.2×107 9.8×108

7 11.0±7.4 3.02±3.4 3.77±5.7 2.21±2.3 harm. energy 0.12 0.05 0.13

optimisation method using a B-spline deformation grid. In order to have a fair
comparison, we used the same parameter settings as those chosen by the authors
themselves in the EMPIRE challenge. For all approaches, 4 levels were used.
As similarity metric, SAD is used for drop and deeds, and normalized cross
correlation (NCC) with a radius of 2 voxels for gsyn (SAD is not differentiable).
The dense sampling range for deeds is defined to be L = {0,±1, . . . ,±15}3
voxels, (|L| = 29791) for the coarsest level (for datasets (1-5), with smaller
deformations, the sampling range of deeds was decreased to Lmax = 10). At each
subsequent level, the range is halved. In our multi-level framework, we use cubic
groups of voxels of sizes 63, 43 and 23. For drop the memory requirements (using
3.5 GB of RAM) limit us to use a sparse sampling of L = 3× {0,±1, . . . ,±10}
(|L| = 61), with a range of 24 mm. The Gaussian smoothing for gradient and
deformation fields in gsyn is set to 3 and 1 voxels respectively. The regularisation
parameters in drop λ = 5 and deeds α = 50 were empirically chosen (intensities
are in the range [0,256]); a quadratic penalty function is used for both methods.

The resulting target registration error (TRE, see Table 1) of deeds is 1.25
mm lower than drop, and 0.83 mm lower than gsyn. For cases with larger
deformations the differences are most substantial, because the larger search space
(and degrees of freedom, see Table 1) of deeds helps to avoids local minima.
The improvements are significant, based on a Wilcoxon rank test (p<3× 10−4).
The registration outcome for Case 9 is illustrated in Fig. 2, where an improved
alignment using our method can clearly be seen. Another advantage of the non-
iterative dense displacement sampling is the preservation of naturally occurring
discontinuous motion fields. This sliding motion occurs when the lung lobes
slip along their surfaces at the boundary to the rib cage and between fissures.
Figure 2 gives an example, where this sliding motion is clearly preserved using
deeds while the registration using drop or gsyn smoothes over the motion
boundary.
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Fig. 2. Registration result for Case 9 of 4D CT dataset. The target volume is displayed
in magenta, the moving volume in green (complementary colour). Axial slices before
and after registration are shown in the top row. The arrow points to an improved
alignment of lung vessels using our approach. The second row shows the coronal plane
along with vectors indicating the registration error (errors larger than the voxel size are
marked in red). The magnitudes of deformation fields is shown in the bottom row. The
sliding motion of the lungs against rib cage and the heart (descending aorta) is better
preserved using deeds. The deformation fields of drop and gsyn are too smooth close
to the motion boundary at the lung surface (see arrow).

4 Conclusion and Discussion

We have introduced a novel deformable registration method deeds that uses
discrete optimisation. A dense displacement sampling is performed for the simi-
larity term on the highest available resolution. The regularity of the deformation
field is obtained using dynamic programming on a minimum spanning tree. This
ensures a globally optimal solution without the need for an iterative scheme. The
algorithm is efficiently implemented in a symmetric multi-level framework yield-
ing comparable computation time to state-of-the-art algorithms, but employing
many more degrees of freedom. An average TRE of 1.60 mm was found for a
challenging dataset of inhale-exhale CT scans. This is a significant improvement
over the most popular discrete optimisation framework drop [2] (TRE=2.85
mm) and gsyn [5] (TRE=2.43 mm), which performed best on the recent lung
registration challenge (EMPIRE). The TRE was found to be higher than the
results from the EMPIRE challenge [1] for several reasons (larger deformations,
lower resolution, and only one annotation per landmark). Most importantly,
in contrast to the EMPIRE study, no lung segmentations were used to guide
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the registration (and mask out intensities outside the lungs). Lung masks can
substantially increase the registration accuracy within the lungs. However, this
introduces an additional step and does not recover the full physical deformation.
Our registration errors (using only inhale and exhale volumes) are smaller than
the voxel size for all cases and comparable to the best performing technique on
this dataset (4DLTM), which utilises all frames of the breathing cycle. In the
presence of large deformations, our proposed dense displacement sampling yields
a higher robustness against misregistration than drop and gsyn. Furthermore,
it intrinsically deals very well with the sliding motion at the pleural interface,
and hence avoids numerically more complex modelling as done e.g. in [11]. In the
future, we plan to apply this new optimisation method on multi-modal datasets.
Here we belief the improvements will be even more significant, due to the higher
ambiguity in the similarity term.
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