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Abstract. Most advanced security systems rely on public-key schemes
based either on the factorization or the discrete logarithm problem. Since
both problems are known to be closely related, a major breakthrough in
cryptanalysis tackling one of those problems could render a large set of
cryptosystems completely useless.

Code-based public-key schemes are based on the alternative security
assumption that decoding generic linear binary codes is NP-complete.
In the past, most researchers focused on the McEliece cryptosystem, ne-
glecting the fact that the scheme by Niederreiter has some important
advantages. Smaller keys, more practical plain and ciphertext sizes and
less computations. In this work we describe a novel FPGA implementa-
tion of the Niederreiter scheme, showing that its advantages can result
a very efficient design for an asymmetric cryptosystem that can encrypt
more than 1.5 million plaintexts per seconds on a Xilinx Virtex-6 FPGA,
outperforming all other popular public key cryptosystems by far.

1 Introduction

Public-key cryptosystems build the foundation for virtually all advanced crypto-
graphic requirements, such as asymmetric encryption, key exchange and digital
signatures. However, up to now most cryptosystems rely on two classes of fun-
damental problems to establish security, namely the factoring problem and the
(elliptic curve) discrete logarithm problem. Since both are related, a significant
cryptanalytical improvement will turn out a large number of currently employed
security systems to be insecure overnight. This threat is further nourished by
upcoming generations of powerful quantum computers that have been shown to
be very effective in computing solutions to the problems mentioned above [36].
Recently, IBM announced two further breakthrough in quantum computing [9]
so that such practical systems might already become available in the next 15
years. Evidently, a larger diversification of cryptographic primitives that are re-
sistant against such attacks is absolutely essential for the future of public-key
cryptosystems.
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Addressing this, cryptosystems that settle their security on alternative hard
problems have gathered much attention in the last years, such as multivariate-
quadratic (MQ-), lattice-based and code-based schemes. A drawback of these
constructions have been their low efficiency, large key sizes or complex computa-
tion with respect to RSA and ECC, what typically makes it difficult to employ
them on small and embedded systems. First approaches to tackle these issues
on such small systems has been presented for MQ and McEliece cryptosystems
on the last years’ workshops of the CHES series [8,14].

In this work, we focus on another code-based scheme. The cryptosystem pre-
sented by Niederreiter [29] is dual to McEliece’s proposal [25] but enables higher
efficiency while still maintaining the same security argument. In particular, it
has been shown that even after more than 30 years of thorough analysis the
code-based schemes remain unbroken when security parameters and fundamen-
tal codes are appropriately chosen [5]. Furthermore, a recent result indicated that
McEliece and Niederreiter cryptosystems also resist quantum computing [12].

Our Contribution: In this work, we present the first implementation of the Nieder-
reiter scheme on reconfigurable hardware. Our implementation for Xilinx’ Virtex-
6 FPGAs provides 80-bit of equivalent symmetric security and can run more than
1.5 million encryption and 17000 decryption operations per second, respectively.
By using only a moderate amount of memory and logic resources, our implemen-
tation even outperforms many other implementation of classical cryptosystems,
such as ECC-160 and RSA-1024. This impressive throughput of our implementa-
tion has become possible due to our highly optimized constant weight encoding
algorithm. Due to these optimizations and the inherent advantages of Niederre-
iter over McEliece, we achieve a performance that are even orders of magnitudes
faster than any other McEliece implementation reported so far.

Outline: This paper is structured as follows: we start with a brief introduction
to Niederreiter encryption, shortly explain necessary operations on Goppa codes
and introduce constant weight encoding. Section 4 describe our actual imple-
mentations for an Xilinx Virtex6LX240 FPGA. Finally, we present our results
for these platforms in Section 5.

2 Previous Work

Although proposed already more than 30 years ago, the code-based encryption
such as the McEliece and Niederreiter scheme has never gained much attention
due to their large secret and public keys involved. With their large and costly
memory requirements they have been hardly integrated in any real-world prod-
ucts – yet. The first FPGA-based implementation of McEliece was proposed
in [14] for a Xilinx Spartan-3AN and encrypts and decrypts data in 1.07 ms and
2.88 ms, using security parameters achieving an equivalence of 80-bit symmetric
security. The authors of [38] presented another accelerator for binary McEliece
encryption on a more powerful Virtex5-LX110T that encrypts and decrypts in
0.5 ms and 1.4 ms providing a similar level of security. For x86 personal com-
puters, the most recent implementation of the binary McEliece scheme is due
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to Biswas and Sendrier [7] that achieves about 83-bit security according to [5].
Comparing their implementation with other public key schemes, it turns out
that McEliece encryption is even faster than RSA and NTRU [4] - at the cost
of larger keys. But researchers addressed the issue of large keys by replacing the
original used binary Goppa codes with codes that allow more compact represen-
tations, e.g, [26,32]. However, for these schemes only PC and microcontroller
implementations exist so far [2,20]. Even worse, most of the attempts to reduce
the key size have been broken[15]. Note that all previous works also exclusively
target the McEliece cryptosystems. To the best of our knowledge, the only pub-
lished Niederreiter implementation for embedded systems is an implementation
for small 8-bit AVR microcontrollers enabling encryption and decryption in 1.6
ms and 179 ms [19]. Additionally, there are some Java based implementations
or Niederreiter based signatures available [33].

2.1 The Niederreiter Public Key Scheme

The Niederreiter scheme [29] is a public key cryptosystem based on linear error-
correcting codes, similar to the popular McEliece cryptosystem. The secret key
is an efficient decoding algorithm for an error-correcting code with dimension k,
length n and error correcting capability t. To create a public key, Niederreiter de-
fined a random n× n-dimensional permutation matrix P disguising the structure
of the code by computing the product Ĥ = M ×H × P . Here, M can be chosen
as the (n− k)× (n− k) matrix that transforms Ĥ into systematic form. Using the
public key Kpub = (Ĥ, t) and private key Ksec = (P−1, H,M−1), encryption and
decryption can be defined as in Algorithm 1 and Algorithm 2, respectively.

Algorithm 1. Classical Niederreiter Message Encryption

Input: Message m,Kpub = (Ĥ, t)
Output: Ciphertext c
1: Encode the message m as a binary string of length n and weight t called e
2: c = ĤeT

3: return c

Note that Algorithm 1 employs only a simple matrix multiplication operation
on the input message that was transformed into a constant weight word before.
The necessary algorithm for constant weight encoding (Bin2CW) is given in
detail in Section 2.4.

Algorithm 2. Classical Niederreiter Message Decryption

Input: Ciphertext c,Ksec = (P,M, g(z),L)
Output: Message m
1: c′ ←M−1c
2: decode c′ to error vector e′ = PeT

3: e← P−1e′

4: Decode the error vector e to the binary message m
5: return m
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Decryption is the most time-consuming process and requires several complex
operations on the linear code defined over binary extension fields. In Section 2.5
we briefly introduce the required steps for decoding codewords. Note that in a
modern Niederreiter description, applying the permutation P can be omitted
completely. This is possible by computing a permuted support and merging the
mapping of roots to bit positions via the support list with the permutation. See
Section 4.2 for details.

2.2 Niederreiter vs. McEliece

The main difference between Niederreiter and McEliece is the public key. While
an (n × k) generator matrix serves as public key in McEliece, Niederreiter uses
a (n × (n − k)) parity check matrix for this purpose. Both matrices can be
used in their systematic form, leading to ((n − k) ∗ k) bits storage require-
ment in both cases. Using this method in the McEliece case demands a CCA2
secure conversion [30,24] to stay secure, whereas Niederreiter can be used with-
out this overhead. In McEliece, an n-bit code word with errors is used as ci-
phertext, whereas Niederreiter uses the (n− k)-bit syndrome as plaintext. This
shifts the syndrome computation from the receiver to the sender of the message
and therefore speeds up decryption, still maintaining high encryption perfor-
mance. At the same time, the parity check matrix and related information is
no longer part of the secret key, thus reducing the secret key size. However, the
Niederreiter scheme requires the scrambling matrix M in any case which can
be omitted when using McEliece encryption. Finally, Niederreiter encryption
imposes less restrictions on the plaintext size, i.e, depending on the param-
eter sets and constant weight encoding algorithm, Niederreiter enables plain-
text blocks with a size of only hundreds of bits instead of several thousands
bits as in the case of McEliece encryption. In particular, for key transporta-
tion protocols with symmetric key sizes of 128 to 256 bits, the transfer of
thousands of bits as required in the case of McEliece can be an expensive
overhead.

2.3 Security Parameters

All security parameters for cryptosystems are chosen in a way to provide suffi-
cient protection against the best known attack (whereas the notion of “sufficient”
is determined by the requirements of an application). On the attempt to employ
an alternative cryptosystem, it is of utmost important for a security engineer
to being able to safely assess if this best attack has already been found. In this
context, the work by Bernstein et al. [5] currently proposes the best attack on
McEliece and Niederreiter cryptosystems so far reducing the work factor to break
the McEliece scheme based on a (1024, 524) Goppa code and t = 50 to 260.55 bit
operations. According to their findings, we summarize the security parameters
for specific security levels in Table 1. The public key size column gives the size
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Table 1. Security Parameters for Niederreiter Cryptosystems

Security Level Parameters Size Kpub Size Ksec

(n, k, t), errors added in KBits (g(z) | L |M−1) KBits

Short-term (60 bit) (1024, 644, 38), 38 239 (0.37 | 10 | 141)
Mid-term I (80 bit) (2048, 1751, 27), 27 507 (0.29 | 22 | 86)
Mid-term II (128 bit) (2690, 2280, 56), 57 913 (0.38 | 18 | 164)
Long-term (256 bit) (6624, 5129, 115), 117 7, 488 (1.45 | 84 | 2, 183)

of a systematic parity check matrix and the secret key column the size of the
Goppa polynomial g(z), the support L and the inverse scrambling matrix M−1.

As can be clearly seen, the main caveat against coding based cryptosystems is
the significant size of the public and private keys. For 80 bit security, for example,
the parameters m = 11, n = 2048, t = 27, k ≥ 1751 already lead to an M−1 of
11KBytes and a public key size of 63KBytes. Note that we can reduce the size
of the public key from originally 74KBytes by choosing M in such a way that it
brings Ĥ to systematic form Ĥ = (IDn−k | Q), where only the redundant part
Q has to be stored.

2.4 Constant Weight Encoding and Decoding

Before encrypting a message with the Niederreiter cryptosystem, the message
has to be encoded into an error vector. More precisely, the message needs to
be transformed into a bit vector of length n and constant weight t. There exist
quite a few encoding algorithms (e.g., those in [11,34,16]), however they are not
directly applicable to the restricted execution environment of embedded systems
and hardware. In this work we unfolded the recursive algorithm proposed in [35]
so that it can run by an iterative state machine. During the encoding operation,

one has to compute a value d ≈ ln(2)
t ·(n− t−1

t ) to determine how many bits of the
message are encoded into the distance to the next one-bit on the error vector. But
many embedded (hardware) systems do not have a dedicated floating-point and
division unit so these operations should be replaced. We therefore substituted
the floating point operation and division by a simple and fast table lookup. Since
we still preserve all properties from [35], the algorithm will still terminate with
a minor negligible loss in efficiency.

The encoding algorithm suitable for embedded systems is given in Algorithm 3.
The constant weight decoding algorithm was adapted in a similar way, and is

presented in Algorithm 4.

2.5 Encoding and Decoding of Goppa Codes

In this section we briefly introduce the underlying Goppa codes that provide the
fundamental arithmetic for the Niederreiter cryptosystem.
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Theorem 1. Let g(z) be an irreducible polynomial of degree t over GF (2m).
Then the set

Γ (G(z), GF (2m)) = {(cα)α∈GF (2m) ∈ {0, 1}n |
∑

α∈GF (2m)

cα
z − α

≡ 0 mod G(z)}

(1)
defines a binary Goppa code C of length n = 2m, dimension k ≥ n − mt and
minimum distance d ≥ 2t + 1. The set of the αi is called the support L of the
code.[42]

Algorithm 3. Encode Binary String in Constant Weight Word (Bin2CW)

Input: n, t, binary stream B
Output: Δ[0, . . . , t− 1]
1: δ = 0, index = 0
2: while t �= 0 do
3: if n ≤ t then
4: Δ[index++] = δ
5: n− = 1, t− = 1, δ = 0
6: end if
7: u← uTable[n, t]
8: d← (1 << u)
9: if read(B, 1) = 1 then
10: n− = d, δ+ = d
11: else
12: i← read(B,u)
13: Δ[index++] = δ + i
14: δ = 0, t− = 1, n− = (i+ 1)
15: end if
16: end while

Algorithm 4. Decode Constant Weight Word to Binary String (CW2Bin)

Input: n, t,Δ[0, . . . , t− 1]
Output: binary stream B
1: δ = 0, index = 0
2: while t �= 0 AND n > t do
3: u← uTable[n, t]
4: d← (1 << u)
5: if Δ[index] ≥ d then
6: Write(1, B)
7: Δ[index]− = d
8: n− = d
9: else
10: δ = Δ[index++]
11: Write(0|δ,B)
12: n− = (δ + 1), t− = 1
13: end if
14: end while
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There exist fast decoding algorithmswith runtimeO(n·t) operations (e.g., [31,41]).
For each irreducible polynomial g(z) overGF (2m) of degree t there exists a binary
Goppa code of length n = 2m and dimension k = n − mt. This code is capable
to correct up to t errors [3] and can be represented by a k × n generator matrix G
such that C = {mG : m ∈ F k

2 } .
Since r = c + e ≡ e mod g(z) holds, the syndrome Syn(z) of a received

codeword can be obtained from Equation (1) by

Syn(z) =
∑

α∈GF (2m)

rα
z − α

≡
∑

α∈GF (2m)

eα
z − α

mod G(z) (2)

To finally recover e, we need to solve the key equation σ(z) · Syn(z) ≡ ω(z)
mod g(z), where σ(z) denotes a corresponding error-locator polynomial and ω(z)
denotes an error-weight polynomial. Note that it can be shown that ω(z) = σ(z)′

is the formal derivative of the error-locator and by splitting σ(z) into even and
odd polynomial parts σ(z) = a(z)2+ z · b(z)2, we finally determine the following
equation to determine error positions:

Syn(z)(a(z)2 + z · b(z)2) ≡ b(z)2 mod G(z) (3)

To solve Equation (3) for a given syndrome Syn(z), the following steps have to
be performed:

1. Compute an inverse polynomial T (z) with T (z) · Syn(z) ≡ 1 mod g(z)
(or provide a corresponding table). It follows that (T (z) + z)b(z)2 ≡ a(z)2

mod g(z).
2. There is a simple case if T (z) = z ⇒ a(z) = 0 s.t. b(z)2 ≡ z · b(z)2 · Syn(z)

mod G(z) ⇒ 1 ≡ z · Syn(z) mod G(z) which directly leads to σ(z) = z.
Contrary, if T (z) �= z, compute a square root R(z) for the given polynomial
R(z)2 ≡ T (z) + z mod G(z). Based on an observation by Huber [23] this
can be done by a simple polynomial multiplication. We can then determine
solutions a(z), b(z) satisfying

a(z) = b(z) · R(z) mod G(z). (4)

using the extended euclidean algorithm. The computation is stopped, when
a(z) reaches degree 	 t

2
. Finally, we use the identified a(z), b(z) to construct
the error-locator polynomial σ(z) = a(z)2 + z · b(z)2.

3. The roots of σ(z) denote the positions of error bits.
Searching the roots of σ(z) with degree t over GF (2m) is time-consuming.
Besides the plain evaluation of all support elements, for this two most com-
monly used methods are the Chien search [10] and Horner’s scheme [22]. A
third method as proposed in [6] for PC platforms can not be easiliy paral-
lelized and requires a lot of greatest common divisor and trace computations.
In our work we therefore use a parallelized version of the Chien search, which
concurrently evaluates all t coefficients (see Section 4.2 for details). The de-
coding process, as required in Step 2 of Algorithm 2 for message decryption,
is finally summarized in Algorithm 5.
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Algorithm 5. Decoding Goppa Codes

Input: Received syndrome Syn(z) of a codeword r with up to t errors
Output: Recovered message m̂
1: T (z)← Syn(z)−1 mod G(z)
2: if T (z) = z then
3: σ(z)← z
4: else
5: R(z)←√

T (z) + z
6: Compute a(z) and b(z) with a(z) ≡ b(z) ·R(z) mod G(z)
7: σ(z)← a(z)2 + z · b(z)2
8: end if
9: Determine roots of σ(z) and compute e
10: return e

3 Design Decisions

In this section we discuss the design and parameter decisions for our Niederreiter
implementation on reconfigurable hardware. A primary goal of our design is high-
performance, a secondary reasonable hardware costs.

3.1 Parameter Selection

With the implementation of our Niederreiter cryptosystem, we aim to provide
80-bit of equivalent symmetric security, i.e., protection that is comparable to the
security of ECC and RSA with approximately 160-bit and 1024-bit, respectively.
This level of security is still considered sufficient for mid-term security applica-
tions providing a reasonable cost-performance ratio and thus suitable for most
embedded systems. To achieve this level of security, we selected the parameters
m = 11, n = 2048, t = 27, k ≥ 1751 resulting in a private and public key size
of 13.5 and 63KBytes to be stored on the device. This amount of memory is
available in each Xilinx FPGA larger than the low-cost Spartan-3 XC3S1000,
Virtex-5 XC5VLX30 and Virtex-6 XC6VLX75T, respectively [44].

The above security level was originally proposed to minimize public key size for
a given security level and not to maximize performance. However, we stay with
this parameters to be comparable with the existing code-based implementations,
which all selected this parameter set.

For practical purposes, we fixed the size of a message block to 192 bits which
can be encoded into an appropriate error vector in any case. Note that the con-
stant weight encoding algorithm requires an input of variable length to produce
a constant weight output. Experiments showed that on average 210 bits are re-
quired to construct a valid constant weight word. Fixing the input message to
192 bits and adding random bits as required, makes the algorithm practicable
without leaking any security-relevant information.

The secret key consisting of the Goppa polynomial g(z), the support L and
the inverse scrambling matrix M−1 is stored as part of the bitstream file which
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configures the FPGA. Because only the Spartan3-AN class from Xilinx offers
internal Flash memory to store the bitstream internally in a (somewhat) pro-
tected way, appropriate actions have to be taken to protect the bitstream when
storing it in external memory. In this case it is mandatory to enable bitstream
encryption using AES-256 which is available for larger Xilinx Spartan-6 and all
Xilinx Virtex-FPGAs from Virtex-4. Note, however, that also the Xilinx spe-
cific bitstream encryption [43] was successfully attacked by side-channel analysis
in [28].

The (larger) public key can be stored either in internal or external memory
since it does not require special protection. For our implementation we opted
to store the public key in internal BRAMs to allow immediate access for high-
performance encryption.

3.2 Inherent Side Channel Resistants

Some research had been done regarding side channels in code-based cryptog-
raphy, however, all solely focused on implementations of McEliece encryption
[40,39,37,21,27]. The advantage of Niederreiter in contrast to McEliece is that
the ciphertext not consists only out of a pure codeword with randomly added
errors. Fault attacks cannot be easily performed by flipping random bits of the
ciphertext assuming that the decoder either corrects one of the the intention-
ally injected errors or fails to do so. For Niederreiter encryption, the ciphertext
is a syndrome polynomial. Flipping random bits will result most likely in a
decoding error without leaking any information. This renders all the attacks
from [40,39,37] useless. Only power analysis attacks, like the one described in
[21], which directly attacks the Goppa polynomial used in the Patterson algo-
rithm, are still possible. It also requires further investigation, if adoptions of
attacks targeting the root search are possible.

4 Implementation

This section describes our implementation primarily targeting a recent Virtex-6
LX240 FPGA. Note that this device is certainly too large for our implementation
but was chosen due to its availability on the Xilinx Virtex-6 FPGA ML605
Evaluation Kit for practical testing. Furthermore, we provide implementations
for a Xilinx Spartan-3 and Xilinx Virtex-5 to allow fair comparisons with other
work (cf. Table 4).

4.1 Encryption

The public key Ĥ is stored in an internal BRAM memory block and row-wise
addressed by the output of the constant weight encoder. Multiplying a binary
vector with a binary matrix is equivalent to a XOR operation of each row with
input vector bit equal to one. Since this operation is trivial, we now focus on
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the implementation of the constant weight encoding algorithm. Input data to
our cryptosystem is passed using a FIFO with a non-symmetric 8-to-1 bit as-
pect ratio. Hence, after a word with 8-bit length is written to the FIFO, it
can be read out bit by bit. This is the equivalent to the binary stream reader
presented in Algorithm 3. Its main part is implemented as a small finite state
machine. Every time a valid Δ[i] has been computed, it is directly transferred
to the vector-matrix-multiplier summing up the selected rows. By interleaving
operations we are able to process one bit from the FIFO at every clock cycle.
After the last Δ[t] has been computed, only the last indexed row of Ĥ has to
be added to the sum. Directly afterwards the encryption operation has finished
and the ciphertext becomes available. Due to the very regular structure of the
vector-matrix-multiplier and the small operands of the constant weight encoder,
we were able to achieve a high clock frequency of 300MHz. Nevertheless, the
logic in the constant weight encoder is still the bottleneck.

FIFO

Niederreiter Encryption

Bin2CW
BRAM

(public key)

297 bit Register

ADDR

CE

Plaintext Ciphertext

1

8

11

297

1
Message bits

R
ow

N
um

be
r

Row

8

297

CE

Fig. 1. Block diagram of the encryption process

4.2 Decryption

The first step in the decryption process is the multiplication by the inverse
matrix M−1. This 11KByte large matrix is stored in an internal BRAM and
addressed by an incrementing counter. Using this BRAM, the rows of the matrix
are XORed into an intermediate register if the corresponding input bit of the
ciphertext equals to one. After (n− k) = 297 clock cycles, this register contains
the value c′ = M−1 ∗ c as shown in Algorithm 2. Now c′ is passed on to the
Goppa decoder. The Goppa decoder implements standard Patterson decoding
(see Algorithm 5) and returns the erroneous bit positions in the order they are
found during the decoding process.
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Searching roots is a time-consuming process that is highlighted by Figure 2
showing our Chien search core. Decryption performance can be boosted by in-
stantiating two or more of these cores in parallel and let them evaluate different
support elements in parallel. Beside the additional management overhead in the
controlling state machine, each of this cores requires additional 620 registers and
106 LUTs. We therefore only use one core which evaluates one support element
in two clock cycles and finishes the entire process after 4098 clock cycles.

Chien Root Searching

11 bit 
Register_0

Sigma
Polynomial

308

11 bit 
Register_27

Sum equals 0 ?Counter

Root

11

11 111111

0 2711 11

Fig. 2. Design of the Core for Chien Search

Next each root needs to be mapped to these bit positions. In this context,
we constructed a table containing entries for L ∗ P , i.e., we merged this map-
ping and the reverse permutation from line 3 in Algorithm 2. As a side effect,
the permutation P completely disappears from the scheme. Because the sub-
sequent constant weight decoding algorithm expects the distance between the
error bits in ascending order, we implemented a sorting circuit which sorts the
error positions using a systolic implementation of bubble sort. At the same time
it further computes the distance between two successive error positions. Finally,
the error distances are translated into the binary message by a straightforward
implementation of Algorithm 4 as developed in Section 4.1.
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5 Results

We now present the results for our implementation on three different platforms
to enable a fair comparison with other work. Note that most of the differences
in the number of used resources are due to architecture differences in the FPGA
types, i.e., 4-input LUTs vs. 6-input LUTs and 18 KB BRAMs vs. 36 KB BRAMs
in Spartan-3 and Virtex-5/6 FPGAs, respectively.

Encryption takes approximately 200 cycles and is around a factor of 72 faster
than decryption that requires around 14,500 cycles. An open problem is how to
transfer 1.5 million keys per second to the device, when many different public
key are required, which is a typical application. Here an interface capable of
transferring 1, 5 ∗ 106 ∗ 63Kbyte ≈ 774Gbyte

sec would be necessary. As mentioned

Table 2. Implementation results of Niederreiter encryption with n = 2048, k =
1751, t = 27 after PAR

Aspect Spartan3-2000 Virtex5-LX50 Virtex6-LX240

Slices 854 (2%) 291 (4%) 315 ( 1 %)
LUTs 1252 (3%) 888 (3%) 926 ( 1 %)
FFs 869 (2%) 930 (3%) 875 ( 1 %)
BRAMs 36 (90%) 18 (30%) 17 ( 4 %)

Frequency 150 MHz 250 MHz 300 MHz

CW Encode e = encode(m) ≈ 200 cycles

Encrypt c = e · Ĥ concurrently with CW Encoding
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Table 3. Implementation results of Niederreiter decryption with n = 2048, k =
1751, t = 27 after PAR

Aspect Spartan3-2000 Virtex5-LX50 Virtex6-LX240

Slices 11253 (54%) 4077 (56%) 3887 (10 %)
LUTs 15559 (37%) 9743 (33%) 9409 (6 %)
FFs 13608 (33%) 13537 (47%) 12861 (4 %)
BRAMs 22 (55%) 13 (21%) 9 (2 %)

Frequency 95 MHz 180 MHz 250MHz

Undo Scrambling c ·M−1 297 cycles
Compute T = Syn(z)−1 4310 cycles
Solve Equation (4) 4854 cycles
Search Roots 4098 cycles
Sort&Convert 85 cycles
CW Decode 198 cycles

Table 4. Comparison of our Niederreiter designs with single-core ECC and RSA im-
plementations for 80 bit security

Scheme Platform Freq Time/Op Cycles/byte

This work [enc] Virtex6-LX240T 300 MHz 0.66 �s 8.3
This work [dec] Virtex6-LX240T 250 MHz 58.78 �s 612

McEliece [enc] [14] Spartan3-AN1400 150 MHz 1070 �s 768
McEliece [dec] [14] Spartan3-AN1400 85 MHz 21,610 � 8788
This work enc Spartan3-2000 150 MHz 1.32 �s 8.3
This work dec Spartan3-2000 95 MHz 154 �s 612

McEliece [enc] [38] Virtex5-LX110T 163 MHz 500 �s 389
McEliece [dec] [38] Virtex5-LX110T 163 MHz 1400 �s 1091
This work [enc] Virtex5-LX50T 250 MHz 0.793 �s 8.2
This work [dec] Virtex5-LX50T 180 MHz 81 �s 612

ECC-P160 [17] Spartan-3 1000-4 40 MHz 5.1 ms 10,200
ECC-K163 [17] Virtex-II 128 MHz 35.75 �s 224.6

RSA-1024 random [18] Spartan-3A 133 MHz 48.54 ms 50,436
RSA-1024 random [18] Spartan-6 187 MHz 34.48 ms 50,373
RSA-1024 random [18] Virtex-6 339 MHz 19.01 ms 59,258

NTRU encryption [1] Virtex 1000EFG860 50 MHz 5 �s 8.3

above, the public-key cryptosystems RSA-1024 and ECC-P160 are assumed1

to roughly achieve an simiar level of 80 bit symmetric security [13]. We finally
compare our results to published implementations of these systems that target

1 According to [13], RSA-1248 actually corresponds to 80 bit symmetric security. How-
ever, no implementation results for embedded systems are available for this key size.
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similar platforms (i.e.,[14,38,17,18,1] ). For a fair comparison with other exist-
ing implementations of code-based systems we also implemented our code for
Spartan-3 and Virtex-5 FPGAs.

6 Conclusions

In this paper, we clearly demonstrate the very high performance that can be
achieved with an efficient FPGA-based implementation of the Niederreiter scheme.
Besides the more practical plaintext size and smaller public keys, the extremely
high performance with more than 1.5 million encryption and 17000 decryption
operations per second, respectively, makes Niederreiter an interesting candidate
for applications where high throughput and many public key encryptions per
second are required (e.g., upcoming car-2-car communication infrastructures).
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