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Abstract. Robotic soccer vision has been a major research problem in
RoboCup and, even though many progresses have been made so that,
for example, games now can run without many constraints on the light-
ing conditions, the problem has not been completely solved and on-site
camera calibration is always a major activity for RoboCup soccer teams.
While different robotic soccer vision and object perception techniques
continue to appear in the RoboCup Soccer League, there is a lack of
quantitative evaluation of existing methods.

Since we believe that a quantitative evaluation of soccer vision algo-
rithms will led to significant advances in the performance on perception
and on the entire soccer task, in this paper we propose a benchmarking
methodology for evaluating robotic soccer vision systems. We discuss
the main issues of a successful benchmarking methodology: (i) a large
and complete data base or data sets with ground truth; (ii) a public
repository with data sets, algorithms and implementations that can be
dynamically updated and (iii) evaluation metrics, error functions and
comparison results.

Keywords: Benchmarking and Evaluation, Color-based Object Recog-
nition, Robotic Soccer Vision.

1 Introduction

We can generally agree that the camera is the most important sensor to interact
with the outer world. The main objective of the perception module is to process
the raw image and extract useful information. The inputs for a vision system
are images of the camera and sensor readings from internal robot sensors, the
outputs are the relative positions of all recognized objects to the robot.

Over all the visual tasks that a computer may perform, recognizing an object
present in an image could be the most challenging one. Not only a large number
of object categories exist, but also each class can reach a wide number of config-
urations. In a single image one could find a large number of objects. In the case
of video analysis, and tracking several objects in a dynamic environment, things
can get worse.

T. Röfer et al. (Eds.): RoboCup 2011, LNCS 7416, pp. 427–439, 2012.
c© Springer-Verlag Berlin Heidelberg 2012



428 R. Dodds et al.

In the RoboCup Soccer League environment, the number of objects of interest is
small and there is enough a priori information about their size, color and position
(in the case of static landmarks), but still recognizing them remains a complex
task. Over the years, in Robocup Soccer competitions, there have been several
proposals to solve the problem of object perception. It is possible to find a wide
variety of publications about the main stages in object recognition in color coded
environment. Since objects of interest have characteristic colors, most of these at-
tempts are based on color vision. Moreover, although code sharing in RoboCup
(specially in the Standard Platform League) allows in principle to use and test
approaches made by other research groups, this did not occur as desirable.

Indeed, regardless the large amount of work in the area and the fact that
a quantitative evaluation is essential to ensure progress, very little has been
done on performing a systematic comparison among these approaches. This is
mainly due to the lack of a benchmark methodology and of common data sets.
Consequently, almost every paper (see next section) provides its own results on
its own sequence of images.

Conversely, many other research areas have defined standard benchmarks that
are commonly used when introducing new methods. For example, within the
SLAM community reference data sets and the most important algorithms are
available on-line1 (often as open-source projects), so that it is easy to directly
evaluate a new algorithm with respect to existing ones. Also in the Computer
Vision community, many data sets are available for method evaluation: for ex-
ample, PETS2 is used for people tracking and human activity recognition.

The main objective of this work is thus to define a benchmark methodology
for robotic soccer vision systems, developing both a database and an evaluation
methodology. The benchmark can be useful for any RoboCup Soccer League and
also for general color-based object recognition. Although at the moment only
object recognition and localization is considered, the benchmark methodology
can be extended to other relevant issues in robotic soccer vision (like activity
recognition, anomally detection, etc.).

Having a challenging data set helps to track progresses made by current al-
gorithms, stimulates new ideas, improves code sharing and the overall progress
of the league. In order to realize such an effective benchmark methodology for
soccer robots, the data set must be well organized and sufficiently large (i.e.,
in use by most/all research groups), the evaluation methodology should take
into account different performance metrics, the repository should contain also
algorithms (and their implementation), possibly in open-source, with a clear in-
put/output definition, so that can be actually used by the research community.

The paper is organized as follows. In Section 2 we describe the main methods
that have been proposed. We give the specifications of the Data Set in Section
3 and introduce the Data Set Description concept. In Section 4 we describe
the evaluation methodology for soccer vision systems and its implementation in
Section 5. We summarize our work and discuss future directions in Section 6.

1 radish.sourceforge.net and openslam.org
2 www.cvg.rdg.ac.uk/PETS2010/
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2 Overview of Robotic Soccer Vision

Even if the scope of this paper is not to give a full review of soccer vision
algorithms, we should describe the most important stages and approaches of a
general perception module. Without losing generality, a perception module can
be decomposed into two stages: (i) low-level vision, that takes as input a raw
image and outputs a set of region candidates and (ii) high-level vision, which uses
the regions to determine the 3D relative position of available objects. Despite
their differences, many of the proposed techniques can be viewed conceptually
in terms of these two stages of processing3.

In the low-level stage, a bottom-up processing of the image is performed,
where image pixels are analyzed in order to extract useful information. This is
generally the most computationally expensive task, and at each stage the amount
of information that will be processed further is reduced. The first important step
is the color segmentation, which uses a color table (look-up table) to map pixels
from raw image values to a class of symbolic colors, considerably reducing the
amount of information per pixel from 2563 to the number of classes |C| (normally
8 or 9). Several attempts has been made in order to improve this task. In [3]
they use a evolutionary algorithm to convert YUV color space into a easy-to-
separate one facilitating the classification task. Following previous work, in [16]
colors are not only mapped to unambiguous but also to ambiguous color classes.
The ambiguous color classes are resolved based on their unambiguous neighbors
in the image. In contrast to other approaches, the neighborhood is determined
on the level of regions, not on the level of pixels. Another interesting method is
proposed in [6] where they use knowledge of spatial relationship between color
classes to calibrate them starting from another classes.

In the early stage of a color-based vision system, the color constancy prob-
lem is tackled. As mentioned in [13], variations on the light conditions have a
strong effect on the spatial distribution of target color classes. This is known as
the color constancy problem. We can agree that manual calibration is a time
consuming task and may lead to errors. As lighting will always be different on
each playground (even at different times of the day in the same place), teams
started developing automated vision calibrations routines. In the literature, there
are described two ways for improving color constancy dynamically: (i) adjusting
camera parameters or (ii) modifying the color table. These algorithms try to
stabilize color recognition, so that the same colors look almost the same under
different illuminations.

One of the simplest solutions, presented in [9], is to calculate in each frame
the intensity of the image and accumulate an average value in order to detect if
there are variations and adjust the gain parameter if necessary. In [5] a genetic
algorithm is used to optimize the camera parameters instead of modifying color
table.

3 This decomposition assumes that it is possible to define a valid interface between
the two levels, general enough to describe all possible configurations of a perception
module.
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Modifying the color table is the most used approach. In [17] is proposed a sim-
ple solution that defines three different lighting conditions: bright, intermediate
and dark, and using KL-divergence compares the actual illumination condition
and determines which color table to use. The most common method, described
in [10] is to adapt the color table using statistics of recognized objects. Similarly,
[7] and [1] use geometrical models of field and objects to identify landmarks
independently of color classifications. Color information from these landmarks
is used build color classes. An adaptive color calibration based on the Bayes
Theorem, using chrominance histograms and object shapes to update them is
proposed in [4]. Also [11] uses different layers of color representation and up-
dates the color look-up table for each layer using information about recognized
objects. A novel approach is presented in [8], where an adaptive transformation
of the color distribution of the image is used to adjust static thresholds.

On the other hand the high-level vision module performs a top-down image
analysis, using features provided by low-level vision. The main objective is to
find objects of interest and estimate their properties. In this stage contextual
information and expectations of objects that might be in the image could be
used. Usually starting from a list of region candidates of the appropriate color,
binary rules are applied to discard false perception. Physical features as size and
shape are used to quickly filter wrong candidates. Subsequently deeper analysis
are performed. In [14] a context-based vision system is presented. In this work,
perception of static objects is improved using a bayesian framework that consid-
ers different context-coherence instances. Also, machine learning is a widely used
technique in soccer vision. A decision tree learning algorithm, used for compute
the pose of visible robot, is described in [18].

So far, we have described algorithms strongly based on a robust color segmen-
tation of the image. Nevertheless there have been proposed different approaches
that focus its efforts on high level processing. In [12], assuming that a color core
exists independently of the illumination condition, they only use sparse color
classification, i.e. name a color blue only if you are sure it is going to be blue
for all illumination conditions. Sequently, using edge detection from blobs and
counting the number of color pixels inside, the blob color is defined.

Notice that our review and further analysis is only restricted to regular cam-
eras. Although systems running with omnidirectional cameras, share common
elements in the perception process, they use techniques that go beyond the
scope of this paper.

3 Data Set

The benchmark we are proposing is composed by two main topics: the specifica-
tion and the gathering of the data sets and the methodology for evaluating and
comparing different approaches. The former is discussed in this section, while
the latter in the next one. A data set is given by a continuous sequence of data
taken with the on-board robot sensors (including the camera) and possibly with
additional external sensors that are used to provide ground truth. These data
are taken in a specific setting that is described through a Data Set Description.
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3.1 Data Set Descriptions

In order to motivate future progresses in robotic soccer vision, well-organized
and challenging data sets are required. Data sets must contain both input data
to be processed by the algorithms and output data (ground truth) to evaluate
the results. Data sets should also consider the many different variabilities that
occur in real applications. In this work, we propose to define the characteristics of
each data set with a formal Data Set Description (DSD) formed by the following
items:

– ID of the robot, defines from which robot data were taken (e.g., NAO-48),
– sensor used, describes which sensors (both on the robot and external sen-

sors) are used to collect data (e.g., robot camera, robot joints, external
camera),

– scene, describes the environment where the data set has been taken (e.g.,
Singapore 2010 SPL-Field A),

– action, describes the game situation referring to soccer actions (e.g., penalty
kick against blue goal),

– light, describes the light conditions and whether videos where taken with
natural or artificial illumination (e.g., Singapore 2010 venue illumination),

– occlusions, describes additional occlusion if any (e.g., other robots or people
in the field),

– shadows, describes presence of shadows (e.g., due to people around the
field),

– robot dynamics, specifies if the robot capturing the images is fully, partial
(i.e., only the head) or not moving (e.g., still robot tracking the ball with its
head),

– environment dynamics, describes other elements moving in the field (e.g.,
ball and other robots moving around).

– other information, such as date and time of capture, duration, author, etc.

Each data set is associated to a DSD that will be useful also for partial analy-
sis: for example, evaluating methods in particular conditions by using only the
corresponding data sets. Moreover, DSD are extensible, thus additional features
and relevant information can be added in the future, responding to additional
uses of the benchmark.

3.2 Data Set Acquisition

Once the characteristics of the data set have been defined, a careful data acqui-
sition procedure must be performed. Since data will be used to evaluate perfor-
mance of soccer vision methods, three kinds of information must be collected: (i)
the images acquired by the robots, (ii) some internal states of the robots (e.g.,
joints configuration for humanoid robots) in order to determine the pose of the
camera with respect to the body), (iii) external sensors used to measure ground
truth (in particular the pose of the robot in the environment).

The difficulties in data set acquisition are: 1) acquisition of precise ground
truth, 2) data synchronization. Since the field of action of the robots is quite
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limited, a precise ground truth can be obtained by placing sensors around the
field. Both top-view vision cameras and laser range finders can be used for this
task (see for example [2]). In case of external vision cameras, we can either
place markers on the robot and use an automatic robot pose estimation, or label
images by hand. With laser range finders, the use of two or three of them allows
for dealing also with multiple robots and occlusions. For data synchronization,
internal clocks of the robots can be used to synchronize images and robot states,
while if external videos are taken for ground truth, a flashing light pattern, visible
from both the robot camera and the external camera, can be used to determine
synchronous frames.

In this paper we show some examples of data sets including robot camera
videos, robot joints and top-view camera, as shown in Figure 1.

Fig. 1. Video acquisition from NAO camera (a) and from a top view camera (b)

3.3 Data Set Labeling

The third step in the Data Set collection consists in providing the ground truth
that is needed to evaluate algorithm performance. Since our main objective is
the evaluation of performance of soccer vision methods, whose main objective
is to recognize field elements (ball, goals, lines, robots,...) and determine their
position with respect to the robot, it is necessary to label in each frame all
the objects of interest. On the other hand we are not interested in a pixel based
recognition, thus we believe it is not necessary to label single pixels in the image.

Therefore, we propose to proceed as follows.
First, we define the elements of interest: ball, goal post, goal cross-bar, entire

goal, field line, field corner, robot. Then we decide to associate to each of these
elements a planar shape. For simplicity, we will use ellipses for the ball and
quadrilaterals for all the other elements.

Second, a manual annotation of the frames is performed. To this end we
developed a tool to simplify this process: it allows the user to move frame by
frame within the data set, declare an element type and click over four points
that will be used to determine a bounding box (an ellipse in case of the ball) for
that element. Examples of such labeling are shown in Figure 2.
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Fig. 2. Labeling objects of interest. (a),(c) both entire goals and it parts are labeled
using quadrilaterals, as well as lines and corners (b); (d) ellipses are used to label the
ball

In case an external camera is used to get videos for the ground truth and
automatic detection is not available, also the videos taken from this external
camera need to be labelled. For simplicity, we decided to label only the moving
objects: the ball and the robots players, including the one that is taken the data
set. For the robots we also determine the orientation, although this information
will not be very precise. Thus the relative position of the ball with respect to
the robot taking the data set can be computed by transforming the ball location
from a field reference system to the robot local reference system. While we do
not label static elements, thus the distance from the robot taking the data set
and the static elements in the field (if needed) may be computed afterwards by
knowing the geometry of the field.

Positions and poses extracted by the external camera are provided in metric
units within a field reference system. It is also desirable that the external camera
introduces as less distortion as possible. In case of high lens distortion, a pre-
calibration procedure is suggested, and images in the data set should be provided
undistorted.

It is also important to notice that it is unavoidable that this measure intro-
duces small errors when the human operator clicks over an object. In order to
estimate this error, we asked several people to repeat the experiment of anno-
tating the ball and a robot within a data set. Results are shown in Table 1.

From these results we can compute standard deviations of human errors in
labeling that will be taken into account in the evaluation.
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Table 1. Statistics on clicks over objects

# 1 2 3 4 5 6 7 8 9 10
Ball x[m] 1.081 1.074 1.081 1.070 1.062 1.074 1.074 1.081 1.085 1.074

y[m] 1.986 1.982 1.974 1.982 1.982 1.986 1.982 1.982 1.986 1.978
Robot x[m] 3.155 3.144 3.155 3.152 3.175 3.140 3.163 3.163 3.167 3.224

y[m] 1.365 1.353 1.361 1.353 1.361 1.361 1.350 1.342 1.353 1.361
theta[◦] 181.2 180.6 180.3 180.9 182.0 181.5 179.8 179.3 181.5 180.1

# 11 12 13 14 15 16 17 18 19 20 σ

Ball x[m] 1.081 1.070 1.074 1.081 1.085 1.074 1.070 1.070 1.074 1.074 0.006
y[m] 1.971 1.982 1.994 1.982 1.974 1.997 1.986 1.982 1.982 1.986 0.006

Robot x[m] 3.244 3.175 3.190 3.186 3.140 3.201 3.198 3.198 3.224 3.178 0.029
y[m] 1.342 1.350 1.353 1.342 1.342 1.350 1.353 1.350 1.353 1.350 0.007

theta[◦] 179.7 179.1 180.4 182.2 181.3 179.5 182.0 180.4 180.7 179.3 0.967

3.4 Data Set Statistics and Data Base

Finally, once labeling is done, it is useful to extract statistics from each Data
Set: for example, the percentage of frames in which a ball is visible, etc. To this
end we have realized a tool that can extract different statistics from a data set.

It is important to notice that this formalization of the data sets allows for
creating a real data base of data sets, that can be effectively queried with a
simple query language (for example, through a Web interface). In this way it
will be possible to retrieve, for example, all the data sets regarding penalty kicks
in natural light conditions, with a high percentage of frames containing both the
ball and the yellow goal.

4 Evaluation Methodology

In order to evaluate the performance of soccer vision algorithms in a quantitative
way, their outputs have to be compared to the ground truth using pre-defined
error metrics. Here we propose a per-image measure methodology, frequently
used in object detection. The evaluation determines the following measures:

– false positives and false negatives in object detection
– object detection precision in the image space
– object detection precision in the world space
– computational efficiency

We have written an automatic measurement tool that can perform the evaluation
of a method, provided that its output is given in a pre-defined format (which is
described in the benchmark web site).

In particular, the evaluation compares, for each object of interest that the
algorithm declares to detect and for each frame in the data set, the output
of the algorithm with the ground truth. For objects, like goal posts and field
lines, that may appear multiple times in an image, we evaluate them for each
occurrence in the frame. For example, if a frame contains two goal posts and the
algorithm returns only one, the missing one will be counted as a false negative.
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4.1 False Positives and False Negatives

The first measure we consider is to evaluate the quality of the vision method in
detecting the objects of interest in the images.

Let us denote with O the set of objects of interest, and with o ∈ O a specific
object, It the frame taken at time t, T the set of all time-stamps, N = |T | the
total number of frames, δoG(t) the number of occurrences of o in It in the ground
truth, δoA(t) the number of occurrences of o in It in the output of the algorithm,
No

G the number of frames in which there is at least one occurrence of o in the
ground truth, No

A the number of frames in which there is at least one occurrence
of o in the output of the algorithm.

Many measures can be used to measure the quality of object detection, and
while we believe the following ones are the most significant, others can be con-
sidered as well in the evaluation methodology.

True positive rate (or detection rate) and false positive rate measure accuracy
of object detection for a given object o and are defined as

TPRo =
Σt∈T (min(δoA(t), δ

o
G(t)))

No
G

FPRo =
Σt∈T,δoA(t)>δoG(t)(δ

o
A(t) − δoG(t))

N

4.2 Object Detection Precision in Image Space

For correctly detected objects, i.e. for all those frames where δoG(t) > 0 and
δoA(t) > 0, precision measures will be performed. For objects occurring multiple
times a data association problem must be solved in order to match outputs
of the method with the ground truth. This must be done even in presence of
false positive or false negatives detection. For example, if a frame contains three
lines and the algorithm return two of them, one element is counted as a missing
detection, but for the other two precision must be computed by comparing them
with two of the lines in the ground truth. Data association is solved with a best
scoring approach, so the association that returns the best score is chosen. Note
that, although this process requires the evaluation of δoG(t) > 0 × δoA(t) > 0
combinations, this is in fact a small number, since δoG(t) is typically limited.

Let us denote with Γ oi
t the bounding box of the i-th occurrence of o in It in

the ground truth, and Boi
t the bounding box of the i-th occurrence of o in It in

the method output. Let f(i) be the association function between the occurrence
of an object in the method output and in the ground truth, that returns the best
score. Then precision in the detection of the i-th occurrence of o in It by the
method, which is associated of the f(i)-th occurrence of o in It in the ground
truth, is given by following the PASCAL ([15]) measure

αoi
t =

area(Boi
t ∩ Γ

of(i)

t )

area(Boi
t ∪ Γ

of(i)

t )
(1)
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The average precision in detecting o in all the data set is given by

αo =
Σt∈TΣi=1,..,δoA(t)α

oi
t

Σt∈T δoA(t)

4.3 Object Detection Precision in Field Space

The third evaluation stage is made using the real positions of the object, provided
in the data set. Again for each object for which the algorithm returns a position
in the world (in robot local ground coordinate frames), the precision of such
measure is evaluated by comparing the values in the data set ground truth.

As mentioned in the previous section, we have decided to label only the posi-
tion of the ball and the poses (position and orientation) of the robots.

Let xball
t be the relative position of the ball with respect to the robot in

the frame It computed by the method under evaluation, and χball
t the relative

position of the ball with respect to the robot in the frame It computed with the
ground truth.

The evaluation of the location of the ball is based on the Euclidean distance
between the two positions xball

t and χball
t . We denote the distance between the

tow positions with ||xball
t − χball

t || and the distance of the ball to the robot (i.e.,
the norm of χball

t ) as ||χball
t ||.

When this distance is within the standard deviation of the human error in
annotating the ground truth σd, then this error is fixed to 0.

εballt =

{
0 if ||xball

t − χball
t || ≤ σd∣∣∣ ||xball

t −χball
t ||

||χball
t ||

∣∣∣ otherwise
A similar measure is defined for poses, by considering both the position and

the orientation error. Then, the average error over the entire data set is obtaining
by averaging εot over time t ∈ T .

4.4 Computational Efficiency

The last performance measure is computational time of the method. Here it
would be important to evaluate it in the actual CPU on which the method will
run, thus on the robot CPU. In the case of standard platforms, this is very easy
and all the methods can be directly compared. In case of self-built soccer robots,
the specification of the CPU, memory and other characteristics of the processing
unit on board the robot needs to be provided as well.

5 Benchmark Implementation

The benchmarking methodology described in this paper has been implemented
by developing a collection of tools and data sets and by making them available
through the web site
http://labrococo.dis.uniroma1.it/RobotSoccerVisionBenchmark/
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The web site contains a full description of the components of the data sets,
so that it is possible and easy to contribute to it by extending its scope.

At the moment this paper is completed, the benchmark contains 20 data sets,
corresponding to about 40 minutes of labeled videos taken with the NAO robots.
Additional data sets will be added in the next future, provided also by other
teams. Moreover, in order to simplify the use of the benchmarking methodology,
we released the following software tools: (i) a tool for data acquisition for the
NAO robots, (ii) a tool for labeling sequences of images or videos and (iii) a
shared library that facilitates evaluating vision methods.

6 Discussion

It is well known that defining standard benchmarks and common performance
metrics is a very important issue in order to improve the general performance
of a research topic. In this paper, we propose a standard benchmark and perfor-
mance metrics for one of the major RoboCup soccer problems: vision and object
recognition.

Although we propose a specific methodology and performance metrics that we
believe of general interest for evaluating the research in this field, the benchmark
can be easily extended in order to capture other specific needs. For example,
adding a new performance metric does not affect the collection and labeling of
data sets; adding a new object to recognize or additional labels does not affect
previous collections.

Moreover, the collection and the use of data sets must not be limited to a
single research group, but should be extensively used ideally by all the groups
doing research in the field. Therefore the main aim of this work is to involve as
many research groups as possible to contribute to the collection of data sets and
evaluation of methods, through the benchmark web site that will be constantly
updated.

So far we have collected only a few data sets with the methodology presented
above in our laboratories. This activity confirmed both the correctness of the
proposed approach and of the developed tools and the effectiveness and easy-of-
use of the methodology.

Future work is to collect contributions to this benchmark by other research
groups, make it widely accepted and use it as a standard evaluation methodology
for robotic soccer vision.
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