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Abstract. Grid information systems play a central role in today’s pro-
duction Grid infrastructures, enabling the discovery of a range of in-
formation about the Grid services that exist in an infrastructure. As
the number of services within these infrastructures continues to grow,
it must be understood whether the current implementations are able to
scale to meet the future requirements. Existing approaches for evaluat-
ing Grid information systems mainly focus on performance metrics and
do not consider the quality of the information itself. This paper pro-
poses a comprehensive benchmarking methodology for the evaluation of
Grid information systems which includes a metric to assess the quality of
the information returned. Using this methodology, two commonly used
Grid information system implementations, Metadata Directory Service
(MDS) and the Berkeley Database Information Index (BDII), are evalu-
ated using data obtained from the Enabling Grids for E-SciencE (EGEE)
production Grid.

1 Introduction

Grid information systems enable users, applications and services to discover
which Grid services exist in a Grid infrastructure along with further information
about their structure and state [2,7]. Information describing each Grid service
originates from the Grid service itself and hence the Grid service, in terms of
Grid computing, is the primary information source. Grid information systems
provide an interface that can be used to resolve queries over these information
sources, which can be numerous and widely distributed geographically. From the
perspective of an information consumer, the information system can be repre-
sented by an abstract interface to which queries can be sent and a query response
is received. How the Grid information system resolves that query, taking into
consideration all the information sources, is an implementation detail for the
specific system. What matters from the users perspective is the overall quality
of the service provided by the interface.

As Grid infrastructures grow, more Grid services and hence information
sources will exist in the infrastructure, which will increase the total volume of in-
formation. In addition, a larger infrastructure also experiences greater utilization
and the amount of queries made to the information system will also increase.
Ensuring that Grid information systems will meet the future requirements in
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terms of information volume and query load, is one of the main challenges fac-
ing today’s production Grid infrastructures.

In recent years, a number of Grid information systems have been developed.
Despite their differences [4], there is a great deal of commonality between their
core functionality and deployment scenarios. Grid infrastructure managers need
to compare these different Grid information systems implementations in order
to choose which solution best meets the needs of their infrastructure. This is a
decision that should not be taken lightly. Large scale distributed infrastructures
can exist for many years, during which time it can be too difficult to migrate
between different implementations. A benchmarking methodology for evaluating
and comparing these different implementations would provide valuable insight
for Grid infrastructure managers. Such a methodology should evaluate the Grid
information system in order to understand its scalability limitations. The results
of this evaluation could then be compared with the estimated future requirements
from growth projections of that Grid infrastructure.

Existing literature evaluating Grid information systems [3,9,11,12,13,14,15] fo-
cuses mainly on performance metrics such as response time (that is, how quickly
a user query is answered) or throughput (that is, how many concurrent queries
can be handled over a period of time). However, these metrics alone cannot be
used to assess the overall performance of Grid information systems as they ne-
glect some important aspects such as the nature of the queries (different queries
have different requirements) as well as the quality of the answers delivered by
the Grid information system. In fact, a recent study [5], whose results largely
motivated the present paper, demonstrated that how up-to-date the information
delivered by a Grid information system is may vary significantly across different
types of Grid information; this affects the quality of the answers obtained and
must be considered in any evaluation study.

Taking into account the above, this paper presents a comprehensive bench-
marking methodology to evaluate Grid information systems, which is based on
the assessment of three different components: (i) a set of commonly executed
queries; (ii) query response time; and (iii) quality of information returned. To
the best of our knowledge, this is the first time that such a comprehensive bench-
marking methodology for Grid information systems, which incorporates the use
of a quality metric, is proposed. The proposed benchmarking methodology is
then used to evaluate two different Grid information system implementations;
the Metacomputing Directory Service (MDS) [2] from the Globus project and
the Berkeley Database Information Index (BDII) [6], which is a simplified imple-
mentation of Metadata Directory Service (MDS). The evaluation takes place on
the Enabling Grids for E-science (EGEE) [8] infrastructure, the largest multi-
disciplinary Grid infrastructure in the world.

The paper is outlined as follows. Section 2 gives a critical evaluation of previ-
ous, related work. Section 3 describes in detail the components of the benchmark-
ing methodology and how the metrics included can be measured. The evaluation
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of the two Grid information systems using the benchmarking methodology pre-
sented is given in Section 4. Finally, some concluding remarks can be found in
Section 5.

2 Related Work

This section reviews work that has been done to evaluate Grid information
systems. As already mentioned, and will be observed next, most of this work
does not assess the quality of the information obtained.

In a frequently cited study [13,14,15], the functional components of three
systems were grouped into similar types and the performance of each compo-
nent type was evaluated against those of their counterparts. The focus was to
evaluate the effect of a large number of users and information sources for each
implementation. In addition to the average query response time, a throughput
metric (average number of queries per second) was also used. Both of these met-
rics were measured for different numbers of concurrent queries and information
sources. However, in this study little attention was given to the data itself. A
single query (return all information for a specific information source) was used
and it was assumed that the response was always correct (i.e., up-to-date, or
current, or fresh). In addition, the information volume used was small (10Kb)
compared with today’s infrastructures.

A study investigating the scalability and analyzing the performance of an
information system [3] addressed some of these deficiencies by using real data
from a large-scale Grid infrastructure. It also investigated how the performance
is affected by the size of the query response, however, again only the average
query response time was used as a metric and again it was assumed that all
responses were correct.

A Grid information benchmark has previously been proposed [9], based on a
set of queries and scenarios, which were used to compare the access language
and platform capabilities for three different database platforms serving Grid in-
formation. Although in total 13 different queries were used, the specific case for
using this set was not made. The databases were populated with synthetic but
realistic information about Grid services, which conformed to the GLUE infor-
mation model [1]. Short synthetic workloads (scenarios) were used to measure
the query response time of concurrent query requests to the repository. The ma-
jor difference with our work is that we include a quality metric and actual results
from a production Grid.

Of particular interest is the study in [12], which, in addition to query re-
sponse time, proposed two further metrics, network overhead and information
freshness, for evaluating Grid information systems. Network overhead is defined
as the number of bytes that a crawler downloads to update the information in
the system. The crawler in this context is a specific implementation detail of this
system and although important, it is not a concern for the user from a quality of
service perspective. Information freshness, on the other hand is of great concern
to the user. Information of the Grid information system is considered fresh (or
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correct), at a given point in time, if it is synchronized with its real-world equiv-
alent value at the information source (that is, both values are the same). This
concept of freshness is useful as a quality metric for the information returned,
and it is missing from other studies. However, the proposed calculation of fresh-
ness may not be feasible in a real system as it requires a continuous comparison
of all values.

All of the above studies demonstrate the need to evaluate Grid information
systems. They show that the query response time is a key metric and should be
a core part of any proposed benchmarking method. The studies also show that
the query response time can be affected by four main factors; the total infor-
mation volume, the type of query (both due to the complexity and size of the
response), the number of concurrent queries (query loading) and the implemen-
tation (hardware, software and internal architecture).

Extending the current state-of-art further, our benchmarking methodology
takes into account the above, also including a metric to measure the quality of
the query response.

3 Methodology

The benchmarking methodology will be based on the GLUE 1.3 information
model [1] as this information model is used by the majority of today’s pro-
duction Grid infrastructures [10]. The information model used is a key part of
any benchmarking study as it defines a number of constants of relevance to the
benchmarking method. These include the object types, and hence expected fre-
quency of change for those object types, the composition of the queries and the
size of the query response. If an alternative information model is used, these con-
stants will have to be measured for that information model. Due to the different
constants being used, benchmarking results cannot be compared for different
information models.

The volume of information and the use case for the benchmarking methodol-
ogy will be taken from a large-scale production Grid infrastructure, the infras-
tructure from the Enabling Grids for E-science (EGEE) project. This is a fair
choice to use as a reference for the benchmarking methodology as EGEE oper-
ates the largest multi-disciplinary Grid infrastructure in the world. In addition,
it also makes use of the GLUE 1.3 information model. As of November 2010, the
EGEE Grid information system contained information representing 4102 Grid
services deployed between 375 sites. This information represents an information
size of 102MB in the LDIF format, which corresponds to an average of 272KB
per site or 25KB per service.

Set of queries: In order to consider queries commonly made to the EGEE Grid
information system, we used the information provided in [3] to choose a top-ten
of queries. The type of each query and its frequency as a percentage of the total
number of queries made to the system are shown in Table 1.

We further analyzed the characteristics of each query in terms of the query
response size and the object type that they use. As different objects experience
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Table 1. The top ten queries made to the EGEE infrastructure as a percentage of the
total number of queries

Query %

Q1 Find the Closest Computing Service to a Storage Service 19.6
Q2 Find the VO’s Storage Area for a Storage Service 17.7
Q3 Find all Storage Services 16.3
Q4 Find a Storage Service 15.5
Q5 Find the Closest Storage Service to a Computing Service 7.8
Q6 Find all Services for a VO 6.8
Q7 Find all Computing Services for a VO 2.1
Q8 Find all Storage Areas for a VO 2.1
Q9 Find all Sub Clusters 1.5
Q10 Find the VO’s Computing Share for a Computing Service 1.4

a different frequency of change [5], the object type being used by each query
may indicate how up-to-date the results of this query are expected to be. These
characteristics are shown in Table 2.

A few observations are interesting to note. All queries have a similar level of
complexity: they either return all the objects of a particular type or filter by
only one predicate. As such, the two key differences between the ten queries are
the size of the query response and the object type that is queried.

The size of the query response allows a classification of the queries into three
groups: (i) queries that return information about one service (denoted by ‘small’
in the table); (ii) queries that return all information for an object type (denoted
by ‘large’ in the table); and (iii) queries that filter information for one object
type (denoted by ‘varying’ in the table). For queries of the latter group the actual
size of the response varies depending on the filter being used. To ensure that the
filter used for a particular query provides a good representation of the query
response size for that query, all possible values for that filter were evaluated and

Table 2. Characteristics of each of the top ten queries

Query Size(bytes) Size(class.) Object Frequency

Q1 2858 small CESEBind Low
Q2 5436 small SA High
Q3 315225 large SE High
Q4 642 small SE High
Q5 1875 small CESEBind Low
Q6 49801 varying Service High
Q7 16607 varying CE High
Q8 12348 varying SA High
Q9 8959015 large SubCluster High
Q10 6009 varying VOView High
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the response size in each case was calculated. The median size was then chosen
(and is shown in the table) to avoid the average being skewed by the few large
query responses. Regarding the object type used by each query, we classify these
objects according to the classification in [5] into high-frequency objects (those
that experience over 1% changes per day) and low-frequency objects (those that
experience less than 1% changes per day).

Query response time: Each query is executed 50 times against the deployed
instance of the Grid information system under evaluation. Each time, the query
response time (QRT) is measured from the start of the client connection to when
all the data for the query response has been received by the client. The average
query response time can be calculated using Equation 1, where n = 50.

QRTaverage =
∑

QRT

n
(1)

Quality of information: For each query, the (α, β)-currency will be used to assess
the quality of information returned. This metric, first investigated in the context
of the Grid in [5], can be used to calculate a probability, α, that a selected object
value stored by the Grid information system is current with respect to a grace
period β. The probability α can be calculated by using Equation 2, where β is
the age of the information and λ is a constant for each object type.

α = e−λβ (2)

The method used to measure β, the age of the information, depends on the
specific Grid information system implementation. If a timestamp is available for
when the information was created, this can be compared to the time when the
query was executed. Alternatively, the time between when the information was
created and when the query was executed will need to be measured. The latter
will be the method that will be used later in our benchmarking comparison
of MDS and BDII. We assume that the information is fresh and the query is
executed as soon as the cache has been updated. Hence, we use the time it takes
to update the cache as the time between when the information was created and
when the query was executed; this provides a value for β.

The constant λ can be calculated using Equation 3, where f is the frequency
of change for a specific object type and N is the number of objects of that type,

λ =
f

N
. (3)

Further information regarding the frequencies of change for the GLUE 1.3 object
types (as well as the number of objects for each type) can be found in [5].

4 Benchmarking MDS and BDII

This section benchmarks two Grid information system implementations, MDS
and BDII, using the benchmarking methodology described in the previous
section.
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4.1 Background

The MDS query interface hides the details [2,7] of the MDS architecture and
implementation from the client. This interface is provided in MDS by the Grid
Index Information Service (GIIS) using the Grid Resource Information Protocol
(GRIP). The GIIS maintains a dynamic registry for information source loca-
tions populated from registration notifications received via the Grid Resource
Registration Protocol (GRRP). The GIIS parses each incoming GRIP request
and then forwards this request to one or more information sources found in the
registry depending on the type of information requested. To improve perfor-
mance [15], each response may be cached for a configurable period of time by
specifying the cache time-to-live (TTL) per information source as part of the
registration. In the MDS implementation, the standard Lightweight Directory
Access Protocol (LDAP) has been adopted for both the GRRP and GRIP, where
it was used to define the data model, query language and wire protocol, and the
GIIS is implemented as a special purpose back-end for an OpenLDAP server.

The Berkeley Database Information Index (BDII) is a simplified implemen-
tation of the MDS GIIS. The main simplification is the absence of the GRRP
protocol with the dynamic registry functionality being replaced by a static reg-
istry where new information source locations are added manually by a system
administrator. The other simplification is that the BDII maintains its informa-
tion cache using a parallel process rather than caching query results. This serves
to decouple the cache update process from incoming queries; therefore, the in-
formation sources are isolated from the queries and this results in a predictable
behavior of the system.

In both implementations, the information is cached and queries are evaluated
using this cache. The implementations diverge in the method employed to refresh
that cache. Further discussion on the impact of the cache update method can
be found in Section 4.5.

4.2 Experiment Setup

The MDS and BDII software was installed and configured on a physical machine.
The machine used had a 1.80GHz single processor Intel Pentium and 1Gb of
memory. The MDS version used was 2.4, which is based on OpenLDAP 2.0 and
the BDII version used was 5.1.9, which is based on OpenLDAP 2.3. A second
machine was used to run client queries. This machine had four 2.66GHz Intel
Xeon CPUs and 8Gb of memory. The two machines were connected through a
100 Mbps LAN.

The caches were populated with data representing the information from the
EGEE production infrastructure and the cache update processes were disabled.

4.3 Query Response Time

Each query was executed in a single thread that iterated 50 times over the same
query. The average response time for each query type made to the MDS GIIS
and the BDII can be seen in Figure 1.
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Fig. 1. Average query response time for the top ten queries made to MDS and BDII

These results show that for MDS GIIS the query response time is almost
constant, approximately 2.6s, for all query result sizes, with the exception of the
8.9Mb result size, which causes the query response time to increase to 3.2s. This
suggests that the connection overhead and query execution time are the main
factors that affect the query response time for the MDS GIIS. The query result
size, and hence transfer overhead, only has an impact for large query response
sizes. By contrast, the BDII implementation has much lower query response
times, which seem to be affected by the query response size. This suggests that
the connection overhead and query execution time are much lower for the BDII
implementation and that the transfer overhead is the main factor that affects
the query response time.

4.4 Quality of Information

As already mentioned in Section 3, for the value of β we can use the time it takes
to update the cache. However, we note that the BDII and MDS GIIS differ in the
way the cache is updated. In the MDS GIIS, the cache is updated synchronously
with the query, whereas with the BDII this update is done asynchronously. This
means that for the MDS GIIS, when the cache is stale, the next query will
trigger the update process and subsequent queries will block until this process
has finished. In the BDII a parallel process updates the cache while the cache
is still responding to queries. In either case, the time to update the cache is the
minimal value for β in Equation 2, with the maximum value being defined by
the TTL of the cache in the MDS GIIS or the delay between update cycles in
the BDII. The best-case scenario, which will be measured here, is where these
values are zero.
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Table 3. The result of calculating (α, β)-currency for the MDS GIIS and BDII

Query Object λ αMDS αBDII

Q1 CESEBind 1.14 × 10−08 1.000 1.000
Q2 SA 5.11 × 10−04 0.279 0.902
Q3 SE 4.85 × 10−04 0.298 0.907
Q4 SE 4.85 × 10−04 0.298 0.907
Q5 CESEBind 1.14 × 10−08 1.000 1.000
Q6 Service 4.86 × 10−04 0.298 0.907
Q7 CE 1.91 × 10−03 0.008 0.681
Q8 SA 5.11 × 10−04 0.279 0.902
Q9 SubCluster 2.28 × 10−06 0.994 1.000
Q10 VOView 1.48 × 10−03 0.025 0.743

To measure the query response time for the MDS GIIS the cache TTL was set
to zero so that every query made to the cache would trigger the update process.
A simple query that returned zero results was used to trigger the update. The
query response time for 10 successive queries was measured and the average
query response time was calculated. The average query response time when the
cache is valid was also calculated. The difference between the query response
time when the cache is valid and invalid gives the cache update time. The cache
update time for the MDS GIIS was 2496s with σ=13.6s.

For the BDII, the update process is instrumented and the update time is
recorded in the log file of the update process. Thus, the average time for 10
updates was calculated. The cache update time for the BDII was 201s with
σ=14.9s.

Using the cache update times for β (that is, βMDS=2496 and βBDII=201) and
the frequencies of change from [5] to calculate λ, the value of α was calculated
using Equation 2 for each query. The results are shown in Table 3. The values
αMDS and αBDII correspond to the probability that the information is current
for the MDS GIIS and BDII, respectively.

4.5 Discussion

Comparing the query response times of the BDII and MDS GIIS implementa-
tions for a single query thread, the result depends on the query used. For Q4, the
query with the smallest response size (642 bytes), the query response times are
0.003s and 2.58s for the BDII and the MDS GIIS, respectively. For Q9, the query
with the largest response size (8.5Mbytes), the query response times are 0.41s
and 3.19s, respectively. The BDII implementation delivers much better perfor-
mance than the MDS GIIS for queries with a small response size, however, this
advantage is reduced for larger response sizes.

As stated previously, looking at the query response time is only one aspect
of the overall quality of service. The quality of the information returned also
needs to be considered. In the case of querying a low frequency object type, for
example Q1 (CESEBind), it is almost certain that all information is current.
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However, for the case of querying a high frequency object type, Q7 (CE), the
probability that the information is current is 0.008 for the MDS GIIS, while,
for the BDII, the probability that the information is current is 0.681. We note
that these figures represent the best-case scenario as they assume the original
information is current. The value for α will degrade further during the period
after the caches have been updated. The length of this period can be defined by
a configuration parameter in both instances. Knowledge of (α, β)-currency can
be used to set an optimal value for this parameter, however, the limit is reached
when the value is set to zero.

Comparing the query response times will show which implementation gives
a faster response, however, it does not indicate whether the query response
time is acceptable. In both implementations, the query response time may be
acceptable for a particular deployment scenario. Including the (α, β)-currency
metric gives additional insight by providing a measurement of the quality of
the information returned. What values are acceptable will be dependent on the
particular deployment scenario, however, we can make some general statements
about the result. Any value less than 1 would result in the client having to include
a probabilistic approach when using this information. Any value less than 0.5
means that the information returned is more likely to be incorrect than it is
likely to be correct. With this interpretation, the MDS GIIS is returning more
incorrect information when querying high frequency object types than correct
information and although the BDII is returning more correct information than
incorrect information when querying high frequency object types, a probabilistic
approach to using that information would be required.

We also note that when the cache in the MDS GIIS is stale, the next query will
trigger the cache to be updated and subsequent queries will be blocked until this
process has finished. Unlike the MDS GIIS, the BDII can be queried while the
cache is being refreshed. To see how the query load affects the cache update time
and hence β, the query Q3 was used to produce a query load using a single thread.
This query load caused the cache update time to increase to 1100s with σ=145
while the average query response time for the query increased from 0.0427s with
σ=0.00114 to 0.0472s with σ=0.0339. Although for low frequency object types, it
is still almost certain that the information in the cache is current (which implies
better quality), the value of α for high frequency object types was reduced from
0.907 to 0.58 (for Q3). Also, the values for Q7 and Q10 were reduced from 0.681
and 0.743 to 0.12 and 0.2, respectively.

As a final remark, we note that a potentially important aspect for Grid infor-
mation system benchmarking, which has not been a central issue in this paper,
but in other similar studies, is how the query response time varies with the num-
ber of parallel queries. In some preliminary results, the query response time for
varying numbers of concurrent queries executed against the MDS GIIS and BDII
was measured. The results showed that for the MDS GIIS doubling the number
of query threads essentially doubles the query response time. However, with only
4 query threads, a few queries time out, that is they exceed the 20s threshold set
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in the test framework as a protection against queries hanging indefinitely. With
only 6 query threads, up to 35% of the queries time out and with 8 query threads
up to 52% of the queries time out. For the BDII up to 100 parallel query threads
were used, as provisional tests showed that BDII could handle much more than 8
query threads. Even with 100 query threads, many of the queries return a result
in less than 1s. The exception is for queries that return large query responses,
where timeouts were observed with 75 and 100 query threads. Although briefly
mentioned here, the issue of concurrent query execution is highly relevant for
today’s production Grid infrastructures; however, lack of space does not allow
us to cover it in-depth and has been covered in other related studies.

5 Conclusion

This paper investigated the benchmarking of Grid information systems and pro-
posed a comprehensive benchmarking methodology, suggesting that the addition
of (α, β)-currency as a metric for describing the quality of a Grid Information
System would give additional insight. Two Grid information system implementa-
tions that have had production exposure, MDS and the BDII, were then bench-
marked using this methodology. The results showed that in terms of response
time, the BDII implementation gives better performance than the MDS GIIS
for queries with a small response size, 0.003s and 2.58s for the BDII and the
MDS GIIS respectively for Q4 (642 bytes). However, this advantage is reduced
for larger response sizes, giving 0.41s and 3.19s for the BDII and the MDS GIIS,
respectively, for Q9 (8.5Mbytes).

While this comparison showed that the query response time for the BDII
was better (faster) than for the MDS GIIS, a statement could not be made on
whether or not this result was acceptable for deployment in a production Grid
infrastructure. Including the (α, β)-currency metric gave additional insight by
providing a quality measurement for the information returned. For low frequency
object types, it is almost certain that the information in the cache is current.
However, for the high frequency object type in Q7 (CE), the probability that
the information is current is 0.008 and 0.681 for the MDS GIIS and the BDII,
respectively. This suggests that for Q7, the MDS GIIS would mainly be returning
incorrect values and that a probabilistic approach would be required for the
information returned from the BDII.

In conclusion, this paper has presented a comprehensive methodology for
benchmarking Grid information systems. This methodology demonstrated that
including the concept of (α, β)-currency gives additional insight over using the
query response time alone. Our experimental results have also indicated that the
existing Grid information system used in the EGEE production infrastructure is
not particularly suited for high frequency object types. Future work can consider
further improvements of the query set or more exhaustive experimental results.
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