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Abstract. This article presents a new approach to mobile robot vision
based on genetic algorithms. The major contribution of this proposal is
the real-time adaptation of genetic algorithms, which are generally used
offline. In order to achieve this goal, the execution time must be as short
as possible. The scope of this system is the Standard Platform category
of the RoboCup1 soccer competition. The system developed detects and
estimates distance and orientation to key elements on a football field,
such as the ball and goals. Different experiments have been carried out
within an official RoboCup environment.

1 Introduction

For mobile robotics, image processing has become one of the most important
elements. Intelligent robots need to retrieve information from the environment
in order to interact with it. Vision cameras are one of a robot’s key devices.
The images taken by the robot’s camera need to be processed in real time with
limited processing resources. The systems developed need to cope with noisy and
low quality images, and in order to process the maximum number of images by
second, the algorithms must be as efficient as possible.

In the RoboCup[1] environment different solutions have been proposed over
the last years. These proposals use the information obtained with colour filtering
processes[2]. Scan-lines[3] and edge-based[4] solutions have been one of the most
widely-used for the RoboCup competition.

The approach presented here carries out object recognition by using real-time
genetic algorithms[5](GAs). The number of iterations and individuals for the GA
must be reduced as much as possible in order to improve efficiency (some authors
propose the use of cellular GAs[6] instead of reducing the number of individuals
and iterations). This is necessary because the system has to be applied in
real time. In order to prevent system performance from being affected by this
reduction, the individuals will be initialized using all the available information.
This initial information can be obtained from previous populations and from the
colour filtering process applied to the last image taken by the robot’s camera.
After an image showing an object o, the next image has a high probability of
1 http://www.robocup.org/

J. Baltes et al. (Eds.): RoboCup 2009, LNAI 5949, pp. 215–227, 2010.
c© Springer-Verlag Berlin Heidelberg 2010



216 J. Mart́ınez-Gómez et al.

showing the same object. The information obtained from previous populations
allows us to take advantage of the high similarity between consecutives images
taken by the camera.

Our hypothesis is that the similarity between captured images, and the
information obtained with the filtering process, can be used to develop a real-
time vision system based on genetic algorithms. Different tests in real scenarios
using the biped robot Nao have been carried out to evaluate our proposal. These
tests show the object (ball and goals) recognition process on the official RoboCup
football field.

The article is organized as follows: problem restrictions are outlined in Section
2. We describe the full vision system in Section 3, and in Section 4 we explain
the experiments performed and the results obtained. Finally, the conclusions and
areas for future work are given in Section 5.

2 Problem Restrictions

The vision system has to be valid for use in the Standard Platform category.
Robot Nao2 is the official platform for this category, and its camera takes 30 (320
x 240 pixels) frames per second. The camera’s native colour space is YUV[7].

In order to reduce the amount of information to work with, the captured
images are filtered. This processing removes the pixels that do not pass a colour
filter. The key colours in the RoboCup environment are yellow and blue for the
goals, green for the carpet, orange for the ball and white for the field lines.
Football player equipment is red and dark blue. The filtering is carried out by
defining a top and bottom limit for the Y, U and V colour components. A pixel
will successfully pass a filter only if all its components are between these limits.
Fig. 1 shows a filtering example for blue.

Fig. 1. Colour filtering for the blue goal

Object recognition has to be carried out during a football match. The
environment includes objects that are partially hidden behind others, so the
frames taken in a football match will not always show the complete object we
want to recognize. Scan-line-based methods present a lot of problems in these
situations, whereas our system works properly, as will be shown in the results
section.
2 http://www.aldebaran-robotics.com/eng/Nao.php
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3 Vision System

Genetic algorithms use individuals that represent potential solutions to problems.
For our vision system, individuals have to represent the detection of the object o
placed at distance d with the orientation or. This information (object o at distance
d with orientation or) is contrasted with the one extracted from the last frame
captured by the robot’s camera. The fitness will be high for individuals with
information that is plausible with respect to the last image. On the other hand,
the fitness will be low if the object o does not appear in the image.

3.1 General Processing Scheme

The processing starts with the arrival of new images at the robot’s camera. A
new image will evolve a new population for each object to be recognized. In this
work, three distinct objects are considered, the blue goal, the yellow goal and
the orange ball, so three different populations will be kept. After taking a new
image, the colour filtering allows the robot to know the objects likely to appear
in the image. The populations of the non-plausible objects will not be evolved.
Fig.2 shows the general processing scheme.

Capture a new image and filter it with colour filters
for each object to recognize

if we have obtained enough pixels
Evolve a new population
Apply local search over the best individual
Return the estimated distance to the object

end if
end for

Fig. 2. General system processing scheme

In order to avoid local optimums, the population will be restarted after a
given number of iterations failing to improve the best individual. An iteration
will increase the value of a counter if the best fitness of the iteration is not
greater than the best global fitness. The counter value will be set to zero if the
iteration obtains the best fitness. The population will be restarted if the counter
reaches a limit value.

3.2 Genetic Representation

In addition to the distance between the camera and the object to be recognized,
we also need to estimate the orientation between both elements. This information
is not only needed for self-location tasks[8], but also for the application of the
fitness function. The shape of an object in an image will depend on the distance
and the orientation between object and camera.

Fig.3 presents graphically the three parameters to be estimated: d is the
distance between camera and object, α is the difference of orientation in the
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Fig. 3. Image taken with specific distance and orientation between object and camera

x-axis and β in the y-axis. With the same distance d and different α or β values,
captured images will show the same ball but located at a different position within
the image. The image will not show the ball with big α or β variations. A third
component for the orientation difference in the z-axis is not needed, because
using horizon detection techniques[9], the image can be processed to show all
the objects parallel to the floor.

Each individual stores the following information (genes):

– Distance to the robot: d
– Orientation difference in the x-axis: α
– Orientation difference in the y-axis: β

All the genes are represented by a numerical value, limited by the maximum
distance detection for d, and by the field of view for α and β. An additional gene
is needed to perform goal detection. This gene (θ) represents the goal orientation
when the frame is taken. Two frames taken with the same < d, α, β > parameters
will be different if the goal orientation varies, as can be observed in Fig.4.

3.3 Obtaining the β Parameter

We can avoid modelling β if we know the angle between the camera and the
floor in the y-axis, γ. Thus β can be calculated using γ, the distance d, and the

Fig. 4. Images taken varying the θ parameter
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orientation in the x-axis α. With this approach, the areas of the search space
that represent unreal solutions will not be explored. Using γ and the camera’s
field of view, we can obtain the minimum and maximum distances at which we
can detect elements. For instance, if γ is close to 90 degrees, the robot will be
able to recognize distant objects, but not a nearby ball.

The main problem of calculating β instead of modelling it is that our algorithm
will heavily depend on γ estimation and its performance will decrease if γ is not
correctly estimated. For legged robots, the movement of the robot causes an
enormous variation in the camera angle, which makes it difficult to obtain a
precise value for γ. For wheeled robots, the movement will not affect the camera
angle as much as for legged ones and γ can be accurately calculated.

3.4 Fitness Function

The fitness function returns numeric values, according to the goodness of the
projection obtained with the parameters < d, α, β > of each individual. To
evaluate an individual, its genes are translated into a projection of the object
that the individual represents. The projection needs a start position < x, y >,
obtained from α and β. The size of the object depends on d.

An object projection is evaluated by comparing between it with the
information obtained from the filtering process. A pixel < x, y > of the projection
will be valid only if the pixel < x, y > of the image captured by the robot’s
camera successfully passes the colour filter. This evaluation is illustrated in Fig.
5, where the left image shows the original image after an orange filter. The right
one shows the result of evaluating 12 different individuals, where red pixels are
invalid (they have not passed the colour filter) and green pixels are valid.

After this processing we obtain the number of valid and invalid pixels for each
individual. Using the percentage of pixels that pass the filter as a fitness function
has a serious drawback: individuals representing distant objects obtain better
fitness values. Those individuals correspond to smaller projections resulting in a
higher probability of having a bigger percentage of valid pixels (few right pixels
mean high percentage).

Due to this problem, and using the information obtained with the filtering,
we define the fitness function as the minimum value of:

Fig. 5. Filtered image (left) and evaluation of 12 individuals to detect the ball (right)
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– % of pixels of the projection that have passed the colour filter.
– %ofpixels thatpassed the colour filter andbelong to thevalidprojectionpixels.

In order to illustrate the behaviour of the function, let’s study individuals A and
B in Fig. 5. Individual B has a higher percentage of pixels that passed the filter
(70 versus 45). On the other hand, only 5% of the pixels that passed the orange
filter belong to individual B. For A, this percentage rises to 35%. The fitness
value will be 0.35 for individual A and 0.05 for B.

3.5 Population Initialization

The population is usually randomly initialized for GAs. Our approach uses addi-
tional information to initialize the first individuals. Firstly, we could use individ-
uals from populations of previous captures. In addition to this, the information
extracted from the filtering process could also be used. Such information is the
number of pixels of each colour, and the x and y component of the centroid of the
distribution of pixels obtained with the colour filter. According to this informa-
tion, an individual can be initialized in 3 different ways:

– Randomly.
– Using the information from the filtering process.
– Cloning an individual from a previous population.

The first two ways of generating a new individual can always be used. The third
one can only be used when a valid population is available. Such population must
have been evolved to recognize the same object o that we want to recognize.
The number of frames between the current one and the last one that evolved
a population to recognize o has to be small. If the frame number difference is
large, the individuals of the population will not be valid for cloning, because
these individuals were evolved to solve a situation different from the current
one. A draw is carried out to select the way in which an individual is initialized.
All the ways have a probability that depends on the number of frames from the
last frame that recognized the object we are studying. We need two parameters
to obtain these probabilities:

– MW : Max probability of cloning an individual from a previous population.
– MNF : Max number of frames possible between the present frame and the

last one that recognized the object we are studying.

The sum of the three parameters is normalized to be 1.0. The probability of
initializing individuals by cloning them from other populations (CloneProb)
will decrease if the number of frames without updating the population (NFWU)
increases. The other two probabilities are calculated using CloneProb.

CloneProb : MW − MW ∗ (NFWU/MNF )
InitialInfoProb : (1 − (CloneProb)) ∗ 0.66
RandomlyProb : (1 − (CloneProb)) ∗ 0.34

If we increase the number of individuals that are randomly initialized, the
variety of the initial population will be greater. Using the initial information,
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Fig. 6. Object partially captured

the algorithm’s elitism will increase (with the problem of local optimums). With
individuals cloned from other populations, the algorithm will converge faster
with small variations between frames. The balance between elitism and generality
can be obtained through a correct combination of these three ways. We selected
0.66 and 0.34 as values to obtain a heterogeneous initial population, based on
preliminary empirical tests.

3.6 Partial Object Occlusion

Vision systems must cope with hard environments. For instance, the objects to
recognize can be partially hidden behind other robots, or the images captured
by the robot’s camera may show only parts of the desired object, due to the
camera’s orientation. Our proposal performs the individual’s evaluation using
the entire object’s projection and not partial characteristics. This is the reason
that our system works properly with occlusions.

4 Experiments and Results

The experiments were carried out on a RoboCup Standard Platform football
field, with the official goals, a 6 x 4 metre carpet and a ball. We used a Nao robot,
taking 2 images per second. The format of the images is YUV and their size is
320 x 240 pixels. While the experiments were being carried out, the absolute
difference between the real and estimated distance to the object we wanted to
detect was stored per frame. The estimated distance was the value of the d gene of
the individual with the best fitness. Lighting conditions were stable throughout
the experiments, and the colour filters were optimal.

The execution time for each image was variable. We decided to use two frames
per second because the maximum execution time was never greater than 450
milliseconds.

After the filtering process (≈ 80 msec), the execution time was never greater
than 370 milliseconds (183 for the goal and 187 for the ball).

4.1 Genetic Algorithm Parameters

The experiments were carried out with the following parameters:

– Individual number: 12 and Iteration number: 24
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– Mutation probability: 5% and Crossover type: point
– Replacement: generational algorithm
– Restart after 25% iterations without improving the global optimum
– MW : 0.5 and MNF : 10

The algorithm uses a limited number of individuals and iterations. The mutation
probability and the crossover type are standard, and the entire population is
replaced with the offspring at the end of the iteration. Due to this, the quality of
the population can decrease while the search progresses. Evolution is performed
without taking into account robot’s odometry.

After evolving the population, a simple local search process (Hill Climbing)
is applied to the best individual. This processing will allow us to improve the
best fitness. The local search is applied by evaluating positive and negative
variations for the genes of the individual. The algorithms that combine concepts
and strategies from different metaheuristics are called memetic algorithms [10].

4.2 Experiment 1 - Hypothesis Validation

The objective of the first experiment was to prove that the system is able to work
in the given time-frame, recognizing the environment elements and estimating
the distance to them. We used the standard parameters described above and we
executed the same tour over the football field 6 times. 30 frames were taken per
tour (15 seconds). The frames captured the yellow goal placed between 360 and
300 cm, and the orange ball placed at distances between 260 and 200 cm.

The experiment consisted of 180 different frames (6 x 30). We stored the
absolute difference between real and estimated distance (denoted DBRED) and
the fitness of the best individual of the population by frame. These fitness values
were used to generate different data sets. Each one of these data sets had only the
detections carried out with individuals whose fitness values were greater than
certain thresholds. Table 1 shows, taking the ball and yellow goal separately,
and with four different threshold values (0, 0.25, 0.5 and 0.75), the average of
the DBRED. It also gives the percentage of frames that obtained an individual
with a fitness value greater than the threshold.

Table 1. Average DBRED and % of frames with a fitness value over certain thresholds

Fitness > 0.0 > 0.25 > 0.5 > 0.75 > 0.0 > 0.25 > 0.5 > 0.75

Average (cm) Ball 42.62 40.57 31.77 22.75 Yellow 40.03 37.88 33.1 32.69
Frames (%) 68.89 68.33 57.78 8.89 Goal 99.44 93.33 44.44 8.89

It can be seen that the fitness function properly represents the goodness of the
individuals. This is because using individuals with higher fitness values reduced
the average of the differences between real and estimated distances. Table 2
shows the percentage of frames that obtained a difference between estimated
and real distance lower than certain thresholds.



Using Genetic Algorithms for Real-Time Object Detection 223

Table 2. Percentage of frames that obtained a DBRED lower than certain thresholds

Percentage of frames under Percentage of frames under
100 cm 75 cm 50 cm 30 cm 100 cm 75 cm 50 cm 30 cm

Ball 63.63 56.11 44.44 35.55 Yellow Goal 92.77 87.78 72.22 51.67

The results obtained show a high degree of robustness, especially for the
yellow goal. In an environment with a maximum distance of 721 cm, a high
(37.37% and 51.67%) percentage of frames obtained differences for the distance
estimation under 30 centimetres.

Ball recognition (with our genetic algorithm) was more complicated than goal
recognition, because only individuals which are very close to the solution (perfect
detection) obtain fitness values different from zero. Due to the small size of
the ball in the frames captured, only the projections of individuals close to
the solution have pixels in common with the image obtained after the colour
filtering process. The convergence of a GA with this kind of individuals will not
be constant. 83.83% of correct ball recognitions (fitness> 0) were carried out
with fitness values greater than 0.5. For the goal, this percentage descends to
44.69%.

4.3 Experiment 2 - β Study

The main objective of the second experiment was to test whether the β parameter
can be calculated using the other parameters. The performance of the algorithm
obtaining β instead of modelling it was studied. The robot made the same tour
as in experiment 1.

For this experiment, the individuals did not use the β gene, but the parameter
is needed for the fitness function and has to be calculated. This was done using
the parameters d (distance to the object), α (orientation difference in the x-axis)
and γ (orientation difference between the robot’s camera and the floor in the
y-axis). γ is obtained using the robot’s sensors. The experiment consisted of 180
frames again and a summary of the results obtained is shown in table 3.

Table 3. Average DBRED and % of frames with a fitness value over certain thresholds

Fitness > 0.0 > 0.25 > 0.5 > 0.75 > 0.0 > 0.25 > 0.5 > 0.75

Average (cm) Ball 18.70 18.05 16.89 27.7 Yellow 33.66 32.81 34.31 27.5
Frames (%) 69.44 68.33 57.78 5.55 Goal 100.0 95.00 40.56 1.11

The first conclusion drawn from the results is that the number of correct
detections (frames that obtained fitness values greater than 0) has increased.
However, the percentage of frames with a fitness value greater than 0.5 and 0.75
decreased. This is because modelling β instead of obtaining it from the other
parameters lets the algorithm to reach situations that are not right according to
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the model, but which are valid due to noise or the difference between the real
and estimated γ value.

The average difference between the real and estimated distance(DBRED)
decreased considerably. With lower gene numbers and the same iterations, GAs
converge faster to better solutions. In order to establish a complete comparison
between modelling β and calculating it with other parameters, table 4 provides
the percentage of frames that obtained a DBRED lower than certain thresholds.

Table 4. Percentage of frames that obtained a DBRED lower than certain thresholds

Percentage of frames under Percentage of frames under
100cm 75cm 50cm 30cm 100cm 75cm 50cm 30cm

Ball 68.89 68.89 65.56 54.44 Yellow Goal 96.67 93.33 76.67 48.89

If we compare table 4 and 2, we can see that the robustness of the algorithm
has improved. The faster convergence of the algorithm with fewer genes makes
it possible to obtain a higher percentage of frames with a small DBRED to the
object.

The main conclusion drawn from the data is that the number of genes should
always be as small as possible. If one of the parameters that are modelled can
be obtained from other parameters, this parameter should be removed. In order
to use fewer genes, we have to use all the possible information retrieved from
the environment, the platform and the elements to recognize. This information
allows us to include our knowledge about the problem in the algorithm, and
with such information the algorithm will only reach individuals representing
real situations (according to the robot and the environment).

4.4 Experiment 3 - MW Study

The third experiment shows how MW affects the vision system. This parameter
defines the maximun probability of cloning an individual for initialization from
previous populations. MW defines the weight of previous frames for the process.
If the value of this parameter increases a higher number of individuals from the
initial population will represent solutions reached for previous frames.

The robot captured 20 different images from a static position. While the
frames were being captured, the robot’s camera orientation was quickly varied.
All the frames show the blue goal placed at 250 cm and the orange ball situated at
150 cm. Most of the frames only partially show these elements due to the camera
movements (only the orientation changed). We used the standard parameters
for the genetic algorithm, and β was modelled as a gene. The variations in MW
defined the different configurations. The experiment was repeated 9 times with
each different configuration to obtain a final set of 180 frames (20 * 9). 4 different
configurations were tested, with MW values of 0, 25, 50 and 75%. Table 5 shows
the results obtained for the experiment.
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Table 5. Average DBRED and % of frames with a fitness value over certain thresholds

MW Fit>0 Fit>0.25 Fit>0.5 Fit>0.75

0.00 47.37 47.37 36.93 31.75
Ball 0.25 43.10 41.43 34.26 34.27

0.50 41.37 41.26 33.63 33.67
0.75 43.48 42.08 32.72 33.49

0.00 58.02 49.48 27.15 12.78
Blue 0.25 53.64 42.63 26.71 19.72
Goal 0.50 51.22 43.54 21.76 14.16

0.75 44.16 37.60 24.45 15.39

Fit>0 Fit>0.25 Fit>0.5 Fit>0.75

93.59 93.59 78.84 35.26
91.66 91.02 80.12 44.87
89.74 89.10 75.64 29.49
89.10 87.18 75.00 32.69

100.0 82.68 47.49 12.85
98.32 83.80 56.42 13.97
98.88 87.71 55.87 13.97
98.88 89.94 64.25 12.85

Average DBRED Percentage of frames

We can observe how the changes applied to MW do not produce big variations
in the difference between the real and estimated distance. Table 5 shows how the
percentage of frames that obtained better fitness values increases with greater
MW values. For the blue goal, this happens for all the MW values. For the ball,
the optimum point for the MW value is 0.25. The performance of the algorithm
gets worse if MW is greater than 0.25.

Table 6. Percentage of frames that obtained a DBRED below certain thresholds

Percentage of frames under
MW 100cm 75cm 50cm 30cm

0.00 82.69 72.44 62.18 33.33
Ball 0.25 85.90 79.49 71.79 31.41

0.50 85.90 75.00 67.31 35.30
0.75 80.77 73.72 64.10 32.69

Percentage of frames under
MW 100cm 75cm 50cm 30cm

0.00 77.09 68.71 55.31 32.96
Blue 0.25 81.00 73.74 62.57 34.08
Goal 0.50 81.56 75.41 61.45 43.01

0.75 87.15 78.77 72.07 48.60

Finally, table 6 presents the percentage of frames that obtained differences
between the real and estimated distance below certain thresholds.

The robustness of the algorithm noticeably improved when the value of MW
increased. For the ball, the best results were obtained again for a MW value
of 0.25. The behaviour of the algorithm varies for the different objects to be
detected when MW increases.

The ball is always captured as a small round orange object and very few
frames show the ball partially hidden behind other objects. Because of this,
the filtering process gives us useful information for the initialization of the new
individuals. The < x, y > position of the ball inside a frame will be close to the
centroid < x, y > obtained for the orange pixels after the filtering process. If we
excessively increase the number of individuals cloned from previous iterations,
the number of individuals initialized with the filtering information will be lower
than the number needed for optimal convergence.

In spite of these drawbacks, a small percentage of individuals from previous
iterations improves the system’s convergence, because the algorithm will have a
more diverse initial population. The offspring obtained by crossing individuals
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initialized in different ways will be able to obtain better fitness values. The
individuals from previous iterations will be very useful if the initial information
(obtained via the filtering process) was noisy.

The situation is completely different for goal detection. The shape of the
goals in the frame depends on the position and orientation between camera
and goal. The size of a goal’s projection is bigger than that obtained for the
ball, as can be observed in Fig.6. Individuals that are far from the solution can
obtain fitness values greater than zero, due to the useful information stored in
their genes. The risk of falling into local optimums is much greater for goal
detection and the filtering information is less useful. Initializing individuals
in different ways will help the algorithm to escape from local optimums. The
solution represented by individuals from previous iterations will usually be closer
to the global optimum than the one represented by the individuals initialized
with the filtering information, especially for minor changes between frames.

5 Conclusions and Future Work

According to the results obtained from the first experiment, our system is a
robust alternative to traditional systems for object recognition. It uses the
principles of genetic algorithms with a short execution time, which allows the
system to be used in the RoboCup environment. The system works properly in
the presence of occlusions, without the necessity of a case-based approach.

The β parameter should always be obtained from the other parameters. This
parameter can be correctly obtained if the robot’s angles are measured without
error. The number of genes for the individuals should be as small as possible.

Based on the results obtained in the third experiment, the similarity between
consecutive frames can be used to improve the performance of our system.

The system was originally developed for goals and ball recognition, but in
view of the results obtained and the available alternatives, the main application
for the system should be that of goal detection. This is because goal recognition
is much more difficult than ball detection, which can be done by using other
techniques.

For future work, we aim to integrate the system developed with a localization
method, such as Montecarlo[11] or Kalman Filters[12]. The selected localization
method should use the estimated distances and orientations to the goals and
the fitness of the best individual, and in order to integrate the visual and the
odometry information in an optimal way[13], the fitness of the best individual
could be used to represent the goodness of the visual information.

Adding some restrictions to the initialization of the new individuals by taking
into account the robot’s estimated pose could also be considered.
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13. Mart́ınez-Gómez, J., José, A., Gámez, I.G.V.: An improved markov-based

localization approach by using image quality evaluation. In: Proceedings of the 10th
International Conference on Control, Automation, Robotics and Vision (ICARCV),
pp. 1236–1241 (2008)


	Using Genetic Algorithms for Real-Time Object Detection
	Introduction
	Problem Restrictions
	Vision System
	General Processing Scheme
	Genetic Representation
	Obtaining the  Parameter
	Fitness Function
	Population Initialization
	Partial Object Occlusion

	Experiments and Results
	Genetic Algorithm Parameters
	Experiment 1 - Hypothesis Validation
	Experiment 2 -  Study
	Experiment 3 - MW Study

	Conclusions and Future Work



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (ISO Coated v2 300% \050ECI\051)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Error
  /CompatibilityLevel 1.3
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Perceptual
  /DetectBlends true
  /DetectCurves 0.1000
  /ColorConversionStrategy /sRGB
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts false
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 150
  /ColorImageMinResolutionPolicy /Warning
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 150
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 150
  /GrayImageMinResolutionPolicy /Warning
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 150
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 600
  /MonoImageMinResolutionPolicy /Warning
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e55464e1a65876863768467e5770b548c62535370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc666e901a554652d965874ef6768467e5770b548c52175370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA (Utilizzare queste impostazioni per creare documenti Adobe PDF adatti per visualizzare e stampare documenti aziendali in modo affidabile. I documenti PDF creati possono essere aperti con Acrobat e Adobe Reader 5.0 e versioni successive.)
    /JPN <>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020be44c988b2c8c2a40020bb38c11cb97c0020c548c815c801c73cb85c0020bcf4ace00020c778c1c4d558b2940020b3700020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken waarmee zakelijke documenten betrouwbaar kunnen worden weergegeven en afgedrukt. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU <>
  >>
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [595.276 841.890]
>> setpagedevice




