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Abstract. In the midst of vastly numbered and quickly growing inter-
net security threats, Network Intrusion Detection System (NIDS) be-
comes more important to network security every day. Vital to effective
NIDS is a multi-pattern matching engine which requires deterministic
performance and adaptability to new threats. Memory-based Determin-
istic Finite Automata (DFA) are ideal for pattern matching but have se-
vere memory requirements that make them difficult to implement. Many
previous heuristic techniques have been proposed to reduce memory re-
quirements, however in this paper, we aim to effectively understand the
basic relationship between DFA characteristics and memory, in order to
create minimal memory DFA implementations. We show what DFA char-
acteristics either cause or reduce memory requirements, as well as how
to optimize DFA to exploit those characteristics. Specifically, we intro-
duce the concepts of State Independence and State Irregularity, which
are DFA characteristics that can reduce memory waste and allow for
memory reuse. Furthermore, we introduce DFA normalization which op-
timizes DFA to fully exploit these characteristics. Altogether this work
serves as a source for how to extract and utilize DFA characteristics to
create minimal memory implementations.

1 Introduction

Deterministic Finite Automata (DFA) have been studied extensively for many
purposes [1,2,14]. One of the most common uses is for deterministic pattern
matching, specifically for signature-based Network Intrusion Detection Systems
[3,4,5] which utilize pattern matching to detect network attack signatures [6,7,8].
DFA are preferred for this purpose as they can be used to match many patterns
simultaneously and still achieve deterministic performance.

Unfortunately, DFA are difficult to implement effectively as they posses many
characteristics which make them spatially complex and memory inefficient
[9,10,11,12]. Many attempts have been made to remedy DFA space issues but
most are based solely on observations made about DFA test-sets and trends.
Thusly, most solutions either present negative performance tradeoffs, or limit
the scope of patterns that DFA can be constructed from. There are however,
certain DFA characteristics that, when exploited properly, can supersede these
limitations.
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For this reason, this paper presents a theoretical analysis of the characteristics
of DFA that cause complexity and memory issues using two metrics: State Ir-
regularity and State Independence. State Irregularity for characterizing memory
“waste” due to unbalanced transition distribution, and State Independence for
characterizing memory efficiency due to state correlation. With a theoretical un-
derstanding of the relationship between these metrics and memory requirements,
we present novel DFA implementations that exploit these concepts, culminating
in a design that fully exploits all DFA characteristics discussed in this paper, for
a minimal DFA implementation that is platform independent.

The remainder of the paper is organized as follows. Deterministic Finite Au-
tomata are discussed in Section 2. The concept of State Independence is dis-
cussed in Section 3, and State Irregularity in Section 4. Several memory-based
DFA implementations that exploit State Independence and State Irregularity
are discussed in Section 5. Experimental results for supporting the theory and
implementations in this paper are discussed in Section 6. Related work and its
relationship to State Independence and State Irregularity is discussed in Section
7 and the paper is concluded in Section 8.

2 Deterministic Finite Automata

2.1 DFA Description

A Deterministic Finite Automaton (D) is defined as follows: D = {Q, C, δ, q0,
F}, where:

– Q is a finite set of states
– C is a finite set of input symbols
– δ is a transition function from Q × C → Q for all qi ∈ Q
– q0 is the initial state and q0 ∈ Q
– F is the set of matching states and F ⊆ Q

The operation of δ is deterministic and therefore, maximum of one qj exists for
any δ(qi, c) → qj . This means there is only one outgoing transition per character
per state, at the most. Also, δ(qi, c) → {∅} for any c �∈ C. A result of {∅} resets
to the initial state q0.

Given a string t ∈ T where T is the set of strings whose symbols compose
C, the sequence of symbols in t as input to δ will yield at least one fi ∈ F and
exactly one fi ∈ F where i is unique to t.

2.2 DFA Representation

A DFA can be represented using multiple methods depending on the purpose of
that representation. In order to help convey ideas about DFA, we may represent
them as a visual graph as seen in Figure 1(a). This figure shows a DFA with |Q| =
6. Each directed edge represents δ(qsource, cdest) → qdest, or a transition from a
source state to a destination state on the input character of the destination state.
The characters or symbols in C are not shown in this example graph however, it
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Fig. 1. DFA Representations

can be assumed that a transition to any state is a conditional transition assuming
an input character specific to the destination state.

We can also use an adjacency matrix as representation, which is helpful in
mathematically extracting properties of DFA. Figure 1(b) shows an adjacency
matrix which represents δ of Figure 1(a). Each row represents a source state
and each column a destination state. If the intersection of any row and column
contains a one, then δ contains a transition δ(qrow, ccol) → qcol. If an intersection
does not contain a one then δ(qrow, ccol) → {∅}.

2.3 DFA Memory

In memory based DFA implementations (including hardware and software), the
goal of the transition function δ is to store the appropriate next states for all
current states in memory locations retrievable based on information known in
δ. We can denote L as the memory space needed to store the results of δ(qi, c)
for all c for any i. This concept is illustrated by Figure 2. Each state needs Lqi

bit memory to store its next state information. Each next state’s information
is stored in some predefined location in L. So the memory requirements M for
any DFA implementation can be generalized by Equation 1, where |Q|, is the
size of the finite set of states Q. For example, in a standard memory-based DFA
implementation where the input character c and the current state qi are used as
the lookup address for the numeric value of the next state, L = �log2(|Q|)� · 28.

δ(q0) δ(q0) ------ ------

δ(q1) δ(q1) δ(q1) δ(q1)

δ(qn) ------ δ(qn) ------

Lq0

Lq1

Lqn

 

Fig. 2. Abstraction of a memory-based DFA
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Next state information must be stored in predefined locations in memory for the
sake of lookup and thusly, L in Equation 1, must be equi-sized for all states.
This is the nature of the memory in DFA implementations.

M = |Q| · L (1)

Observing any DFA will show that no matter how a standard DFA is imple-
mented in memory, L will not be regular for all states. In actuality, a summation
of Lqi for all qi ∈ Q, as in Equation 2, will always yield a smaller result than
Equation 1, meaning, M ′ ≤ M . This means that regularity of M is achieved by
growing Lqi for all i to the size of Lmax which is the maximum Lqi for all i.

M ′ =
|Q|∑

i=1

Lqi (2)

Ideally we want to minimize Lqi for all i and make M and M ′ equivalent. Two
concepts can be used to achieve these goals. State Independence can be exploited
in order to reduce Lqi for all i, as independent states can be made to share the
same location in L. State Irregularity in δ can be examined and made regular
in order to make M and M ′ naturally equivalent. In the next two sections, we
will describe state independence, exploit naturally occurring state independence
to minimize memory, describe state irregularity, and eliminate irregularity to
further minimize memory.

3 State Independence

Two states qi and qj are independent if there exists no δ(qk) → qi and δ(qk) → qj

for any k. In other words, neither qi nor qj are adjacent to the head of a directed
edge from the same state qk, where 0 ≤ k ≤ |Q|, including i or j. Figure 3(a)
shows two states i and j that are independent, whereas Figure 3(b) shows states
i and j that are dependent.

State Independence can be used to minimize Lqk
for all k. If two states are inde-

pendent, then δ can store both states in the same location in L as there will never
be any δ(qk) that results in both qi and qj . However, if qi and qj are dependent then
Lqk

must contain qi and qj simultaneously, increasing the size of L.
We can estimate the excess percentage of L that is caused by states being

dependent using Equation 3. SD gives a general metric for measuring state

i j
 

(a) Inde-
pendent

i j

 

(b) Depen-
dent

Fig. 3. Example of independent and dependent states
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dependence (not independence) for a given DFA. As SD approaches zero, a
DFA contains very little dependence and will yield a low width for L, where as
a value of close to one for SD, indicates much more dependency and will yield
a longer L.

SD = 1 − �log2(|Q| − Qdep)�
Qdep + �log2(|Q| − Qdep)� (3)

In Equation 3, Qdep is the number of states in a DFA that are nearly completely
dependent. In order to estimate Qdep, we start with adjacency matrix [A] as
representation of transition function δ. If we define the fan-in transitions for
any state qi as all δ(qj , ci) → qi, where j is all rows in column i of [A] that
contain one’s, then the fan-in degree sequence (FIdeg) for Q can be calculated
by Equation 4. In Equation 4, I is identity matrix. Figure 4 shows an example
of this calculation. The diagonal of the resulting matrix is the fan-in degree for
each state qrow. This degree sequence can then be used in Equation 5 to estimate
dependent states.

FIdeg = [A]T · [A] · I (4)

Qdep =

|Q|∑

i=1

FIdeg(i)

|Q| (5)

3.1 Exploiting State Independence

The first thing necessary for exploiting State Independence is the independence
number α of any DFA(D), which is the largest group of mutually independent
states in D, can be found by creating a new graph G. Each node in G represents
a state in D and if two states in D are independent, their respective nodes in
G receive an adjoining, non-directed edge. Given this new graph G, we can find
α(D), as ω(G) = α(D). ω(G) is the size of the vertex-set of the maximum clique
Clmax in G. In summary, this clique represents the largest group of states in D
that can be stored in the same location in any Lqi for any i.

We can remove Clmax from G we can again find ω(G) forming the next largest
set of independent states and so on until G = {∅}. The independent sets in D can
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share the same memory locations in δ helping to minimize the memory needed
to implement δ for any D. These independent sets can also be optimized for
performance by distributing states such that all states that receive a transition
on character ci are in the same independent set for all i. This optimization is
called character aware State Independence.

4 State Irregularity

The quantity of next state information stored in Lqi may be different for each
i. This is due to the irregularity of δ for each state. In order to quantify this
irregularity, we will again use the fan-in degree sequence from Equation 4.

If we label the largest value in FIdeg to be FImax, then we can define State
Irregularity(SR), by Equation 6. SR is the level of irregular edge distribution.
As the value of SR approaches one, the more irregularity that exists relative to
the states with the largest fan-in degrees. This irregularity manifests itself as
wasted memory. However, an SR value of zero means that each state has the
exact same fan-in degree, yielding better memory efficiency. The ideal scenario
is if both conditions 1 and 2 from Equation 7 are met.

SIr =

|Q|∑

i=1

(1 − FIdeg(i)
FImax

)

|Q| (6)

1.)SIr = 0 2.)
|Q|∑

i=1

FIdeg(i) = |Q| (7)

So, before exploring solutions to State Irregularity, the causes of such irregularity
need be examined. The following are rules for transitions in δ. Following said
rules, a discussion of why irregularity is caused by these rules is included. Given:

– DFA, D = {Q, C, δ, q0, F}
– Px = Set of states contained by all paths in δ that match pattern x.
– Ki = Hierarchy level of each of each qi ∈ Q (shortest path from q0 to each

qi)

Transitions are formed in δ by the following categories:

1. A single transition δ(qi, cj) → qj , where Kj = Ki + 1, is allowed for each Kj

assuming the following:
(a) There exists no other δ(qh, cj) → qj where Kh ≤ Ki

(b) If qj ∈ Px then qi ∈ Px

2. Failure transitions δ(qi, cj) → qj are allowed assuming the following:
(a) Kj ≤ Ki

(b) If qj ∈ Px then qi ∈ Py and x �= y and qi �∈ Px
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3. The following transitions violate transition rules 1 and 2 respectively:
(a) δ(qi, cj) → qj and qi ∈ Px and qj ∈ Py and qi �∈ Py and qj �∈ Px and

Kj > Ki

(b) δ(qi, cj) → qj and δ(qi, ck) → qk and (δ(qj , ck) → qk or δ(qk, cj) → qj)

Transitions from category 1 are called forward matching transitions. They rep-
resent a successful match of the next character in the character sequence of some
pattern. These transitions occur from a level K to level K + 1 and according to
condition 1(a), a state can only receive one forward matching transition. Con-
dition 1(b) states that the state which is adjacent to the tail of the forward
matching transition must be in the same set of states for the same pattern as
the receiving state.

If patterns have a shared prefix, then those prefixes share states in their
pattern sets for all characters in the shared prefix. A branch will occur to two
different states after the shared prefix states. Figure 5(a) shows a DFA with
forward matching transitions only. The branches seen in this figure occur because
of shared prefixes. Branches only occur at states representing the end of a shared
prefix and thusly cause State Irregularity.

Transitions from category 2 are called failure transitions. These are transitions
from a state on an input character that is not a valid character for the next
forward matching transition. Thusly, a transition is followed for said character to
a destination state that represents the longest prefix that matches the sequence
of characters that caused forward matching up to the state where the failure
occurred. As in condition 2(a), these failure transitions must point to a state
at the same level or less. Condition 2(b) says that a state cannot have a failure
transition which points to a state that is a member of the set of states for the
same pattern.

Being that, the longer a prefix is the less likely that a sequence of states will
contain that pattern, most failure transitions point to states at level K = 1.
This creates an irregular distribution of edges, as the greater the value of K
for a state, the less likely it is that this state will receive a failure transition.
Figure 5(b) shows a DFA with both forward matching transitions and failure
transitions.

 

(a) Forward
Matching

 

(b) Failure

 

(c) Illegal
(Dotted-
Lines)

Fig. 5. DFA Transitions
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The two types of transitions aforementioned both contribute to State Irreg-
ularity. This is partially because some transitions are not allowed. Transitions
that conform to conditions 3(a) and 3(b) are illustrated by the dotted edges
in Figure 5(c). Condition 3(a) represents a transition that converges from one
pattern set to another, which is represented by the forward matching dotted line
in Figure 5c. This transition violates conditions 1(a) and 1(b). If this transition
were allowed, it would help to balance out irregularity. The same can be said for
a transition conforming to condition 3(b), represented by the failure transition
dotted line, however, this transition violates condition 2(b). The fact that these
transitions violate the structure of DFA makes substantial State Irregularity a
typical scenario.

4.1 Normalizing State Irregularity

In order to help correct State Irregularity, DFA can be normalized. This nor-
malization is comparable to database normalization, in which a one-to-one or
one-to-many relationship is created between data which belongs to the same set.
Figure 6(a) shows a DFA for several patterns. There are a substantial amount
of transitions causing irregularity, most of which are failure transitions. Typical
in database normalization, is the use of a single lookup record to represent in-
formation that would otherwise be repeated many times. The same can be done
for transitions in DFA.

For any state that receives more than one transition, a single transition can
be kept as a lookup transition for the character needed to transition to that
state. The remaining transitions to said state can subsequently be removed.
For example, in Figure 6(a), state 1 receives many failure transitions. These
transitions always occur on the letter “a”. If the transition δ(q0, a) → q1 is used
as a lookup transition, then a one-to-many relationship is created between all
transitions to state 1 and the lookup transition. The same can be done for all
transitions δ(q0, cj) → qj , yielding the DFA in Figure 6(b). If a state fails for
any character, the lookup transitions can be used to determine the appropriate
next state.
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After one level of normalization is applied as in Figure 6(b), the only transi-
tions which still contribute to irregularity are shared prefix branches and multiple
character prefix failure transitions. Although typically few in number, these tran-
sitions can still contribute a great deal to memory inefficiency, as well as match-
ing operation complexity. Complete normalization can be achieved by adding
another level of normalization. After completing this normalization as seen in
Figure 6(c), each lookup block is completely regular relative to itself. When stor-
ing δ in memory for a normalized DFA, there is little to no wasted memory due
to State Irregularity.

5 Implementations

This section presents two memory-based DFA implementations that exploit the
characteristics and optimizations discussed in previous sections. Both implemen-
tations in Sections 5.1 and 5.2 are solely memory-based in that they only require
memory, no special hardware is required. Both implementations also exploit State
Independence to minimize memory. The first implementation normalizes DFA to
one level of normalization. The second in Section 5.2, uses two levels of normaliza-
tion and has a very simple lookup structure. It is the culmination of all concepts
discussed in this paper. It is very memory efficient and executes quickly.

5.1 Portable Predictive Pattern Matching Finite State Machine

Portable Predictive Pattern Matching Finite State Machine (P 3FSM) is ideal
for implementation in software. It utilizes one level of DFA normalization. For
this example, we will refer to the DFA in Figure 6(b). From this DFA, State
Independence is determined. This determines what location(loc) the each next
state information will be stored in as in Table 1, which shows the primary mem-
ory contents. Table 2 shows the secondary memory contents. Each location(loc)
in Table 1 consists of a character value in the left column and a next state value
in the right column. In order to keep Lqi small for all i, the character and next
state values are generated relative to the location(loc) which means that values
can be reused, making them shorter.

The operation of P 3FSM consists of a short series of simple lookups as illus-
trated by the following examples:

Example 1. Primary Memory: Assume the current state is q3 and the next
input character is “f”, or δ(q3, f). We first lookup the information for “f” in Table
2. With this information we move to Table 1 at adrs(8) which is the address of
Lq3 . At adrs 8, we now compare the val for “f” which is 100, to the char val in
loc(1) which is also 100. Since both values match, we extract the state val at
adrs(8)/loc(1) which is 010. We add this state val to the offset for “f” which is
9, yielding: 9+010 = eleven. This means eleven is the address of the next state.
At adrs(11) in Table 1 lies Lq9 . Now, if we reference the DFA from Figure 6(b),
we see the transition δ(q3, f) → q9.

Example 2. Secondary Memory: If we redo the same scenario except using
a different input character such as δ(q3, b), the comparison of the val for “b”
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Table 1. Primary Memory Content (Q long by L wide)

Adrs Loc(1) Loc(2) Loc(3)

Lq1 1 001 010 1 001 0 1

Lq2 2 010 001 0 000 0 0

Lq7 3 010 011 0 000 0 0

Lq8 4 011 010 0 000 0 0

Lq12 5 000 000 0 000 0 0

Lq13 6 011 010 1 010 0 0

Lq16 7 000 000 0 000 0 0

Lq3 8 100 010 0 000 0 0

Lq14 9 100 010 1 011 0 0

Lq4 10 000 000 0 001 0 0

Lq9 11 000 000 0 011 0 0

Lq10 12 010 100 0 000 0 0

Lq11 13 000 000 0 000 0 0

Lq15 14 000 000 0 100 0 0

Lq19 15 000 000 0 000 0 0

Lq5 16 000 000 0 010 0 0

Lq17 17 000 000 0 000 0 0

Lq18 18 000 000 0 000 0 0

Lq6 19 010 010 0 000 0 0

Table 2. Secondary
Memory Content

Char Val Loc Offset Adrs

a 000 1 0 1

b 001 1 1 2

c 010 1 3 0

d 0 3 18 0

e 011 1 7 8

f 100 1 9 10

h 0 2 11 0

x 1 2 15 0

would not match the char val at adrs(8)/loc(1). Therefore, we chose as the next
state, the adrs for b from Table 2, which is 2. This means the system chooses
δ(q3, b) → q2. This transition is not present in Figure 6(b), but does not need to
be due to the normalization process.

5.2 Simple Instruction Finite State Machine

Simple Instruction Finite State Machine (SI-FSM) is also ideal for implementa-
tion in software. It utilizes two levels of DFA normalization. For this example,
we will refer to the DFA in Figure 6(c). From this DFA, the primary memory
content is populated by storing Lqi for each i in the order they appear in their
respective primary blocks in Figure 6(c). The primary memory content is shown
in Table 3. The secondary(1) memory contents are shown in Table 4. Since this
implementation uses two levels of normalization, an extra secondary block is
used as shown in Table 5. This table is populated much the way the primary
table is in P 3FSM .

The operation of SI-FSM consists of a short series of simple lookups as illus-
trated by the following examples:

Example 1. Primary Memory: Assume the current state is q3 and the next
input character is “f”, or δ(q3, f). We can immediately go to Table 3 at adrs(13)
and compare the input character “f” to the char at adrs(13), which is also “f”.
Since there is a match, the adrs is simple incremented moving the current state
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Table 3. Primary Memory Con-
tent

Adrs Char Fail

Lq5 1 h 0

Lq11 2 — 0

Lq1 3 d 1

Lq6 4 c 0

Lq12 5 — 0

Lq7 6 c 0

Lq13 7 x 2

Lq17 8 — 0

Lq2 9 c 0

Lq8 10 e 0

Lq14 11 x 3

Lq18 12 — 0

Lq3 13 f 0

Lq9 14 h 0

Lq5 15 h 4

Lq19 16 — 0

Lq4 17 h 0

Lq10 18 c 0

Lq16 19 — 0

Table 4. Secondary(1)
Memory Content

Char Loc Adrs

a 0 3

b 1 9

c 1 0

d 0 0

e 1 13

f 1 17

h 0 0

x 2 0

Table 5. Sec-
ondary(2) Memory
Content

Fail Loc(1) Loc(2)

1 b 6 x 1

2 e 11 — —

3 f 14 — —

4 c 19 — —

to adrs(14) which is Lq9 . We know from before that δ(q3, f) → q9 is the correct
transition.

Example 2. Secondary(1) Memory: If we redo the same scenario except
using a different input character such as δ(q3, b), the comparison of “b” would
not match the char “f” adrs(13). Therefore, the 0 in the fail field at adrs(13)
tells us to use the adrs for “b” from Table 4 which is 9. Adrs(9) is the address
for q2 which yields the correct transition δ(q3, b) → q2.

Example 3. Secondary(2) Memory: Assume input δ(q1, b). We compare the
incoming character “b” to the character at adrs(3) in Table 3. The characters
do not match b �= d, so we use the value of 1 from the fail field and move to
the fail index of 1 in Table 5. We compare the incoming character “b” to the
“b” in loc(1) and find a match. Are next state address becomes adrs(6) which
is Lq7 . This means a transition δ(q1, b) → q7 has occurred which is the correct
transition.

6 Results

DFA contain varying levels of State Independence and State Irregularity in a
natural form, that is, with no optimizations. These characteristics drastically
affect memory requirements for different DFA. In Section 6.1 we begin by exam-
ining naturally occurring State Independence and State Irregularity, and their
relationship to each other and to memory. We proceed in Section 6.2 to show
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how normalization works to correct State Irregularity and enhance State Inde-
pendence, thusly decreasing memory requirements.

6.1 Non-normalized DFA

To start out we will examine the correlation between SD and SR, as well as
SD and SR versus DFA size. Figure 7 shows the values for SD and SR given
DFA constructed from 1 to 500 patterns. The patterns used to build the DFA
are randomly extracted from Snort [13] rules. Several observations can be made
about SD and SR from this figure.

Although State Independence occurs naturally in DFA, improving State Ir-
regularity helps improve State Independence. In this figure SD and SR are
moderately parallel. As State Irregularity Increases, so does the dependence be-
tween states. The transitions that promote SR such as shared prefix branches
and failure transitions do contribute to dependency between states. That is why
an increase in SD is observed as SR increases as well.

Another observation that can be made from Figure 7 is based on the fact
that, as the number of patterns, or size of the DFA, increases, the number of
failure transitions to single character prefixes increase. This both decreases the
transition balance and increases dependency between states. So as SR increases,
SD increases.
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Table 6. Group of snort ruleset characteristics (memory data relative to synthetic 1)

Ruleset Patterns Characters States SD SR Memory-per-Char Memory-per-Pattern

Synthetic 1 1 20 20 0.286 0.815 1.0 1.0

Synthetic 2 2 37 37 0.333 0.885 1.4 1.3

Synthetic 3 5 111 93 0.462 0.918 2.9 3.2

Synthetic 4 20 363 302 0.591 0.921 5.4 4.9

IMAP 33 232 181 0.619 0.936 5.4 4.8

FTP 58 343 296 0.700 0.942 8.6 4.5

Policy 88 1009 875 0.767 0.963 10.4 6.0

Web-CGI 200 2361 1733 0.773 0.989 10.5 6.2
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Next we will examine how SD and SR effect memory. To illustrate this,
refer to Table 6 which shows characteristics for different Snort rulesets. For
each ruleset, the table shows the number of patterns and characters in those
patterns, as well as the number of states in the resulting DFA. SD and SR
are calculated for each ruleset. Lastly, the memory-per-character and memory-
per-pattern fields show the amount of memory required relative to the memory
results for the Synthetic 1 ruleset. For example, IMAP requires 5.4 times the
memory per character than Synthetic 1. Memory per character and per pattern
are used because each ruleset has a different number of patterns and characters.
The results are relative to Synthetic 1 so the effects of SD and SR are more
easily observed.

In Table 6, similar trends can be seen for SD and SR as in Figure 7. This
table reveals how these values effect memory. As SD increases, more memory
(relative to DFA size) is required to implement patterns in a DFA. The same
can be said for SR, as more memory is needed as SR increases. A small increase
in SR means an increase in the percentage of states that are dependent, hence
the increase in SD. This increase in SD yields a longer L, or memory width,
due to the dependent states needed to be stored in separate locations in L. The
end result is empty or wasted memory for many states as shown in Figure 2.
Adjusting SR through normalization as in Section 4.1 allows for nearly complete
reduction of SR and SD for a minimal L, or memory width. This is demonstrated
in the next section.

The difference in memory is also substantial per pattern, however, many fac-
tors can effect this such as; the number of shared prefixes in the patterns, sim-
ilarity in non-prefix substrings in patterns and length of patterns. Therefore,
memory per character is a better metric for observing the effect of State Inde-
pendence and State Irregularity.

6.2 Normalized DFA

State Independence can be utilized to reduce the memory for DFA implemen-
tations. Also, State Irregularity can be reduced, while State Independence in-
creased through normalization as discussed in section 4.1. Figure 8 shows SD,
SR and memory for zero, one and two levels of normalization. The data comes
from a 500 pattern DFA derived from Snort rulesets. The value of the memory
is relative to memory for zero levels of normalization.

Without normalization, SD is around 0.84. After one level of normalization
SD decreases to 0.09 and when the DFA is completely normalized at two levels,
SD reduces to less than 0.01, which essentially means almost complete indepen-
dence between states. This is because normalization reduces dependency between
states as well as irregularity in transition distribution.

The most important observation to be made from Figure 8, is that the memory
is reduced to about 47 percent of the original requirement after one level of
normalization and to about 12 percent after two levels of normalization. These
values for memory are especially exciting because the base value for memory
with zero levels of normalization already takes state independence into account.
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So the decrease to 47 percent(1 level) and then 12 percent(2 levels) comes solely
from the increase in State Independence due to normalization.

7 Related Work

Soewito and etc. [14] introduced a memory-based hardware DFA implementa-
tion called SAM-FSM, or Self-Addressable Memory-based Finite State Machine.
SAM-FSM is the first approach to memory-based DFA to explicitly exploit State
Independence. It groups states into independent sets. Those sets can share a lo-
cation in the so called self-addressable codes stored in memory for each state.
These codes are synonymous to Lqi in this paper.

Kumar and etc. [10] introduced a method for DFA minimization called D2FA.
This method points many redundant failure transitions toward a default state.
It allows many failure transitions that fan-out from a single state to many other
states, to become one transition to a default state. In D2FA however, many de-
fault states are allowed. Since a transition to a default state means not advancing
to the next input character, but instead holding the character for processing at
the default state, if multiple default transitions are followed in a row, it may be
many clock cycles before a character is processed and the input character is ad-
vanced. To circumvent this processing cost, Becchi and Crowley [9] introduces an
optimization which places a bound on the number of default states that can be
followed in a row. This bound slightly limits the transition reduction capability,
however State Independence is not exploited by D2FA.

Lunteren [11] introduced a string-matching engine, BFPM which uses a pri-
oritized list of state transition rules stored in memory. These prioritized rules
are very similar to our normalization techniques. Occasionally, lookup needs to
take place between the clustered sections. BFPM does not exploit State Indepen-
dence. Also, the normalization used is not complete and there may be multiple
transitions spanning clustered sections.

8 Conclusion

This paper presents a thorough analysis of DFA in order to understand the rela-
tionship between DFA characteristics and memory requirements. Two concepts
related to minimization of memory-based DFA are introduced: State Indepen-
dence and State Irregularity. State Independence allows next state information
for DFA to be stored in the same location in memory, minimizing memory width.
State Irregularity is a characteristic of DFA that can be normalized to reduce
memory waste. We present experimental results using realistic pattern sets, that
demonstrate the affect these characteristics have on memory requirements.

With a clear understanding of the relationship between DFA characteristics
and memory, we show how to optimize DFA to exploit these characteristics for
enhanced memory reductions. We believe that our work bridges many gaps be-
tween existing heuristic minimization methods, in order to help solve the overall
problem of memory-based, deterministic pattern matching for scalable Network
Intrusion Detection Systems.
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