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Abstract. Signature-based network intrusion detection requires fast
and reconfigurable pattern matching for deep packet inspection. This pa-
per presents a novel pattern matching engine, which exploits a memory-
based programmable state machine to achieve deterministic processing
rates that are independent of packet and pattern characteristics. Our
engine is a portable predictive pattern matching finite state machine
(P 3FSM), which combines the properties of hardware-based systems
with the portability and programmability of software. Specifically we
introduce two methods, “Character Aware” and “SDFA”, for encoding
predictive state codes which can forecast the next states of our FSM. The
result is software based pattern matching which is fast, reconfigurable,
memory-efficient and portable.

1 Introduction

Network Intrusion Detection System (NIDS) is one of the most important aspects
of any computer network [4,8]. Specifically, signature-based NIDS provides the
comprehensive detailed detection capabilities that are vital to preventing network
attacks [5]. The key challenge with the deep packet inspection performed by
signature-based NIDS, is that it requires fast, programmable and efficient pattern
matching capabilities [2,6] that have yet to be developed in a well rounded solution.

Previous attempts to solve this problem include pattern matching engines that
can be hardware or software based. Hardware-based pattern matching can achieve
acceptable speed, programmability and memory efficiency [3,1], however, these so-
lutions require specialized hardware in order to implement them. Software-based
pattern matching is universally portable, however still lacks the sheer speed and
deterministic properties necessary to keep up with network line rates [10].

Our goal in this work is to develop a well-rounded solution that combines
the properties of hardware-based systems with the portability of software-based
systems, to produce a software NIDS that is fast, programmable and memory-
efficient, solving the overall problem of signature-based NIDS. This system will
fill the gap between highly programmable, portable, yet slow software based
NIDS; and fast, memory efficient, yet hard to implement, hardware based NIDS.
Works like [9] which is a hardware-based system have exploited the deterministic
nature of Deterministic Finite Automata (DFA), and created solutions to the
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excessive memory requirements of DFA. It is these concepts, which are built
upon and extended by our design called P 3FSM .

P 3FSM is a software-based Finite State Machine that implements Deter-
ministic Finite Automata using predictive state codes. DFA are used because
of their deterministic behavior, which allows for fast, deterministic packet pro-
cessing, regardless of the number and size of patterns. DFA however require
excessive amounts of memory to be stored. P 3FSM solves this problem by stor-
ing only a single code for each state in a DFA. These codes are derived such that
each state code can forecast all of its possible next states. An FSM is formed
from these state codes which allows for quick system operation. The result is
a pattern matching engine which combines the benefits of both hardware and
software systems. P 3FSM is fast, memory-efficient, highly programmable and
still completely portable. Several different implementations of P 3FSM , along
with experimental results are presented in order to validate its operation as well
as demonstrate its many benefits.

The remainder of this work is organized as follows. Related work is discussed in
Section 2. The overall system architecture is discussed in Section 3, and Sections
4, 5 and 6 demonstrate the programming and operation of P 3FSM . Experimen-
tal results are discussed in Section 7 and Section 8 concludes the paper.

2 Related Work

A flurry of work has been proposed to design a high performance string matching
engine. However, few works consider memory efficiency and ease of update of new
patterns. We present some background and most related work to P 3FSM .

2.1 Deterministic Finite Automata

Deterministic Finite Automata (DFA) are able to match multiple strings simul-
taneously, in worst-case time linear to the size of a packet. Figure 2 shows an
example DFA used to match “SHE”, “HERS” and “HIS”. Starting at state s0,
the state machine is traversed to state s1 or s2 depending on whether the input
character is “H” or “S”. When an end state is reached, a string has been said to
be matched. In the example in Figure 2, if state s9 is reached, string “HERS”
has been matched.

Each state in the machine has pointers to other states in the machine. If an
input character is the next character in a string that is currently being matched,
the algorithm moves to the next state in that string, otherwise, the algorithm
follows a failure pointer to the first state of another string that begins with that
character, or to the initial state of the machine if no other strings begin with
that character. An example of this can be seen in Figure 2. If the current state of
the machine is s3, the last input characters would have been “HE”. If the next
input character were to be “R”, then the next state would be s6. If the next
input character were not “R”, but instead, “S”, then the next state would follow
a failure pointer to state s2, which is the starting point for the string “SHE”.
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2.2 Storage Requirement of Traditional DFA

A DFA can be implemented using hardware or memory. In a memory based
implementation of a DFA, the Current State and Input Character are used as
the memory address location of the memory content. The memory content con-
sists of the Next State and Tag. A memory implementation of a DFA can be
easily reconfigured by reprogramming the memory with a new or updated State
Transition Table.

In a memory based implementation of a DFA, the memory size needed to hold
the State Transition Table is based on the number of bits needed to represent
each state s and the number of bits needed to represent each input character (8
bit). For example, Snort Dec. 05 has 2733 patterns, which need 27,000 states to
represent them so the storage requirement is about 13MB, which is too big to
fit onto on-chip memory.

The amount of memory needed to store a DFA is large and increases greatly as
the number of strings being matched increases. The reason for the large memory
requirement in traditional memory-based FSM is that all possible 256 next states
of any given state are explicitly stored in the memory array even though many
of these next states are the same.

2.3 Memory Efficiency Optimization

The Aho-Corasick (AC) algorithm [11] is able to match multiple strings simul-
taneously by constructing a state machine. Starting from an empty root state,
each string to be matched is represented by a series of states in the machine,
along with pointers to the next appropriate state. A pointer is added from each
node to the longest prefix of that node which also leads to a valid node in the
machine. The major drawback of the AC algorithm is possible 256 fan-out, which
results in low memory efficiency.

Bitmap and compression [12] have been proposed to optimize the AC algo-
rithm data structure to improve the memory efficiency. The problems of bitmap
compression require 2 memory references per character in the worst case and 256
bits per bitmap. A potential problem with path compression is, failure pointers
may point to the middle of other path compressed nodes.

Our recent work [9] presents the idea of using a novel encoding method to
implement a DFA with an FSM that stores only one entry in memory for each
state, rather than an entry for each transition. The problem of our previous work
[9] has very limited portability and flexibility due to the hardware-coded group
detector. Our P 3FSM addresses this limitation by a software detection engine,
which leverages packet pre-fetching and character-aware encoding to achieve
comparative performance as hardware.

Lunteren [6] introduces a pattern matching engine called BFPM, or Balance
Randomized Tree FSM Pattern Matching. This approach is similar to our ap-
proach in the way it utilizes DFA. BFPM uses a prioritized rule list which reduces
the number of transitions in a DFA. This is similar to the “SDFA” optimization
discussed in Section 3.
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3 System Architecture

P 3FSM is a fast, space-efficient, fully-programable and portable pattern-
matching engine which runs purely in software. P 3FSM is unique in the way
that it mimics the very desirable properties of DFA based pattern matching
hardware, but is completely software-based. The system utilizes a DFA in order
to maintain deterministic performance, however, the DFA is stored in a novel
way such that minimum memory is required. This means that secondary mem-
ory is not required in P 3FSM making both memory-efficiency and performance
excellent. P 3FSM achieves these properties by only storing one entry in mem-
ory for each state in a DFA, rather than storing numerous DFA transitions as in
typical memory based DFA implementations. The code for each state is derived
such that it is predicitve, in that, each state code contains information that de-
notes all of its possible next states. The FSM formed from these codes is able to
isolate the appropriate next state very quickly due to the unique properties of
these codes. Multiple algorithms for deriving state codes and for FSM operation
are discussed in Sections 4, 5 and 6.

The overall functionality of P 3FSM software comes from two distinct compo-
nents, the Pattern Compiler and FSM. This architecture is illustrated by Figure
1. The Pattern Compiler can further be broken down into two components, Pat-
tern Analysis and State Analysis. In the Pattern Analysis component, the first
step is the formation of a DFA from patterns. A clustering algorithm is then
used to generate state codes. The DFA and state codes are then passed to the
State Analysis component. This is where all the information needed for FSM
functionality is organized. Select information about characters, clusters (each
state code contains clusters which is discussed later) and state codes is stored
in tables which are where the FSM Operation component gets the information

Pattern Compiler

DFA_Generator()

Pattern File
(Strings/Regex)

DFA File
(State Transition Table)

Clustering()

Code File
(State Codes)

(Cluster Arrangement)

Pattern Analysis State Analysis

Characters()
Completes
Character

Table

Clusters()
Completes

Cluster Index
Table

Codes()
Completes
State Code

Table
C=Number of Clusters
S=Number of States
ch=Number of Characters

Get_Packet()
Prefetch_Char

Next_State()
Find_Next_State

FSM Operation

//Character Table
characters[ch]

//Cluster Index Table
cluster_index[C]

//State Code Table
code[S]

CSNS

 
Fig. 1. System Architecture
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needed to operate. After the Pattern Compiler completes, the FSM component
can operate. The FSM Operation component is responsible for the actual pattern
matching of P 3FSM .

As aforementioned, the following sections contain examples of differentP 3FSM
approaches. The names for the different approaches are derived from the way in
which the state codes for theFSMaregenerated.The state encoding algorithmused
in any approach may utilize a property called “Character Aware”. When deriving
state codes fromaDFA, states are grouped and clustered together in order to gener-
ate self-addressable state codes for each state. During the clustering process, if the
algorithm takes into account the character required to transition to each state, it is
a “Character Aware” algorithm. Second, if the DFA used to derive the state codes
goes through an optimization which we have deemed Split-DFA (SDFA), then it
is an “SDFA” algorithm. All of the approaches discussed in this paper utilize at
least one of these properties, either “Character-Aware” or “SDFA”, and the algo-
rithms are named based on the combination of these properties that they utilize.
Depending on which properties are used, the resulting FSM will have either smaller
memory requirements, greater throughput or a trade-off between the two.

4 Approach A: “Character Aware” for High-Throughput

Discussed here is the first implementation of P 3FSM . This approach is called
“Character Aware”. What can be observed about this approach is that because
it is “Character Aware” it has excellent throughput, more-so than the other
approaches. However, it is not as memory efficient. More about this will be
discussed in the Results section. The following sections describe by example the
different components, starting with the Pattern Compiler and then the operation
of the FSM.

4.1 Pattern Compiler: Pattern Analysis

This section describes the Pattern Analysis component of the Pattern Compiler.
The two stages of this component are construction of a DFA and the derivation
of state codes from the DFA.

Deriving a DFA. The first step of the Pattern Analysis component is to
construct a DFA from a set of patterns. Figure 2a shows a DFA constructed
from the patterns “SHE”, “HERS” and “HIS”.

Deriving State Codes. The second step of the Pattern Analysis component
is to derive the predictive state codes for each state. The following example
illustrates the derivation of state codes for the DFA in Figure 2b. The first step
in deriving the state codes is to group all the states in the DFA that have the
same next state into a group. The result is one group for each state (ie. G1 = the
fan-in of S1), etc. Also, the character needed to transition to a state is associated
with that state’s group (ie. S1.character = ‘H’). The resulting groups are: G1[S0,
S1, S3, S4, S5,S6,S8][H], G2[S0, S1, S2, S3, S5, S7, S8, S9][S], G3[S1][E], G4[S1,
S5][I], G5[S2, S7, S9][H], G6[S3][R], G7[S4][S], G8[S5][E], G9[S6][S].
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 (a) DFA for Patterns “SHE”,
“HERS”, “HIS”

 

Secondary 
Block 

Primary 
Block1 

(b) SDFA with Primary and Secondary
Blocks

Fig. 2. DFA before and after SDFA Modification

Next clusters are formed by placing all the groups with same character into
one cluster as shown in Table 1. The next step of this process is generating a code
for each group. The group code for every character begins with 1 and increments
for each group, starting over at the beginning of each cluster. The group codes
are given in Table 2. The code for any group is referred to as the state signature
of the state which the group is a representative of.

Finally, a state code for each state is obtained by concatenating the group
codes for the groups that a state is a member of. The group codes are formed
into a state code by being placed in the position of the cluster that the group
is a member of. Table 3 shows the state codes for all states. As an example,
state S4 is a member of groups G1 and G7 and the codes for G1 and G7 are
01 and 10 respectively. The state code for S4 is formed by placing the code for
G1 in the position of cluster C1 and the code for G7 in the position of cluster
C2. The remaining cluster positions receive all zeros as state S4 is not a member
of a group that lies in clusters C3, C4 or C5. The state code for S4 is thusly a
concatenation of 01, 10, 00, 0, and 0 which yields the final code 01100000.

4.2 Pattern Compiler: State Analysis

This section describes the State Analysis component of the Pattern Compiler.
This consists of the creation of the tables involved in FSM Operation.

Character/Cluster Table. The Character/Cluster Table (Table 4) contains
the cluster index required to derive the next state. The index starts at 0 for
cluster 1 and is incremented for each cluster by the number of group members in
the previous cluster. The character for each cluster is also included in the table.

Code Table. The calculation for deriving the index for any state, which deter-
mines its order in the Code Table, is seen in Equation 1. The state index is simply



260 L. Vespa, M. Mathew, and N. Weng

Table 1. Clustering (A)

Cluster Character Group Bit Length

C1 H G1 G5 2

C2 S G2 G7 G9 2

C3 E G3 G8 2

C4 I G4 1

C5 R G6 1

Table 2. Group Coding
(A)

Group Coding

G1 0 1

G5 1 0

G2 0 1

G7 1 0

G9 1 1

G3 0 1

G8 1 0

G4 1

G6 1

Table 3. State Codes (A)

State Group Code

S0 G1 G2 0 1 0 1 0 0 0 0

S1 G1 G2 G3 G4 0 1 0 1 0 1 1 0

S2 G2 G5 1 0 0 1 0 0 0 0

S3 G1 G2 G6 0 1 0 1 0 0 0 1

S4 G1 G7 0 1 1 0 0 0 0 0

S5 G1 G2 G4 G8 0 1 0 1 1 0 1 0

S6 G1 G9 0 1 1 1 0 0 0 0

S7 G2 G5 1 0 0 1 0 0 0 0

S8 G1 G2 0 1 0 1 0 0 0 0

S9 G2 G5 1 0 0 1 0 0 0 0

Table 4. Character/Cluster Table (A)

Character Cluster Index

H 1 0

S 2 2

E 3 5

I 4 7

R 5 8

Table 5. Code Table (A)

Index State Code State

0 0 1 0 1 0 0 0 0 S0

1 0 1 0 1 0 1 1 0 S1

2 0 1 0 1 1 0 1 0 S5

3 1 0 0 1 0 0 0 0 S2

4 1 0 0 1 0 0 0 0 S7

5 1 0 0 1 0 0 0 0 S9

6 0 1 0 1 0 0 0 1 S3

7 0 1 0 1 0 0 0 0 S8

8 0 1 1 0 0 0 0 0 S4

9 0 1 1 1 0 0 0 0 S6
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the sum of the cluster index for a state and the value of its state signature. Table
5 shows the completed code table for this example. The state codes are stored
in this table in the order of their index which is calculated as aforementioned.

Sindex = Clindex + Ssig (1)

4.3 FSM Operation

The following example explains the functionality of the FSM Operation compo-
nent. Consider the current state as S3 and incoming character ‘R’. To derive the
next state for incoming character ‘R’ we require the cluster index and the state
signature. Table 1 shows that ‘R’ belongs to cluster 5. We obtain the cluster in-
dex for cluster 5 from Table 4 which is 8. The state signature is found in cluster
5 of the current code S3. From the Code Table the code for S3 is 01010001. This
means that the state signature for cluster 5 in S3 is 1. Using Equation 1 we get
the next state index which is calculated as, 8 + 1 = 9. Therefore, the index 9 in
the Code Table gives the next state as S6.

5 Approach B: “SDFA” for Reduced Memory

Discussed here is the second implementation of P 3FSM . This approach is called
“SDFA”. What can be observed about this approach is that because it uses the
“SDFA” optimization its memory requirements are very small, more-so than the
previous approach. However, it has a much lower throughput. More about this
will be discussed in the Results section.

5.1 Pattern Compiler

For this approach, after the DFA is formed as aforementioned, it is optimized into
what we have deemed a Split-DFA or SDFA. SDFA eliminates redundant transi-
tions and then partitions the DFA into multiple blocks called the Primary-Block
and Secondary-Block. States which have a high-density of redundant transitions
are those which also receive transitions from the initial or zero state of the DFA.
We call these states first-level states as they hierarchically lie on the first level of
the DFA. All transitions to these states other than those from state zero are re-
moved from the DFA and subsequently these remaining transitions to first-level
states are partitioned into the Secondary-Block of the SDFA as seen in Figure
2b. At this point the majority of transitions have been removed from the DFA
(especially in larger DFA), and the remainder of the transitions are said to lie
in the Primary-Block of the SDFA.

Groups are formed from states in the DFA as in previous examples, however,
this approach does not utilize the “Character Aware” property. This means that
groups can be clustered together if they do not share any members, regardless of
what characters those groups posses. A maximal clique algorithm is used to per-
form this clustering operation and the result is the shortest state codes of all three
implementations. The state codes derived for this approach can be seen in Table 6.
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Table 6. State Codes (B)

State State Code

S1 0 0 1 1 1

S2 0 1 0 0 0

S3 0 1 0 1 0

S4 0 1 1 0 0

S5 0 1 1 1 1

S6 1 0 0 0 0

S7 0 1 0 0 0

S8 0 0 0 0 0

S9 0 1 0 0 0

5.2 FSM Operation

The FSM Operation for this approach uses several bitwise masking operations
to isolate the cluster containing the next state signature. This algorithm has a
much greater time complexity than the other two algorithms. The reason for this
time complexity is the very short state codes. Although more memory efficient
than the other two approaches, these codes tell little about the potential next
states and therefore require more work from the FSM to extract the appropriate
next state.

6 Approach C: “Character Aware / SDFA” for High
Throughput and Reduced Memory

Discussed here is the final implementation of P 3FSM . This approach is called
“Character Aware / SDFA”. What can be observed about this approach is that,
because it is “Character Aware” it can quickly isolate the next state, however,
because of the “SDFA” optimization it is memory efficient. This implementation
is the most balanced as far as memory efficiency and throughput. More about
this will be discussed in the Results section. The following sections describe by
example the different components, starting with the Pattern Compiler and then
the FSM component operation.

6.1 Pattern Compiler: Pattern Analysis

This section describes the Pattern Analysis component of the Pattern Compiler.

Deriving and Optimizing a DFA. In this example, state codes are derived
from the SDFA in Figure 2b.

Deriving State Codes. The next step which is the derivation of predictive
state codes is explained by the following example. The DFA to be referred is
given in Figure 2b. All the states in the DFA are grouped together as explained
in Section 4.1. The resulting groups are: G1[S0][H], G2[S0][S], G3[S1][E], G4[S1,
S5][I], G5[S2, S7, S9][H], G6[S3][R], G7[S4][S], G8[S5][E], G9[S6][S].
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The second step is to combine these groups together to form clusters. For
this, first the groups with the same character are combined into a cluster. Next,
the number of clusters are reduced by merging all the clusters that do not have
common states to form one cluster. The clustering result thusly obtained is given
in Table 7. As seen in this table, characters ‘H’, ‘S’, ‘E’, ‘R’ do not have common
states and hence, can be placed in one cluster.

The third step of this process is encoding the groups. This has two parts, the
character signature and state signature. The character signature identifies if the
incoming character has a valid state transition (explained in FSM operation) and
it begins with 0. This signature remains unchanged for the groups with same
character. The state signature gives the next state and always begins with 1.
The resulting group codes are shown in Table 8. For example, from the table we
see that the groups G1 and G5 have same character signature 00, this is because
both the groups have character ’H’ however their state signatures are 01 and 10
respectively. Therefore, we get the code for G1 as 0001.

The last step is to obtain the state codes as shown in Table 9. The process
for constructing state codes from the group codes is the same as in Approach A.

6.2 Pattern Compiler: State Analysis

This section describes the State Analysis component of the Pattern Compiler.
This consists of creating tables for use in the FSM operation. Tables for charac-
ters, clusters and state codes are created.

Character/Cluster Table. The character/cluster table is created to contain
several pieces of information. Firstly, the character signature for each character
is stored. Secondly, the cluster that contains all the states associated with that

Table 7. Clustering (C)

Cluster Character Group Bit Length

C1 H S E R G1 G5 G2 G7 G9 G3 G8 G6 4

C2 I G4 1

Table 8. Group Coding (C)

Group Char Sig State Sig

G1 0 0 0 1

G5 0 0 1 0

G2 0 1 0 1

G7 0 1 1 0

G9 0 1 1 1

G3 1 0 0 1

G8 1 0 1 0

G6 1 1 0 1

G4 0 1

Table 9. State Codes (C)

State Group Code

S1 G3 G4 1 0 0 1 0 1

S2 G5 0 0 1 0 0 0

S3 G6 1 1 0 1 0 0

S4 G7 0 1 1 0 0 0

S5 G8 G4 1 0 1 0 0 1

S6 G9 0 1 1 1 0 0

S7 G5 0 0 1 0 0 0

S8 0 0 0 0 0 0

S9 G5 0 0 1 0 0 0
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character. Thirdly, each character is given an index number. The index starts at
0 for the first character and is incremented for each character by the number of
states with the previous character. Finally, each character is assigned a failure
index. This is necessary because of the SDFA optimization done in the pattern
analysis component. If a valid transition is not produced during FSM operation,
this failure index automatically becomes the next state index as discussed in
Section 6.3. Table 10 shows the final Character/Cluster Table for this example.

CodeTable. The shared tables used to operate theFSMare the character/cluster
table and the code table. The code table consists solely of the state codes placed in
the correct order. The index position for each state code in the code table can be
calculated by Equation 2, by adding the state signature to the character index for
any given state. Table 11 shows the final Code Table for this example.

Sindex = Chindex + Ssig (2)

6.3 FSM Operation

The functionality of the FSM Operation component is illustrated in the following
example. Assume that the current state of the system is S1 and the incoming
character is ‘E’. Table 11 shows that this means the current state index is 1. The
state code for index 1 is 100101. The character ‘E’ has a signature of 10 and a
cluster of 1. Since the character signature in cluster 1 of the current code is also

Table 10. Character/Cluster Table (C)

Character Signature Cluster Index Failure Index

H 0 0 1 0 1

S 0 1 1 2 3

E 1 0 1 5 0

R 1 1 1 7 0

I 0 2 8 0

Table 11. Code Table (C)

Index State Code State

1 1 0 0 1 0 1 S1

2 1 0 1 0 0 1 S5

3 0 0 1 0 0 0 S2

4 0 0 1 0 0 0 S7

5 0 0 1 0 0 0 S9

6 1 1 0 1 0 0 S3

7 0 0 0 0 0 0 S8

8 0 1 1 1 0 0 S6

9 0 1 1 0 0 0 S4
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10, then the state signature in cluster 1 which is 01, along with the character
index for ‘E’ which is 5 can be used to calculate the next state index. This is
done by utilizing Equation 2 with a simple addition: 1 + 5 = 6. Thus, the next
state index is 6 which is the state code for S3. From the DFA in Figure 2b it can
be observed that for state S1 on the occurrence of an ‘E’ , the next state should
be S3, which verifies the next state result.

In a different scenario, assume that the current state is S6 and the incoming
character is ‘H’. Referring to Table 11 we get the current state index to be 8 and
the corresponding state code 011100. Also, Table 10 gives the cluster for ‘H’ as
1 and the signature 00. The character signature in cluster 1 for S6 is 01 which is
different from the signature for ‘H’. This is an invalid condition. Thusly, the next
state index becomes the failure index for character ‘H’ which is 1. This gives the
next state as S1.

7 Results

The P 3FSM approaches provide noticeable tradeoffs for memory requirements
and throughput. As seen in Figure 3 the “SDFA” approach has lowest memory
requirement. This is because it removes all the failure transitions as discussed
earlier and hence has large cluster sizes yielding small state codes. However,
this decreases the throughput drastically because now we may have to perform
lookups in different clusters to obtain the next states for a given character. On
the other hand, the “Character Aware” approach achieves the highest through-
put. This approach stores each character in a separate cluster which increases
the speed of lookup as all the possible next states for a given character are now
in one cluster. But it also increases the memory requirement because the cluster-
ing method used in this approach increases the number of clusters. “Character
Aware / SDFA” utilizes the properties of both “SDFA” and “Character Aware”
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Fig. 3. Memory Requirements vs. Throughput with SDFA Only as Baseline
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approaches to produce good memory requirements and throughput. It places
many characters into a single cluster but limits the next states of each character
to be in one cluster. The simulated results in the following section verify the
validity of these approaches.

7.1 Memory Requirements and Performance

Table 12 shows the memory requirements for both a standard DFA, as well as
all three P 3FSM implementations. The “SDFA” approach is the most memory
efficient, followed by the “Character Aware / SDFA”, and lastly the “Character
Aware”. All three approaches are however, more memory efficient than a stan-
dard DFA. For 200 patterns, the three P 3FSM implementations range from 10
to 85 times more memory efficient than a standard DFA.

Table 13 contains the throughput and number of instructions per algorithm
iteration (FSM Cycles) for the three P 3FSM approaches. As expected, the
“SDFA Only” approach has the lowest throughput. It requires more instructions
and many more memory accesses than the other methods. The “Character Aware
/ SDFA” achieves a desirable throughput but is not the fastest implementation.
“Character Aware Only” achieves the highest throughput. This is because the
state codes used in this implementation allow for a quick isolation of the ap-
propriate next state. This comes with the price of greater memory requirements
however.

From both Tables 12 and 13 it can be observed that combining the “SDFA”
and “Character Aware” properties into one FSM, allows for a very memory
efficient yet still high throughput system. The “Character Aware / SDFA” FSM
achieves high throughput while still reducing the memory requirements from a
standard DFA by many times.

Table 12. Storage Requirement (in KByte)

Patterns States DFA Size SDFA Size Character Aware Size Character Aware / SDFA Size

5 93 23.25 0.08 0.69 0.10

20 302 94.38 0.48 5.16 0.77

50 568 195.25 1.11 13.31 2.50

100 1060 397.50 3.36 34.16 8.15

200 1601 600.38 6.84 60.39 16.03

300 3098 1258.56 22.69 218.21 42.73

400 4837 2116.19 41.92 268.66 72.63

500 5267 2304.31 49.51 298.33 81.65

Table 13. Performance (in Throughput and Number of Instructions)

Performance SDFA Character Aware Character Aware / SDFA

Throughput (in Gbps) < 0.20 1.50 1.09

Number of Instructions > 97 13 44
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8 Conclusion

In this work we have presented P 3FSM , a fast, portable, memory-efficient and
scalable pattern matching engine. P 3FSM is completely software based, yet
offers the benefits of many hardware-based pattern matching engines. Three
approaches to P 3FSM have also been evaluated, presenting multiple options
which concentrate on memory efficiency, throughput and the tradeoff between
the two. From simulated results it can be concluded that utilizing predictive state
codes to represent a DFA, and taking advantage of intelligent optimizations such
as “SDFA” and “Character Aware” clustering, a pattern matching FSM can be
implemented which is ideal for NIDS and other high speed applications.

Due to the increasing importance of NIDS, as well as ever growing network
speeds, P 3FSM is a suitable solution to modern day signature-based NIDS
requirements. It is able to perform its duties at high speeds, yet is portable
enough to be easily implemented in any network or end user system.
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