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Abstract. Ontology Modularization techniques identify coherent and
often reusable regions within an ontology. The ability to identify such
modules, thus potentially reducing the size or complexity of an ontology
for a given task or set of concepts is increasingly important in the Seman-
tic Web as domain ontologies increase in terms of size, complexity and
expressivity. To date, many techniques have been developed, but evalu-
ation of the results of these techniques is sketchy and somewhat ad hoc.
Theoretical properties of modularization algorithms have only been stud-
ied in a small number of cases. This paper presents an empirical analysis
of a number of modularization techniques, and the modules they identify
over a number of diverse ontologies, by utilizing objective, task-oriented
measures to evaluate the fitness of the modules for a number of statistical
classification problems.

1 Introduction

One of the emerging areas of ontology engineering that has received considerable
attention by the community is that of ontology modularization (OM) [1,2,3,4,5,6].
OM is the collective name of approaches for fragmenting ontologies into smaller,
coherent components (modules), each of which are themselves ontologies. The
approaches can be broadly divided into two categories: ontology partitioning,
whereby the ontology is partitioned into a number of modules such that the
union of all the modules is semantically equivalent to the original ontology; or
module extraction techniques, whereby concepts that form a coherent fragment of
an ontology are extracted to form a module, such that it covers a given vocabu-
lary (based on an initial module signature). OM techniques, have been proposed
for a wide variety of tasks, such as ontology design, maintenance, and reuse;
knowledge selection; and integration [2,7], and hence the precise definition of
modularization can vary depending on the technique used, with respect to the
types of concepts, axioms and properties (found in the ontology) that are de-
sirable within the module, and on the characteristics that the modules should
exhibit [7].

The diversity of approaches can therefore make a comparative evaluation of
the different modularization processes extremely challenging. Most evaluation
approaches in the literature propose the use of the size of the module, which
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includes the number of named concepts and properties in the module [2], as an
objective metric. However, size is a crude measure that does not fully reflect the
content of a module (for example it ignores the effect of restrictions over con-
cepts or properties). More recently, other approaches [8,9] propose various ways
to capture different aspects of the content of a module, in terms of its structural
properties, or information content. Whilst the criteria proposed by Schlicht and
Stuckenschmidt [8] focus on the structure of the ontology modules produced and
attempt to assess the trade-off between maintainability and efficiency of reason-
ing in distributed systems, the entropy-inspired approach [9] attempts to assess
the difference between modules by measuring the information content carried
by axioms modelling domain and language entities in the ontology. This latter
approach models the combined effect of both domain and language entities, by
aggregating the quantitative estimates of the dimensions represented by the cri-
teria. Whilst these different techniques capture to some extent the structural
differences between modules, they are based on objective measures that fail to
consider fully the suitability of a module for a specific task, and therefore are
limited in the level of assistance they can provide in supporting ontology engi-
neers and users alike in choosing the most appropriate modularization technique
for a specific task.

The focus of this paper is to provide a systematic and extensive empirical
evaluation of various module extraction approaches, from the perspective of their
suitability for a specific task. The aim is to identify the broad suitability of an
approach for a given task, and to detect possible boundary cases where other
approaches might be more suitable. In this way, we provide a guide that ontology
engineers and users alike can use to tailor the modularization process to their
problem. Three related problems have been identified that support a number of
common tasks such as query answering or service retrieval: Instance retrieval,
Subclass retrieval, and Superclass retrieval. In this paper, we provide a systematic
evaluation of a number of different modularization techniques for these problems.
In each case, a query is constructed and used as the signature (described below)
of an identified module. The resulting modules are then evaluated to determine
their utility for query answering, when compared to using the original ontologies.

The paper is therefore structured as follows: Section 2 reviews different ontol-
ogy modularization approaches and the different evaluation techniques. Section 3
presents the evaluation of the reviewed modularization approaches. The evalu-
ation problems are formally defined in terms of statistical classification prob-
lems, we then present and discuss the results. Finally, concluding remarks are
illustrated in Section 4.

2 Ontology Modularization

Ontology modularization [1,2,3,10,5,6] refers to the process of fragmenting exist-
ing ontologies into a set of smaller, and possibly interconnected parts, or modules.
Broadly speaking, modularization approaches aim to identify the minimal set
of necessary concepts and definitions for different parts of the original ontology.
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Whilst size could be considered a factor, the modules themselves should be fit for
purpose for some task; and hence the algorithms proposed can differ significantly
depending on this intended task. Likewise, the reasons for modularizing can be
different and range from ontology reuse in order to support the work of ontology
engineers [1,3,10] to information integration [2], or to support efficient agent
communication [11]. Thus, whilst size is often quoted for some modularization
techniques, it unsuitable as an objective indicator of the quality of a module or
the modularisation approach. This section reviews the different approaches for
modularizing ontologies, focussing in particular on module extraction techniques,
and presents the different techniques proposed in the literature for evaluating
the result of modularization approaches.

An ontology O is defined as a pair O = (Ax(O), Sig(O)), where Ax(O) is a set
of axioms (intensional, extensional and assertional) and Sig(O) is the signature
of O1. This signature consists of the set of entity names used by O, i.e., its
vocabulary. Ontology modularization is the process of defining a module M =
(Ax(M), Sig(M)), where M is a subset of O, M ⊆ O, such that Ax(M) ⊆ Ax(O)
and Sig(M) ⊆ Sig(O). No assumptions beyond this are made here about the
nature of a module.

Approaches for modularizing ontologies belong to two main categories: ontol-
ogy partitioning and ontology module extraction. Ontology partitioning is the
process of fragmenting an ontology O into a set of (not necessarily disjoint2)
modules M= {M1, M2, ...., Mn}, such that the union of all the modules should
be equivalent to the original ontology O; i.e. {M1 ∪ M2 ∪ ... ∪ Mn} = O. Thus,
a function partition(O) can be formally defined as follows:

partition(O) → M = {{M1, M2, ...., Mn}|{M1 ∪ M2 ∪ ... ∪ Mn} = O}

Ontology module extraction refers to the process of extracting a module M from
an ontology O that covers a specified signature Sig(M), such that Sig(M) ⊆
Sig(O). M is the relevant part of O that is said to cover the elements defined
by Sig(M), as such M ⊆ O. M is now an ontology itself and could elicit fur-
ther modules, depending on the signatures subsequently used. Thus, a function
extract(O, Sig(M)) can be defined as follows:

extract(O, Sig(M)) → {M |M ⊆ O}

This paper focusses on ontology module extraction approaches, since the con-
cept queried can form the basis of the signature used to extract modules. On-
tology partitioning approaches are independent from any specific signature in
input, and thus would not reflect a query answering task. The techniques for
ontology module extraction in the literature can be further subdivided into
1 This definition is agnostic with respect to the ontology language used to represent

the ontology, but it should be noted that the modularization techniques detailed in
this section assume a description logic representation.

2 This is in contrast to the mathematical definition of partitioning that requires par-
titions to be disjoint.
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two distinct groups: traversal approaches and logical approaches. Traversal
approaches [3,1,4,5] represent the extraction as a graph traversal, with the mod-
ule being defined by the conditional traversal, which implicitly considers the
ontological semantics, of the graph. Logical approaches [2,12] focus on maintain-
ing the logical properties of coverage and minimality; as such, they explicitly
consider the ontological semantics when extracting an ontology module.

2.1 Traversal Based Extraction

All of the following methods for ontology module extraction can be considered as
traversal based extraction techniques. Each represents the ontology as a graph
and the ontology module is defined as a conditional traversal over this graph.

d’Aquin et al. [3] address the specific task of extracting modules related
to components found in a given web page. Their ontology module extraction
technique is integrated within a larger knowledge selection process. The specific
aim is to dynamically retrieve the relevant components from online ontologies
to annotate the webpage currently being viewed in the browser. The knowledge
selection process comprises three phases: (i) selection of relevant ontologies, (ii)
modularization of selected ontologies and (iii) merging of the relevant ontology
modules. The principle used for the extraction of an ontology module (i.e. phase
(ii)) is to include all the elements that participate in the definition, either directly
or indirectly, of the entities (similar to the approach proposed by Seidenberg and
Rector [5]). There are two distinct characteristics of this approach:

– Inferences are used during the extraction, rather than assuming an inferred
model (as is the case with techniques such as Doran et al. [1]), i.e. that all
inferences are made a priori to the module extraction process. For example,
the transitivity of the subClassOf edge allows new subclass relations to be
inferred in the input ontology.

– ‘Shortcuts′ are taken in the class hierarchy by including only the named
classes that are the most specific common super-classes of the included
classes. This is done by restricting the possible values of the Least Com-
mon Subsumer(LCS) algorithm [13] to the classes in the ontology.

Doran et al. [1] tackle the problem of ontology module extraction from the
perspective of an Ontology Engineer wishing to reuse part of an existing on-
tology. The approach extracts an ontology module corresponding to a single
user-supplied concept that is self-contained, concept centred and consistent. This
approach is agnostic with respect to the language the ontology is represented in,
provided that the ontology language itself can be transformed into the Abstract
Graph Model. A conditional traversal descends down the is-a hierarchy from the
signature concept via two edge sets: one set of edges to traverse and a second
set containing edges that are not traversed. Exceptions to these traversal sets
are permitted during the first iteration of the algorithm. For example, when ex-
tracting an ontology module from an OWL ontology, owl:disjointWith edges
are not traversed during the first iteration, but are considered in subsequent
iterations (to prevent relevant definitions from being skipped).
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Noy and Musen [4] define the notion of traversal view extraction, which
defines an ontology view of a specified concept, which is analogous to an ontology
module. Starting from one class of the ontology being considered, relations from
this class are recursively traversed to include the related entities. These relations
are selected by the user, and for each relation selected, a depth of traversal
(or traversal directive) is assigned. This traversal directive is used to halt the
traversal of the corresponding relation when the specified depth is reached. A
traversal view consists of a set of traversal directives. This flexible approach
(which was incorporated into PROMPT [14]) allows an Ontology Engineer to
iteratively construct the ontology module that they require by extending the
current ‘view’. However, this can require the Ontology Engineer to have a deep
understanding of the ontology that is being used.

We do not consider this approach in our evaluation since it has a high degree
of interactivity with the ontology engineer, that can affect the detemination of
a module.

Seidenberg and Rector [5] developed a technique specifically for extract-
ing an ontology module for a given signature, Sig(M), from the Galen ontology.
Their technique identifies all elements that participate (even indirectly) to the
definition of the signature, or other elements in the extracted module. The al-
gorithm can be decomposed as follows: assuming we have a Sig(M) = {A}.
Firstly the hierarchy is upwardly traversed (analogous to Upper Cotopy defined
in [15]), so all of the A’s superclasses are included. Next the hierarchy is down-
wardly traversed so that all the A’s subclasses are included. It should be noted
that the sibling classes of A are not included, they could be included by explicitly
adding them to the Sig(M). The restrictions, intersection, union and equivalent
classes of the already included classes can now be added to the module. Lastly,
links across the hierarchy from the previously included classes are traversed; the
target of these links are also upwardly traversed.

Whilst the degree of generality for this approach is high (with respect to
other ontologies), the focus on GALEN introduces certain features that may
be less suitable for other ontologies. For example, result of property filtering
can lead to class definitions becoming equivalent, whilst this is not incorrect it
does introduce unnecessary definitions that can be transformed into primitive
classes.

Table 1 compares the features of the traversal based extraction techniques.

Table 1. Comparison of features for traversal based ontology module extraction

Interactive Traversal Property Least Common Assume
Direction Filtering Subsumer Inferred Model

Whole Ontology ✗ Up & Down ✗ ✗ ✗
d’Aquin ✗ Up & Down ✗ ✓ ✓

Doran ✗ Down ✗ ✗ ✗
Noy and Musen ✓ Up & Down ✗ ✗ ✗

Seidenberg and Rector ✗ Up ✓ ✗ ✗
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2.2 Logical Based Extraction

The logical based extraction techniques are based on the notion of conservative
extension [16]. An ontology module extracted from a given ontology is a conser-
vative extension if the entailments regarding the ontology module are captured
totally within its signature. More formally Lutz et al. [16]present the following
definition:

Definition 1. Conservative Extension Let T1 and T2 be TBoxes formulated in
a DL L, and let Γ ⊆ sig(T1) be a signature. Then T1 ∪ T2 is a Γ -conservative
extension of T1 if for all C1, C2 ∈ L(Γ ), we have T1 |= C1 � C2 iff T1 ∪ T2 |=
C1 � C2.

Thus, all the entailments regarding the signature of the ontology module are
equivalent to using the ontology module with the ontology it was taken from.
Unfortunately, Lutz et al. [16] also show that deciding if an O is a conservative
extension is undecidable for OWL DL. However, Konev et al. [12] have developed
an algorithm, MEX, for extracting conservative extensions from acyclic termi-
nologies formulated in ALCI or ELI. Whilst these restrictions limit the use of
this approach, it can be successfully applied to large, real world ontologies such
as SNOMED CT. The experimental evaluation presented later in Section 3 does
not include the method by Konev and colleagues since it has been shown to be
undecidable for ontologies of complexity higher than EL.

Grau et al. [2] overcome the limitations of conservative extensions for more ex-
pressive description logics by utilizing approximations; they term these modules
as locality-based modules. Coverage and safety are the properties that locality-
based modules can guarantee, but this is done at the expense of minimality
which is also guaranteed by conservative extensions. Coverage and safety [17]
are defined in terms of a module being imported by a local ontology (L) as
follows:

Coverage. Extract everything the ontology defines for the specified terms. The
module O′ covers the ontology O for terms from, some signature, X if for
all classes A and B built from terms in X , such that if L∪O |= A � B then
L ∪ O′ |= A � B.

Safety. The meaning of the extracted terms is not changed. L uses the terms
from X safely if for all classes A and B built from terms in X , such that if
L ∪ O′ |= A � B then O′modelsA � B.

Two different variants of locality are described by Grau et al. [18]. Syntactic
locality can be computed in polynomial time, but semantic locality is PSPACE-
complete. Syntactic locality is computed based on the syntactic structure of the
axiom whereas semantic locality is computed based on the interpretation (I)
of the axiom. The issue concerning the syntactic locality is that syntactically
different (but semantically equivalent) axioms can be treated differently. For
example, Borgida and Giunchiglia [19] raise this issue of the syntactic approxi-
mation via the following example; consider the two sets of axioms {A � (B�C)}
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and {A � B, A � C}. These axioms are semantically equivalent, but the syntac-
tic difference will effect the extraction process. The syntactic locality also can
not handle tautologies, but this is unlikely to affect real world applications as
ontologies with tautologies would be considered badly engineered.

Table 2 compares the features of the traversal based extraction techniques.

Table 2. Comparison of features for logical based ontology module extraction

Coverage Minimality DL Expressivity Tractable
Whole Ontology ✓ ✗ Any ✓
Locality Based ✓ ✗ OWL 1 (SHOIN) ✓

MEX ✓ ✓ EL++ ✓
Conservative Extension ✓ ✓ Any ✗

2.3 Evaluation of Ontology Modularization Approaches

Whilst a number of different approaches for modularizing ontologies have been
proposed in the literature, few efforts have addressed the problem of providing
objective measures for the evaluation of the outcome of modularization tech-
niques [7]. The prevalent measure to discriminate between ontology modules is
the module size, that is the number of named concepts and properties that com-
pose the module [18]. Other criteria have been proposed [8,20] that look at the
structure of the ontology modules produced and attempt to assess the trade-
off between maintainability and efficiency of reasoning in distributed systems.
These criteria include:

– Redundancy: The extent to which ontology modules overlap. The inclusion
of redundancy in modules improves efficiency and robustness but in contrast
it requires a higher effort to maintain the modules;

– Connectedness : The number of edges shared by the modules generated by
a modularization approach. This criterion assumes that the modules are
represented as a graph, where the vertices are the axioms in the ontology,
and the edges are the properties (roles) connecting two axioms with a shared
symbol3. Connectedness estimates the degree of independence of the set of
modules generated by the modularization approach.

– Distance: The process of modularization can simplify the structure of the
module wrt the ontology in input. Two different distance measures, inter-
module distance and intra-module distance have been defined that count the
number of modules that relate to entities, and the number of relations in the
shortest path from two entities in a module, respectively.

All the above criteria (including size) assess a specific aspect of the module
obtained that depends on the task for which modularization is carried out [7].
However, there is no measure that attempts to capure the combined effect and
3 The use of graph-based representations of ontologies has frequently been used for

ontology evaluation [21], and the transformation of an OWL ontology into a graph
has been defined (http://www.w3.org/TR/owl-semantics/mapping.html).

http://www.w3.org/TR/owl-semantics/mapping.html
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aggregates the quantitative estimates of the dimensions represented by the crite-
ria. In contrast, [9] proposes an entropy measure, based on the analogous notion
used in information theory [22], in order to provide a quantitative measure of
the information contained in a message. A variation of the entropy measure,
presented in [9], captures the information content of a module, i.e. the amount
of definition in a module, that is how precisely the concepts in the modules are
defined, thus providing a profile for the module.

A module’s information content accounts for both language and domain re-
lated content, whereby the former depends on the constructors allowed by the
ontology language used to represent a module; the domain-related content de-
pends on the domain entities represented in the module. This differentiation is
needed in order to capture the difference in meaning carried by the different types
of knowledge represented in the ontology, and their effect on the modelling. For
instance, a relationship between two concepts (represented by the OWL state-
ment <owl:ObjectProperty>) should not be considered in the same way as
an equivalence between two concepts (represented in OWL by the statement
<owl:equivalentClass>), because these two notions carry different meanings,
and have different consequences with respect to a modularization technique:
equivalent concepts should always be grouped together in a module, whilst this
is not necessarily the case with object properties.

The proposed reformulation of Shannon’s entropy measure accounts for the dif-
ferent types of relationships that can exist between concepts by separating the no-
tion of language level entropy, from domain level entropy. Language level entropy
thus estimates the information content carried by the edges that represent lan-
guage level constructs. These constructs are part of the ontological representation
that is being used, for instance the OWL statements <owl:equivalentClass> or
<rdfs:subClassOf> are language level constructs. The notion of domain level
entropy is concerned with the domain specific relationships; these are the con-
structs that allow an Ontology Engineer to tailor the ontology to their domain.
Such a construct in OWL would be the definition of an object property through
the <owl:ObjectProperty> statement. In contrast, domain level entropy cap-
tures the information content that a relationship contributes to an ontology or
to a module. These two types of entropy are then aggregated in the integrated
entropy, that is a function of the domain level entropy and language level en-
tropy, and that the authors postulate can be used to evaluate the outcome of the
modularization process. Given two modules M1 and M2, that have the same
size and the same signature, if the integrated entropy of M1 is greater than the
integrated entropy of M2 this indicates that the number of definitions of M1 is
greater than the number of definitions of M2. The integrated entropy measure
is a more accurate indicator than size only, because it takes into account not
only the number of named concepts in the module, but also the degree of the
nodes (thus accounting also for connectedness).

Although these evaluation techniques try to capture the structural features
and the content of a module, they do not help users in deciding which modu-
larization technique is the best suited for a task at hand. The reason for this is
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that these techniques do not bear any relation with the task for which the mod-
ularization process is performed. Thus, in this paper we present a systematic
evaluation of the modularization techniques with respect to the task of query
answering and we analyse the features of the module produced in an attempt to
correlate these features with the suitability for a task.

3 Evaluation

The main contribution of this paper is to provide a systematic evaluation of
the different modularization techniques presented in the previous section. We
identify three problems that support a number of common tasks such as query
answering or service retrieval: Instance retrieval, Subclass retrieval, and Super-
class retrieval.

These three tasks are considered as statistical classification problems over
the original ontology O, and the module Mi computed using a modulariza-
tion technique whose input signature is Smi = {Ci}. Let O = 〈T ,A〉 be a
knowledge base; let Ind(A) be the set of all individuals occurring in A, and let
C = {C1, C2, · · · , Cs} the set of both primitive and defined concepts in O.

The InstanceRetrieval(O,Ci) problem can be defined as follows: given an
individual a ∈ (A), and a class Ci ∈ C determine the set IO = {Instance(Ci) ⊆
Ind(A) such that O |= Ci(a)}.

For the purpose of this evaluation Mi is to be considered an ontology itself, so
the evaluation distinguishes between the task of instance retrieval in the original
ontology O, InstanceRetrieval(O,Ci), from the task of instance retrieval in the
module Mi where the signature of the module Smi = {Ci}, therefore the problem
becomes determining IMi = {Instance(Ci) ⊆ Ind(A) such that Mi |= Ci(a)}.

We can also define the tasks of subclass and superclass retrieval as follows:

– SubclassRetrieval(O,Ci)

given a class Ci ∈ C determine the set SubO = {X1, X2, · · · , Xm} ⊆ C
such that ∀Xj , j = 1, · · ·m : O |= IXj ⊆ ICi

– SuperclassRetrieval(O,Ci)

given a class Ci ∈ C determine the set SupO = {X1, X2, · · · , Xm} ⊆ C
such that ∀Xj , j = 1, · · ·m : O |= ICi ⊆ IXj

Analogously, we define the problems SubclassRetrieval(Mi,Ci), with the set
SubMi; and SuperclassRetrieval(Mi,Ci) for the module M i by substituting to
the definitions above Mi to any occurrence of O.

To evaluate the performance of a modularization technique, a named concept
Ci is selected in O; the corresponding module Mi is then built. Then we consider
the problems InstanceRetrieval(O,Ci) and InstanceRetrieval(Mi,Ci) obtaining
respectively IO and IMi (set of instances of Ci in O and in Mi), SubO and
SubMi (set of subclasses of Ci in O and in Mi), and SupO and SupMi (set of
superclasses of C in O and in IM ).

We utilise these three pairs of results, in order to compute the number of true
positive, false positive and false negative for the sets generated by the problems of
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Instance retrieval, Subclass retrieval, and Superclass retrieval. The number of true
positive is the number of entities (classes or instances) that are classified correctly
(i.e. as Subclass, Superclass or Instance of a class Ci); the number of false positive
is the number of entities that were incorrectly classified as positive, whilst the
number of false negative is the number of correct entities that were missed (i.e.
entities that were not classified as belonging to the true positive class but should
have been). False negative can occur when the modularization approach does not
preserve all the constraints on class definitions that were present in the original
ontology, thus generating new class definitions that are included in the module,
for instance a disjunction axiom is lost in the modularization process (this can
occur those modularization approaches that do not guarantee safety, that is to
leave the concept definitions unchanged, as discussed in 2). We discuss this case
more in detail in Section 3.2.

1. truepositive = |IO ∩ IMi |: the number of instances of Ci in both O and Mi;
2. falsepositive = |IO \ IM |: the number of instances of Ci in O which are not

instances of Ci in MCi ;
3. falsenegative = |IM \ IO|: the number of instances of Ci in Mi which are

not instances of Ci in O.

The same values are computed for (SubO, SubM) and (SupO, SupM ), substitut-
ing instances with subclasses and superclasses.

These values enable us to compute classical precision and recall measures for
the three problems in consideration, where precision and recall are defined as
follows:

precision =
truepositive

truepositive + falsepositive

recall =
truepositive

truepositive + falsenegative

To synthetize the values of precision and recall in a single value, we use the
F-measure:

F − measure =
2 × precision× recall

precision + recall

3.1 Evaluation Setup

The dataset for this evaluation consists of eleven ontologies from the OAEI 2007
Conference Track4; the full list, as well as some metrics for these ontologies, such
as expressivity, number of named concepts and roles, and number of anonymous
concepts, is available in Table 3.

The modularization techniques available for the experiment are:

1. Cuenca Grau et al. [2], lower variant, shortened in the following as CG-L;
2. Cuenca Grau et al. [2], upper variant, shortened as CG-U;
3. d’Aquin et al. [3], shortened as DAQ;

4 http://oaei.ontologymatching.org/2007/conference/

http://oaei.ontologymatching.org/2007/conference/
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Table 3. Classes, properties, and expressivity for each of the OAEI ontologies

Ontology Named Object Datatype Anonymous Expressivity
Classes Properties Properties Classes

cmt 29 49 10 11 ALCHIF(D)
Conference 59 46 18 33 ALCHIF(D)

confOf 38 13 23 42 SHIF(D)
crs dr 14 15 2 0 ALCHIF(D)
edas 103 30 20 30 ALCHIF(D)
ekaw 73 33 0 27 SHIN

MICRO 31 17 9 33 ALCHOIF(D)
OpenConf 62 24 21 63 ALCHOI(D)
paperdyne 45 58 20 109 ALCHOIF(D)

PCS 23 24 14 26 ALCHIF(D)
sigkdd 49 17 11 15 ALCHI(D)

Table 4. Comparison of the Module Size (in terms of named entities) for each of the
different modularization approaches. Both the number of modules generated containing
more than two named concepts, and this value as a percentage of all modules for each
ontology are given.

DAQ DOR SEID CG-L CG-U
Ontology # Modules (> 1) Modules (> 1) Modules (> 1) Modules (> 1) Modules (> 1)

Name Cl. Num % Cl. Num % Cl. Num % Cl. Num % Cl. Num % Cl.

Conference 59 26 44.1% 24 40.7% 49 83.1% 35 59.3% 35 59.3%
cmt 29 14 48.3% 11 37.9% 22 75.9% 9 31.0% 9 31.0%
confOf 38 7 18.4% 8 21.1% 33 86.8% 25 65.8% 25 65.8%
crs-dr 14 9 64.3% 3 21.4% 10 71.4% 0 0.0% 0 0.0%
edas 103 18 17.5% 25 24.3% 89 86.4% 102 99.0% 102 99.0%
ekaw 73 14 19.2% 23 31.5% 67 91.8% 15 20.5% 15 20.5%
MICRO 31 14 45.2% 6 19.4% 28 90.3% 24 77.4% 24 77.4%
OpenConf 62 12 19.4% 25 40.3% 60 96.8% 62 100.0% 62 100.0%
paperdyne 45 22 48.9% 8 17.8% 41 91.1% 36 80.0% 36 80.0%
PCS 23 13 56.5% 10 43.5% 17 73.9% 7 30.4% 7 30.4%
sigkdd 49 11 22.4% 14 28.6% 43 87.8% 8 16.3% 8 16.3%

Mean values: 36.7% 29.7% 85.0% 52.7% 52.7%

4. Doran et al. [1], shortened as DOR;
5. Seidenberg and Rector [5], shortened as SEID.

For each one of these techniques, the implementation made available by the
authors has been used to guarantee the behaviour of each approach as intended
by the original authors. Wrappers have been used to fit the techniques into the
testing framework, such as changes to the expected input method, from a URL
for the ontology to load to a local file. However, these do not modify the data,
and have no affect on the results of the evaluation.

For each ontology, the set of named concepts has been considered. For each
named concept, each technique has been used to produce the related module;
the modularization signature was in each case the single named concept.
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Table 5. Results broken down by ontology and technique; all the modules for a single
ontology and a single technique are averaged together; this table only reports the
instances results

CG-L CG-U DAQ DOR SEID
P R FM P R FM P R FM P R FM P R FM

Conference 1.00 0.84 0.912 1.00 0.84 0.912 1.00 0.80 0.888 1.00 1.00 1.000 0.83 0.72 0.773
cmt 1.00 0.76 0.862 1.00 0.76 0.862 1.00 0.78 0.875 1.00 1.00 0.998 0.76 0.60 0.670
confOf 1.00 0.83 0.909 1.00 0.83 0.909 1.00 0.83 0.909 1.00 1.00 1.000 0.87 0.74 0.801
crs dr 1.00 0.84 0.911 1.00 0.84 0.911 1.00 0.84 0.911 1.00 1.00 1.000 0.71 0.71 0.714
edas 1.00 0.86 0.926 1.00 0.86 0.926 1.00 0.83 0.907 1.00 0.99 0.995 0.87 0.81 0.838
ekaw 1.00 0.76 0.865 1.00 0.76 0.865 1.00 0.76 0.865 1.00 1.00 1.000 0.92 0.73 0.813
MICRO 1.00 0.87 0.928 1.00 0.87 0.928 1.00 0.82 0.903 1.00 0.97 0.987 0.94 0.81 0.869
OpenConf 0.90 0.78 0.835 0.90 0.78 0.835 1.00 0.73 0.841 0.89 1.00 0.942 0.97 0.81 0.885
paperdyne 0.96 0.82 0.884 0.96 0.82 0.884 0.99 0.87 0.924 0.84 1.00 0.910 0.91 0.82 0.862
PCS 1.00 0.75 0.860 1.00 0.75 0.860 1.00 0.76 0.864 1.00 1.00 1.000 0.74 0.61 0.667
sigkdd 1.00 0.81 0.893 1.00 0.81 0.893 1.00 0.81 0.893 0.99 1.00 0.996 0.88 0.76 0.816
Average 0.987 0.810 0.889 0.987 0.810 0.889 0.999 0.802 0.889 0.974 0.997 0.984 0.854 0.739 0.792

Table 6. Results broken down by ontology and technique; all the modules for a single
ontology and a single technique are averaged together; this table only reports the
subclasses results

CG-L CG-U DAQ DOR SEID
P R FM P R FM P R FM P R FM P R FM

Conference 1.00 0.87 0.928 1.00 0.87 0.928 1.00 0.84 0.910 1.00 1.00 1.000 0.83 0.74 0.784
cmt 1.00 0.80 0.892 1.00 0.80 0.892 1.00 0.82 0.901 1.00 1.00 0.999 0.76 0.64 0.692
confOf 1.00 0.86 0.924 1.00 0.86 0.924 1.00 0.86 0.924 1.00 1.00 1.000 0.87 0.76 0.813
crs dr 1.00 0.87 0.929 1.00 0.87 0.929 1.00 0.87 0.929 1.00 1.00 1.000 0.71 0.71 0.714
edas 1.00 0.88 0.939 1.00 0.88 0.939 1.00 0.87 0.929 1.00 1.00 1.000 0.87 0.82 0.845
ekaw 1.00 0.80 0.889 1.00 0.80 0.889 1.00 0.80 0.889 1.00 1.00 1.000 0.92 0.77 0.835
MICRO 1.00 0.89 0.941 1.00 0.89 0.941 1.00 0.88 0.934 1.00 1.00 1.000 0.94 0.83 0.882
OpenConf 0.90 0.81 0.852 0.90 0.81 0.852 1.00 0.83 0.907 0.98 1.00 0.992 0.97 0.90 0.931
paperdyne 0.96 0.84 0.896 0.96 0.84 0.896 0.99 0.89 0.937 0.98 1.00 0.990 0.91 0.83 0.871
PCS 1.00 0.81 0.893 1.00 0.81 0.893 1.00 0.81 0.896 1.00 1.00 1.000 0.74 0.63 0.682
sigkdd 1.00 0.84 0.912 1.00 0.84 0.912 1.00 0.84 0.912 0.99 1.00 0.997 0.88 0.78 0.826
Average 0.987 0.842 0.909 0.987 0.842 0.909 0.999 0.845 0.915 0.996 1.000 0.998 0.854 0.766 0.807

The total number of modules obtained in this way is the sum of the Concept
column in Table 3, multiplied by the number of techniques; this gives a total of
2630 modules, of which 526 were generated for each technique.

For each module, precision, recall and F-measure have been computed, as
outlined in Section 3. The results5 have then been presented by ontology and
technique (Tables 5, 6 and 7).

Table 4 lists the results for the modules generated by each of the modular-
ization techniques across each of the ontologies, as well as the number of named
classes defined by each ontology. For each technique, the number of modules
containing two or more named concepts is given. Cases where no modules can
be generated, or where modules of size one are generated are not given. This
is in part due to the fact that some techniques (such as DOR and SEID) are
guaranteed to generate a module containing at least the concept specified in the

5 The complete set of results are available at:
http://www.csc.liv.ac.uk/semanticweb/

http://www.csc.liv.ac.uk/semanticweb/
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Table 7. Results broken down by ontology and technique; all the modules for a single
ontology and a single technique are averaged together; this table only reports the
superclasses results

CG-L CG-U DAQ DOR SEID
P R FM P R FM P R FM P R FM P R FM

Conference 0.87 0.82 0.845 1.00 0.53 0.689 0.98 0.70 0.821 0.71 0.54 0.612 1.00 0.64 0.783
cmt 1.00 0.61 0.758 1.00 0.55 0.711 1.00 0.53 0.693 1.00 0.67 0.806 1.00 0.75 0.860
confOf 0.74 0.65 0.689 0.99 0.56 0.718 0.88 0.80 0.837 0.83 0.71 0.767 1.00 0.77 0.871
crs dr 1.00 0.55 0.707 1.00 0.72 0.839 1.00 0.77 0.871 1.00 0.56 0.718 1.00 0.61 0.758
edas 1.00 0.52 0.684 1.00 0.83 0.906 0.97 0.83 0.892 1.00 0.53 0.689 1.00 0.51 0.678
ekaw 1.00 0.66 0.792 0.94 0.91 0.922 0.99 0.57 0.722 0.92 0.77 0.837 1.00 0.84 0.912
MICRO 0.76 0.63 0.687 0.95 0.79 0.863 1.00 0.47 0.643 1.00 0.60 0.752 1.00 0.51 0.676
OpenConf 1.00 0.84 0.912 1.00 0.55 0.708 1.00 0.57 0.724 0.90 0.85 0.877 1.00 0.57 0.723
paperdyne 0.90 0.73 0.810 1.00 0.89 0.940 1.00 0.55 0.711 1.00 0.55 0.708 1.00 0.55 0.708
PCS 1.00 0.89 0.940 0.99 0.61 0.759 0.87 0.69 0.769 0.90 0.73 0.810 0.99 0.65 0.786
sigkdd 1.00 0.56 0.718 1.00 0.55 0.706 1.00 0.60 0.753 1.00 0.64 0.783 0.95 0.79 0.863
Average 0.934 0.677 0.777 0.988 0.680 0.796 0.972 0.644 0.767 0.933 0.651 0.760 0.994 0.654 0.783

module signature, whereas Cuenca Grau et al.’s two techniques (CGL and CGU )
can generate empty modules (i.e. of size zero). Finally, the number of modules
(of size > 1) generated for each ontology is given as a percentage of the total
number of named concepts. The mean values across all the ontologies for the
percentage of modules considered.

3.2 Monotonicity in DL and False Negatives

Some of the extracted modules cause some instances to be misclassified with
respect to the whole ontology, i.e., there is some concept Ci for which there
are instances in Mi that are not instances of C in O; this seems counterintuitive
given the monotonic nature of Description Logics. According to monotonicity, all
the inferences that can be drawn from a subset of axioms can be drawn against
the whole set of axioms in a knowledge base, so no inferences that can be drawn
from a module Mi should be lost when considering O. This intuition, however, is
not well founded; there are theoretical constraints on the assumptions that must
be made, i.e., O must be a conservative extension of Mi (or at least guarantee
safety, as defined in [2]); this is not guaranteed by all the techniques considered.

The same problem can arise with subclasses and superclasses; in the current
evaluation, these problems have been detected in 31 cases, involving two ontolo-
gies (paperdyne and openconf).

3.3 Discussion

The results presented demonstrate that all the modularization techniques evalu-
ated perform reasonably well in terms of precision and recall across all but two of
the considered ontologies. However, all the approaches but SEID experienced
some degradation in performance when applied to OpenConf and Paperdyne.
This could be due to the fact that these two ontologies are both very complex
and interconnected ontologies that cause all the approaches to degrade.

However, we note that Seidenberg’s technique seems to have the greatest
degree of variation with respect to the considered ontology, with many cases in
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which the precision is either 0 or 100%. This result seems to indicate that some
of the heuristics used by Seidenberg’s modularization approach might have been
overly specific to the characteristics of the GALEN ontology, and thus are not
so well suited for ontologies that have different characteristics with respect to
GALEN.

One interesting result is that there is no discernible difference between logic
based approaches and traversal based approaches in terms of precision of the re-
sults and recall. However the modules differ in sizes, and percentages of modules
with 0 or one concept only. This seems to indicate that users need to look at
the characteristics of the task they have in mind in order to choose the most
appropriate modularization approach. Hence, for instance, we might want to
distinguish the task of single instance retrieval from the more generic task of
Instance retrieval. The former is typical of queries where a single instance of a
concept is required. For example, in service provision, where the request of a ser-
vice that is of a certain class as Give me a service that is an instance of Weather
service. The latter provides all the instances of a class. In the first case, any of
the modularization approaches with high precision results (Cuenca Grau upper
and lower variants, DAQ and DOR) would perform equally well; whilst DOR
has the lowest precision, it is still within a 0.05% error. Recall, in this scenario
it would not be as important as finding just one correct instance which would
suffice to satisfy the user request.

Conversely, if we are looking at the problem of generalized instance retireval,
then recall becomes important, and in this case DOR has a better recall (whilst
maintanining a good performance) followed by DAQ, and Cuenca Grau’s vari-
ants, whose recall values are very similar.

If the problem consists of retrieving all the subclasses, then DOR once again
performs better than the others. This is an artefact of the type of traversal
used by the approach, that traverse mainly from the signature concept down.
Interestingly enough, the results for subclass retrieval and superclass retrieval
on this dataset seem to indicate that the content of a module is defined by
the definition of the subclasses of the signature concept, whilst the superclasses
seem to provide a lesser contribution to the module definition. For this reason
Doran’s approach, that includes only the constraints from the superclasses of
the signature that are inherited down the hierarchy, performs as well as other
approaches like d’Aquin or Cuenca Grau.

Other considerations that a user might want to take into account when choos-
ing a module are related to the specific characteristics of the task. If the module
produced is to be used for extensive reasoning, then Cuenca Grau’s approach is
to be preferred as it is the only one amongst those considered that guarantees
safety. If safety is not a concern, then Doran and d’Aquin are good candidates.

4 Conclusions

Whilst a number of modularization techniques have been proposed to date, there
has been little systematic analysis and comparison of these approaches with re-
spect to common tasks. Objective, measures such as size or Integrated Entropy
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[9] give some information about a module, but fail to capture task-related infor-
mation, such as whether the module is fit for purpose, or can lose information
(with respect to using the original ontology). To this end, we have presented
a systematic and extensive empirical evaluation of various module extraction
approaches, from the perspective of their suitability for a specific task. Three
related problems have been identified that support a number of common tasks
such as query answering or service retrieval: Instance retrieval, Subclass retrieval,
and Superclass retrieval.

The results suggest that pragmatic, heuristic approaches such as those that
assume graph traversal may be as good as logical-based approaches for most sce-
narios. Whilst better for tasks that may require safety guarantees or extensive
reasoning, logical based approaches may not offer many benefits when used for
generalized instance retrieval. However, in nearly all cases, little utility is gained
by considering the definition of concepts that are more general than those ap-
pearing in the signature. Future work will extend this analysis to better identify
boundary cases whereby certain techniques may be more suitable than others.
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A., Benjamins, V.R. (eds.) EKAW 2002. LNCS (LNAI), vol. 2473, pp. 251–263.
Springer, Heidelberg (2002)

16. Lutz, C., Walther, D., Wolter, F.: Conservative extensions in expressive description
logics. In: IJCAI 2007, Proceedings of the 20th International Joint Conference on
Artificial Intelligence, pp. 453–458 (2007)

17. Cuenca Grau, B., Horrocks, I., Kazakov, Y., Sattler, U.: Just the right amount:
Extracting modules from ontologies. In: WWW 2007, Proceedings of the 16th
International World Wide Web Conference, Banff, Canada, May 8-12, 2007,
pp. 717–727 (2007)

18. Grau, B.C., Horrocks, I., Kazakov, Y., Sattler, U.: A logical framework for mod-
ularity of ontologies. In: IJCAI 2007, Proceedings of the 20th International Joint
Conference on Artificial Intelligence, pp. 298–303 (2007)

19. Borgida, A., Giunchiglia, F.: Importing from functional knowledge bases - a pre-
view. In: Cuenca-Grau, B., Honavar, V., Schlicht, A., Wolter, F. (eds.) WOMO
(2007)

20. d’Aquin, M., Schlicht, A., Stuckenschmidt, H., Sabou, M.: Criteria and evalua-
tion for ontology modularization techniques. In: Stuckenschmidt, H., Parent, C.,
Spaccapietra, S. (eds.) Modular Ontologies. LNCS, vol. 5445, pp. 67–89. Springer,
Heidelberg (2009)

21. Gangemi, A., Catenacci, C., Ciaramita, M., Lehman, J.: Ontology evaluation and
validation. an integrated formal model for the quality diagnostic task. Technical
report, Laboratory for Applied Ontology, ISTC-CNR (2005)

22. Shannon, C.E.: A mathematical theory of communication. Technical Report
27:379-423, 623-656, Bell System Technical Report (1948)


	Task Oriented Evaluation of Module Extraction Techniques
	Introduction
	Ontology Modularization
	Traversal Based Extraction
	Logical Based Extraction
	Evaluation of Ontology Modularization Approaches

	Evaluation
	Evaluation Setup
	Monotonicity in DL and False Negatives
	Discussion

	Conclusions



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (ISO Coated v2 300% \050ECI\051)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Error
  /CompatibilityLevel 1.3
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Perceptual
  /DetectBlends true
  /DetectCurves 0.1000
  /ColorConversionStrategy /sRGB
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 1048576
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts false
  /TransferFunctionInfo /Apply
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile ()
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 150
  /ColorImageMinResolutionPolicy /Warning
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 150
  /ColorImageDepth -1
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.50000
  /EncodeColorImages true
  /ColorImageFilter /DCTEncode
  /AutoFilterColorImages true
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 150
  /GrayImageMinResolutionPolicy /Warning
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 150
  /GrayImageDepth -1
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.50000
  /EncodeGrayImages true
  /GrayImageFilter /DCTEncode
  /AutoFilterGrayImages true
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 600
  /MonoImageMinResolutionPolicy /Warning
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 600
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 1.50000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName ()
  /PDFXTrapped /False

  /Description <<
    /CHS <FEFF4f7f75288fd94e9b8bbe5b9a521b5efa7684002000410064006f006200650020005000440046002065876863900275284e8e55464e1a65876863768467e5770b548c62535370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c676562535f00521b5efa768400200050004400460020658768633002>
    /CHT <FEFF4f7f752890194e9b8a2d7f6e5efa7acb7684002000410064006f006200650020005000440046002065874ef69069752865bc666e901a554652d965874ef6768467e5770b548c52175370300260a853ef4ee54f7f75280020004100630072006f0062006100740020548c002000410064006f00620065002000520065006100640065007200200035002e003000204ee553ca66f49ad87248672c4f86958b555f5df25efa7acb76840020005000440046002065874ef63002>
    /DAN <>
    /DEU <>
    /ESP <>
    /FRA <>
    /ITA (Utilizzare queste impostazioni per creare documenti Adobe PDF adatti per visualizzare e stampare documenti aziendali in modo affidabile. I documenti PDF creati possono essere aperti con Acrobat e Adobe Reader 5.0 e versioni successive.)
    /JPN <>
    /KOR <FEFFc7740020c124c815c7440020c0acc6a9d558c5ec0020be44c988b2c8c2a40020bb38c11cb97c0020c548c815c801c73cb85c0020bcf4ace00020c778c1c4d558b2940020b3700020ac00c7a50020c801d569d55c002000410064006f0062006500200050004400460020bb38c11cb97c0020c791c131d569b2c8b2e4002e0020c774b807ac8c0020c791c131b41c00200050004400460020bb38c11cb2940020004100630072006f0062006100740020bc0f002000410064006f00620065002000520065006100640065007200200035002e00300020c774c0c1c5d0c11c0020c5f40020c2180020c788c2b5b2c8b2e4002e>
    /NLD (Gebruik deze instellingen om Adobe PDF-documenten te maken waarmee zakelijke documenten betrouwbaar kunnen worden weergegeven en afgedrukt. De gemaakte PDF-documenten kunnen worden geopend met Acrobat en Adobe Reader 5.0 en hoger.)
    /NOR <>
    /PTB <>
    /SUO <>
    /SVE <>
    /ENU <>
  >>
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [595.276 841.890]
>> setpagedevice




