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Abstract. Clustering high-dimensional data is challenging. Classic met-
rics fail in identifying real similarities between objects. Moreover, the
huge number of features makes the cluster interpretation hard. To tackle
these problems, several co-clustering approaches have been proposed
which try to compute a partition of objects and a partition of features
simultaneously. Unfortunately, these approaches identify only a prede-
fined number of flat co-clusters. Instead, it is useful if the clusters are ar-
ranged in a hierarchical fashion because the hierarchy provides insides on
the clusters. In this paper we propose a novel hierarchical co-clustering,
which builds two coupled hierarchies, one on the objects and one on
features thus providing insights on both them. Our approach does not
require a pre-specified number of clusters, and produces compact hier-
archies because it makes n−ary splits, where n is automatically deter-
mined. We validate our approach on several high-dimensional datasets
with state of the art competitors.

1 Introduction

Clustering is a popular data mining technique that enables to partition data into
groups (clusters) in such a way that objects inside a group are similar to each
other, and objects belonging to different groups are dissimilar [1]. When data
are represented in a high-dimensional space, traditional clustering algorithms
fail in finding an optimal partitioning because of the problem known as curse of
dimensionality. Even though some distance metrics have been proposed to deal
with high-dimensional data (e.g., cosine similarity) and feature selection tries to
solve the problem by a reduction in the number of features, novel approaches
emerged in the last years. One of the most appealing approach is co-clustering
[2,3,4] whose solution provides contemporaneously a clustering of the objects and
a clustering of the features. Furthermore, co-clustering algorithms are powerful
because they exploit similarity measures on the clusters in one dimension of the
problem in order to cluster the other dimension: that is, clusters of objects are
evaluated by means of the clusters on the features and vice versa.

One of the classical aims of clustering is to provide a description of the data
by means of an abstraction process. In many applications, the end-user is used to
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study natural phenomena by the relative proximity relationships existing among
the analyzed objects. For instance, he/she compares animals by means of the rel-
ative similarity in terms of the common features w.r.t. a same referential exam-
ple. Many hierarchical algorithms have the advantage that are able to produce a
dendrogram which stores the history of the merge operations (or split) between
clusters. As a result they produce a hierarchy of clusters and the relative position
of clusters in this hierarchy is meaningful because it implicitly tells the user about
the relative similarity between the cluster elements. This hierarchy is often im-
mediately understandable: it constitutes a helpful conceptual tool to understand
the inner, existing relationships among objects in the domain; it provides a visual
representation of the clustering result and explains it. Furthermore, it provides a
ready to use tool to organize the conceptual domain, to browse and search objects,
discover their common features or differences, etc. It is a conceptual tool especially
advisable if one cluster hierarchy - built on one dimension of the problem, the ob-
jects - gives insights to study the other dimension of the problem - the features -
and gives information to produce the feature hierarchy. In this paper we propose a
co-clustering algorithm that simultaneously produces a hierarchical organization
in both the problem dimensions: the objects and the features. In many applica-
tions both hierarchies are extremely useful and are searched for: in text mining,
for instance, documents are organized in categories grouping related documents.
The resulting object hierarchy is useful because it gives a meaningful structure to
the collection of documents. On the other side, keywords are organized in groups
of synonyms or words with related meaning and this hierarchy provides a semantic
network with meaningful insights on the relationships between keywords. In bioin-
formatics and in other applications, a similar discussion applies: genes or proteins
are grouped in groups sharing a similar behavior while biological experiments by
their related, involved functionalities. The key contributions of this paper are the
following. We present a novel co-clustering algorithm, HiCC, that simultaneously
produces two hierarchies of clusters: one on the objects and the other one on the
features. As we will see with the aid of the experimental section, these hierarchies
are meaningful to the end-user and are valid also under the viewpoint of several
objective measures. Our algorithm is able to produce compact hierarchies because
it produces n−ary splits in the hierarchy instead of the usual binary splits. This
compactness improves the readability of the hierarchy. The third contribution is
the adoption of an unusual cluster associationmeasure in co-clustering:Goodman-
Kruskal τ . It has been considered as a good choice in a comparative study on sev-
eral evaluation function for co-clustering [5,6]. The last novelty is that our algo-
rithm is parameter-less and it does not require the user to set a number of clusters
for the two dimensions, which usually require a pre-processing stage and is not
easy to set.

2 An Introductory Example to Co-clustering

Goodman-Kruskal τ [7] has been originally proposed as a measure of association
between two categorical variables: it is a measure of proportional reduction in
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F1 F2 F3

O1 d11 d12 d13

O2 d21 d22 d23

O3 d31 d32 d33

O4 d41 d42 d43

(a)

CF1 CF2

CO1 t11 t12 TO1

CO2 t21 t22 TO2

TF1 TF2 T

(b)

Fig. 1. An example dataset (a) and a related co-clustering (b)

the prediction error of a dependent variable given information on an independent
variable. We intend to use τ as measure of validation of a co-clustering solution
that produces an association between two clusterings: the former on the values
of the independent variable, the latter on the values of the dependent one.

We start our discussion by presenting a dataset example and one co-clustering
on it. In Figure 1(a) we show a matrix whose rows represent the objects and
the columns represent the features describing the objects themselves. dxy is the
frequency of the y-th feature in the x-th object.

Now consider table in Figure 1(b): it is the contingency table representing a
co-clustering of the dataset of Figure 1(a). Symbol COi represents i-th cluster on
objects while CFj represents j-th cluster on features. TOi is the total counting for
cluster COi, TFj is the total counting for cluster CFj , and T is the global total.
In this example we suppose CO1 has aggregated objects O1 and O2 while CO2

has aggregated objects O3 and O4. Similarly, CF1 has aggregated features F1

and F2 while CF2 contains only feature F3. Co-cluster (COi, CFj) is represented
by the value tij stored in the cell at the intersection of the i-th object cluster and
the j-th feature cluster. It has been computed by application of an aggregating
function on features and on objects. The aggregation that produces co-cluster
(COi, CFj) is the following:

tij =
∑

Ox∈COk

∑

Fy∈CFl

dxy

In order to review the meaning of τ for the evaluation of a co-clustering consider
the table in Figure 1(b) whose cells at the intersection of the row COi with the
column CFj contain the frequencies of objects in cluster COi having the features
in cluster CFj .

τCO|CF determines the predictive power of the partitioning on features, CF,
considered as an independent variable, for the prediction of the partitioning on
objects, CO, considered as a dependent variable. The prediction power of CF is
computed as a function of the error in the classification of CO.

The prediction error is first computed when we do not have any knowledge
on the partitioning CF. ECO denotes this error here. The reduction of this error
allowed by CF is obtained by subtraction from ECO of the error in the prediction
of cluster in CO that we make when we have the knowledge of the cluster in
CF (the independent variable) in any database example. ECO|CF denotes this
latter error. The proportional reduction in prediction error of CO given CF, here
called τCO|CF , is computed by:
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τCO|CF =
ECO − ECO|CF

ECO

ECO and ECO|CF are computed by a predictor which uses information from
the cross-classification frequencies and tries to reduce as much as possible the
prediction error. In the prediction, it also preserves the dependent variable distri-
bution (relative frequencies of the predicted categories CO) in the following way:
when no knowledge is given on CF , COi is predicted by the relative frequency
TOi/T ; otherwise, when CFj is known for an example, COi is predicted with the
relative frequency tij/TFj. Therefore, ECO and ECO|CF are determined by:

ECO =
∑

i

(
T − TOi

T
· TOi

)
; ECO|CF =

∑

i

∑

j

(
TFj − tij

TFj
· tij

)

Analyzing the properties of τ , we can see that it satisfies many desirable prop-
erties for a measure of association between clusters. For instance, it is invariant
by rows and columns permutation. Secondarily, it takes values between (0,1) (it
is 0 iff there is independence between the object and feature clusters). Finally,
it has an operational meaning: given an example, it is the relative reduction in
the prediction error of the example’s cluster in one of the problem dimensions,
given the knowledge on the example’s cluster in the other dimension, in a way
that preserves the class distribution.

3 Original Algorithm

Before introducing our approach, we specify the notation used in this paper. Let
X = {x1, . . . , xm} denote a set of m objects (rows) and Y = {y1, . . . , yn} denote
a set of n features (columns). Let D denote a m×n data matrix built over X and
Y , each element of D representing a frequency or a count. Let R = {r1, . . . , rI}
denote a partition of rows of D and C = {c1, . . . , cJ} denote a partition of
columns of D. Given R and C, a contingency table is denoted by T , i.e., a I × J
matrix such that each element tij ∈ T (i ∈ 1 . . . I and j ∈ 1 . . . J) is computed
as specified in Section 2.

We build our algorithm on the basis of τCoClust [6], whose goal is to find a
partition of rows R and a partition of columns C such that Goodman-Kruskal’s
τC|R and τR|C are optimized [5,8]. τCoClust is shown as algorithm 1.

In [8], the authors propose a heuristic to locally optimize the two coefficients.
Given two co-clusterings matrices, T and T ′, the differential τ between T and
T ′ is given by:

ΔτC|R = τC|R(T ) − τC|R(T ′)

The local optimization strategy is sketched in Algorithm 2. For sake of brevity,
we only present the optimization of the row partition. The optimization strategy
of the column partition works in a similar way.

This algorithm is a stochastic optimization technique and it allows to ob-
tain, starting from a given set of row clusters, another set of row clusters that
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optimizes the objective function. As first step, the algorithm chooses a cluster
rb randomly from the set of the initial row clusters R. Then it randomly picks
an object x belonging to rb. The original features of x are projected onto the
current column clusters assignment. Then, the function tries to move x from
the original cluster rb to another cluster re s.t. re �= rb and re ∈ {R ∪ ∅}.
Using function ΔτR|C (x, rb, re, C), it verifies if there is an increment in the ob-
jective function as a result of this change. Then, it chooses cluster remin s.t.
remin = argmin

re

ΔτR|C (x, rb, re, C). Finally, the function updates the contingency

table T and the row cluster partition (line 11). To perform this step, it first moves
the object x from the cluster rb to cluster remin . Then it performs one or more
of the following three actions:

1. if cluster rb is empty after removing x, it deletes cluster rb and updates the
contingency table T consequently;

2. if cluster remin is the empty cluster, it adds a new cluster to the row partition
and updates the contingency table T consequently;

3. if the two above mentioned cases do not apply, it simply updates the content
of T in a consequent way.

Thanks to this strategy, the number of clusters may grow or decrease at each
step, and their number only depends on the effective optimization of τR|C . This
makes this approach substantially different from the one described in [4] and in
other state-of-the-art co-clustering approaches, where the number of co-clusters
is fixed as a user-defined parameter. For a deep view on the efficient version of
this algorithm see [8].

Algorithm 1. τCoClust(D, Niter)
1: Initialize R, C
2: T ← ContingencyTable(R,C, D)
3: while (t ≤ Niter) do
4: optimizeRowCluster(R,C, T )
5: optimizeColumnCluster(R,C, T )
6: t← t + 1
7: end while
8: return (R,C)

4 Hierarchical Co-clustering

In this section we present our method, named HiCC (Hierarchical Co-Clustering
by n-ary split). Let us introduce the notation.

4.1 Notations

Given the above described matrix D defined on the set of objects X={x1, . . . , xm}
and on the set of features Y = {y1, . . . , yn}, the goal of our hierarchical
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Algorithm 2. optimizeRowCluster(R, C, T )
1: minΔτR|C = 0
2: Randomly choose a cluster rb ∈ R
3: Randomly choose an object x ∈ rb

4: for all re ∈ {R ∪ ∅}s.t.rb �= re do
5: if (ΔτR|C (x, rb, re, C) < minΔτR|C ) then
6: emin = e
7: minΔτR|C = ΔτR|C (x, rb, re, C)
8: end if
9: end for

10: if minΔτR|C �= 0 then
11: Update R using (x,rb,remin ) and modify T consequently
12: end if

Algorithm 3. HiCC(D, Niter)
1: k ← 0, l ← 0, R ← ∅, C ← ∅
2: (Rk, Cl)← τCoClust(D, Niter)
3: R ← R∪Rk, C ← C ∪ Cl

4: while (TERMINATION) do
5: Rk+1 ← ∅
6: for all rki ∈ Rk do
7: R′

i ← RandomSplit(rki)
8: t← 0
9: Tki ← ContingencyTable(R′

i, Cl, D)
10: while (t ≤ Niter) do
11: optimizeRowCluster(R′

i, Cl, Tki)
12: t← t + 1
13: end while
14: Rk+1 ← Rk+1 ∪ R′

i

15: end for
16: R ← R∪Rk+1

17: k ← k + 1
18: Cl+1 ← ∅
19: for all clj ∈ Cl do
20: C′

j ← RandomSplit(clj)
21: t← 0
22: Tlj ← ContingencyTable(Rk, C′

j , D)
23: while (t ≤ Niter) do
24: optimizeColumnCluster(Rk, C′

j , Tlj)
25: t← t + 1
26: end while
27: Cl+1 ← Cl+1 ∪ C′

j

28: end for
29: C ← C ∪ Cl+1

30: l ← l + 1
31: end while
32: return (R, C)
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co-clustering algorithm is to find a hierarchy of row clusters R over X , and a hier-
archy of column clusters C over Y . Supposing thatR has K levels, and that C has L
levels,R and C are defined asR = {R1, . . . , RK} and C = {C1, . . . , CL} (where R1

and C1 are the clustering at the roots of the respective hierarchy). Each Rk ∈ R is
a set of clusters denoted by Rk = {rk1, . . . , rk|Rk|} where |Rk| is the total number
of clusters in Rk, rki ⊆ X ,

⋃
i rki = X and ∀i, j s.t. i �= j rki ∩ rkj = ∅. Similarly,

Cl = {cl1, . . . , cl|Cl|}, and the other conditions hold for Cl too. Since R defines a
hierarchy, each Rk must also satisfy the following conditions:

1. ∀Rk1 , Rk2 s.t. k1 < k2, |Rk1 | ≤ |Rk2 | ;
2. ∀Rk (k > 1), ∀rki ∈ Rk, ∀Rk0 (k0 < k), ∃!rk0j∈Rk0

s.t. rki ⊆ rk0j ;

Two similar conditions must hold for C too.
Our approach first computes the first level of the hierarchy (R1 and C1) using

Algorithm 1. Then, it builds R2 by fixing C1 by optimization of τR2|C1 . In general,
given a generic hierarchy level h, Algorithm 3 alternates the optimization of
τRh|Ch−1 and τCh|Rh

, finding the appropriate row cluster Rh and column cluster
Ch, constrained by the two above mentioned conditions. We present now the
details of our algorithm.

4.2 Algorithm Description

The whole procedure is presented in Algorithm 3. HiCC adopts a divisive strat-
egy. At line 1 it initializes all our indices and structures. Using function τCoClust
(see Algorithm 1) it builds the first level of both hierarchies.

From line 4 to line 31 it builds the levels of the two hierarchies. From line 6 to
line 13, for each row cluster rki ∈ Rk, the algorithm splits it into a new set of row
clusters R′

i using RandomSplit function. This function first sets the cardinality
R′

i randomly; then it randomly assigns each row in rki to a cluster of R′
i. Sub-

sequently, it initializes a new contingency table Tki related to the set R′
i of row

clusters and to the set Cl of column clusters (we consider all the column clusters
found at previous level). Without changing columns partition, the algorithm tries
to optimize τR′

i|Cl
using the optimizeRowCluster function (see Algorithm 2). It

returns a new and optimized R′
i. After all rki have been processed, the algorithm

adds the new level of the row hierarchy to R (line 16). Column clusters are then
processed in the same way, using the row cluster assignment returned at the end
of previous steps. In this way the two hierarchies grow until a TERMINATION
condition is reached. The TERMINATION condition is satisfied when all leaves
of the two hierarchies contain only one element. Obviously, some cluster may
be split into singletons at higher levels than others. At the end, our algorithm
returns both the hierarchies over rows (R) and columns (C).

As shown in [8,6], the local search strategy employed to update partitions,
sometimes leads to some degradation of τR|C or τC|R. This is due to the fact
that an improvement on one partition may decrease the quality of the other one.
The authors, however, showed that there is always a compensation effect such
that, after an adequate number of iterations, the two coefficients become stable.
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In our approach, a single cluster is partitioned while keeping the other partition
fixed. This ensure that the corresponding coefficient increases at each iteration.

4.3 Complexity Discussion

HiCC complexity is influenced by three factors. The first one is the number of
iterations. It influences the convergence of the algorithm. A deep study of the
number of iterations is presented in [6]. The second factor is the number of
row/column clusters in optimizeRowCluster and in optimizeColCluster func-
tions. This number of clusters influences the swap step which tries to optimize
the internal objective function moving one object from a cluster b to another
cluster e. The number of possible different values that e can assume influences
the speed of the algorithm, but this number varies during the optimization. The
third factor is the depth of the two hierarchies, in particular the deeper one. This
value influences the number of times the main loop from lines 4-31 of algorithm
3 is repeated. If we denote by N the number of iterations, by c̃ the mean number
of row/column clusters inside the optimization procedure, and by v the mean
branching factor, we observe that the complexity of a split of rki and clj is equal
as average to O(N × c̃). Each split is performed for each node of the two hierar-
chies except for the bottom level. The number of nodes in a tree with branching
factor v is

∑levels
i=0 vi where levels is the number of levels of the tree. We can

expand this summation and we obtain 1−v1+levels

1−v . From the previous consider-

ation we estimate the complexity of our approach O
(
N × c̃ × 1−vlevels

1−v

)
. The

worst case is verified when any split is binary and at each level c̃ = n, where n is
the number of rows/columns. In this case, the complexity is O(N × (n− 1)×n),
(n−1) being the number of internal nodes in the hierarchy. In conclusion, in the
worst case, the overall complexity is O(Nn2). In the experimental section, we
show that our algorithm often splits into more than two clusters, thus reducing
the number of internal nodes. Moreover, assumption c̃ = n is very pessimistic.
In general our algorithm runs in linear time with the number of iterations, and
in subquadratic time with the number of objects/features. Notice also that in
this work, the number of iterations is constant, but it could be adapted to the
size of the set of objects, and then reduced at each split.

5 Experimental Validation

In this section we report on several experiments performed on real, high-
dimensional, multi-class datasets. We compare our approach with Information-
Theoretic Co-Clustering (ITCC) [4], a well-known co-clustering algorithm which
minimizes the loss in mutual information. To evaluate our results, we use sev-
eral objective performance parameters that measure the quality of clustering.
Besides the precision of the hierarchical co-clustering we analyze also the hi-
erarchies returned by our approach for both rows and columns. This analysis
allows to emphasize the utility of the hierarchical structure w.r.t. standard flat
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Table 1. Datasets characteristics

Dataset n. instances n. attributes n. of classes

oh0 1003 3182 10

oh15 913 3100 10

tr11 414 6429 9

tr21 336 7902 6

re0 1504 2886 13

re1 1657 3758 25

co-clustering approaches. All experiments are performed on PC with a 2.6GHz
Opteron processor, 4GB RAM, running Linux.

5.1 Datasets for Evaluation

To evaluate our results we use some of the datasets described in [9]. In particular
we use:

– oh0, oh15: two samples from OHSUMED dataset. OHSUMED is a clinically-
oriented MEDLINE subset of abstracts or titles from 270 medical journals over
five-year period (1987-1991).

– tr11, tr21: two samples from TREC dataset. These data come from the
Text REtrieval Conference archive.

– re0, re1: two samples from Reuters-21578 dataset. This dataset is widely
used as test collection for text categorization research.

All datasets have more than five classes, which usually is a hard context for text
categorization. The characteristics of datasets are shown in Table 1.

5.2 External Evaluation Measures

We evaluate the algorithm performance using three external validation indices.
We denote by C = {C1 . . . CJ} the partition built by the clustering algorithm
on objects at a particular level, and by P = {P1 . . . PI} the partition inferred by
the original classification. J and I are respectively the number of clusters |C|
and the number of classes |P|. We denote by n the total number of objects.

The first index is Normalized Mutual Information (NMI). NMI provides an
information that is impartial with respect to the number of clusters [10]. It
measures how clustering results share the information with the true class assign-
ment. NMI is computed as the average mutual information between every pair
of clusters and classes:

NMI =

∑I
i=1

∑J
j=1 xij log nxij

xixj√∑I
i=1 xi log xi

n

∑J
j=1 xj log xj

n

where xij is the cardinality of the set of objects that occur both in cluster Cj

and in class Pi; xj is the number of objects in cluster Cj ; xi is the number of
objects in class Pi. Its values range between 0 and 1.
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The second measure is purity. In order to compute purity each cluster is
assigned to the majority class of the objects in the cluster. Then, the accuracy
of this assignment is measured by counting the number of correctly assigned
objects divided by the total number of objects n.

Purity(C,P) =
1
n

∑

j

maxi|Cj ∩ Pi|

The third measure is the adjusted Rand index [11]. Let a be the number of
object pairs belonging to the same cluster in C and to the same class in P. This
metric captures the deviation of a from its expected value corresponding to the
hypothetic value of a obtained when C and P are two random, independent
partitions. The expected value of a denoted by E[a] is computed as follows:

E[a] =
π(C) · π(P )
n(n − 1)/2

where π(C) and π(P ) denote respectively the number of object pairs from the
same clusters in C and from the same class in P. The maximum value for a is
defined as:

max(a) =
1
2

(π(C) + π(P ))

The agreement between C and P can be estimated by the adjusted rand index
as follows:

AR(C,P) =
a − E[a]

max(a) − E[a]

Notice that this index can take negative values, and when AR(C,P) = 1, we
have identical partitions.

5.3 Comparison Results

In this section we evaluate HiCC performance w.r.t ITCC [4]. HiCC is not deter-
ministic like other well-known clustering algorithms such as K-means or ITCC
itself. At each run we can obtain similar, but not equal, hierarchies. For this
reason we run HiCC 30 times over each dataset (setting the number of iterations
to 50,000). From these row/column co-hierarchies we choose the run that better
optimizes an internal evaluation function.

To obtain a measure of quality of HiCC, for each level i of the hierarchy on the
rows we select the corresponding level of the hierarchy on the columns. These
levels define a pair of partitions: the first partition comes from the row cluster
hierarchy, and the second one from the columns cluster hierarchy. On the pair
of partitions from level i, an evaluation function EFi is computed on the basis
of Goodman-Kruskal τS [12], which is a symmetrical version of τ [7]. In order
to compute an overall measure for the co-clustering we compute the following
weighted mean:

Goodness =
∑

i=1 αi ∗ EFi∑
i=1 αi

(1)
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Table 2. Average values of External Indices

Dataset NMI Purity Adjusted Rand Index

Avg. std. dev. Avg. std. dev. Avg. std. dev.

oh0 0.5176 ±0.0134 0.7768 ±0.0250 0.1150 ±0.0129

oh15 0.4223 ±0.0103 0.6653 ±0.0207 0.0790 ±0.0080

tr11 0.4606 ±0.0087 0.7510 ±0.0145 0.1091 ±0.0119

tr21 0.2387 ±0.0120 0.8103 ±0.0122 0.0323 ±0.0045

re0 0.3588 ±0.0273 0.7317 ±0.0235 0.0381 ±0.0140

re1 0.5005 ±0.0267 0.7616 ±0.0397 0.0714 ±0.017

where αi is the weight associated to i-th level of the hierarchy, and allows to
specify the significance assigned to the i-th level w.r.t. to the other levels of the
hierarchy.

(1) is a general formula for the evaluation the goodness of a run of our method.
In this work we set αi = 1/i. Indeed, we give a heavy weight to the top level
and the lowest weight to the last level. This choice is motivated by observation
that in a hierarchical solution the clusters on a level depend on the clusters at
previous level. If we start with a good clustering, then next levels are more likely
to produce good results too.

To compare each level of our hierarchies with ITCC results, we need to fix a
number of row/column clusters to set ITCC parameters. We recall that ITCC is
flat and does not produce hierarchies. For this reason we plan our experiments in
the following way. Since HiCC is not deterministic, each run may produce parti-
tions of different cardinality at each level. For this reason, we need to select one
specific run of HiCC. Using Goodness function with τS as evaluation function, we
choose the best hierarchies from HiCC for each dataset. From these hierarchies, we
obtain a set of pairs (#numberRowCluster,#numberColCluster), where each pair
specifies the number of clusters in a level of the hierarchies. For each of these combi-
nations, we run ITCC 50 times with (#numberRowCluster,#numberColCluster)
as parameters, and average for each level the obtained results.

In Table 3 we show the experimental results. To obtain a single index value
for each dataset we compute the previously proposed Goodness function for
each of the three external validation indices. We can see that our approach is
competitive w.r.t. ITCC. Notice however that, for a given number of desired
co-clusters, ITCC tries to optimize globally its objective function, and each time
it starts from scratch. On the contrary, our algorithm is constrained by previous
level which helps to speed-up its execution.

We can notice that ITCC is not more accurate than our algorithm. To clarify
this point we report the complete behavior of the two algorithms in an example. In
Table 4 we report the value of the three indices for each level of the hierarchy ob-
tained by HiCC for re1. In the same table we show the values obtained by ITCC us-
ing the same number of clusters (#numberRowCluster,#numberColCluster) dis-
covered by HiCC. We also report the standard deviation for ITCC, since for each
pair of cluster numbers, we run it 50 times. We can see that HiCC outperforms
ITCC, especially at the higher levels (first, second and third) of the row hierarchy.
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Table 3. Comparison between ITCC and HiCC with the same number of cluster for
each level

Dataset ITCC HiCC

NMI Purity Adj. Rand Index NMI Purity Adj. Rand Index

oh0 0.4311 0.5705 0.1890 0.4607 0.5748 0.1558

oh15 0.3238 0.4628 0.1397 0.3337 0.4710 0.1297

tr11 0.3861 0.5959 0.1526 0.3949 0.6028 0.1325

tr21 0.1526 0.7291 0.0245 0.1277 0.7332 0.0426

re0 0.2820 0.5695 0.0913 0.2175 0.5388 0.0472

re1 0.3252 0.4957 0.0832 0.3849 0.5513 0.1261

Table 4. Complete view of performance parameters for re1

ITCC HiCC
RowClust ColClust NMI Purity Adj. Rand NMI Purity Adj. Rand

3 3 0.1807±0.0519 0.3282±0.0448 0.1028±0.0466 0.3290 0.4255 0.2055
6 6 0.2790±0.0462 0.3991±0.0393 0.1723±0.0530 0.2914 0.4255 0.1828
15 257 0.2969±0.0178 0.4357±0.0226 0.1358±0.0183 0.3098 0.4472 0.1555
330 1291 0.3499±0.0028 0.4013±0.0059 0.0021±0.0003 0.3950 0.51 0.0291
812 2455 0.4857±0.0019 0.5930±0.0056 0.0013±0.0002 0.4810 0.6530 0.0031
1293 3270 0.5525±0.0013 0.8284±0.0041 0.0008±0.0001 0.5517 0.8461 0.0009
1575 3629 0.5864±0.0006 0.9602±0.0020 0.0005±0 0.5854 0.9638 0.0001
1646 3745 0.5944±0.0002 0.9926±0.0008 0.0004±0 0.5940 0.9952 0
1657 3757 0.5951±0 1±0 0±0 0.5952 1 0
1657 3758 0.5951±0 1±0 0±0 0.5952 1 0

We notice also that purity index in HiCC always increases monotonically. This ex-
periment shows that, when we explore deeper levels of the hierarchy, the confusion
inside each cluster decreases. For sake of brevity we can only show one example,
but in all the other experiments we observe the same trend.

In Table 5 we report the average Goodness of τS for each dataset, and the
related standard deviation. We observe that standard deviation is very low w.r.t.
the average Goodness. From this empirical evaluation we can conclude that the
algorithm is quite stable.

In Table 2 we show the average values of the three external indices for each
dataset. To perform this analysis we first compute the average of NMI, Purity
and Adjusted Rand Index between all levels of the row hierarchy and for each
run of the algorithm. Then we compute the average and the standard deviation
over all 30 runs.

Finally, we report in Table 5 the average time needed to generate the two
hierarchies for each dataset. The largest dataset is re1, and for this dataset
HiCC takes about 4 hours to complete a run. In the same table we show the
mean depth of the row hierarchy and of the column hierarchy for each dataset.
We observe that the standard deviation is low. This points out that our algo-
rithm is stable also from this point of view. Notice that HiCC has the ability
to generate hierarchies which are not deep. Shorter hierarchies are preferable
to hierarchies obtained only by binary splits, since they allow to identify the
natural partitioning of the data, and improve the exploration of the results.
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Table 5. Average τS , mean depth of hierarchies and mean time

Dataset Goodness Row Hier. Depth Col. Hier. Depth Avg. Time

oh0 0.2680±0.0063 9.37±0.71 9.83±0.64 6647.99 sec

oh15 0.2783±0.0012 10.63±0.71 11.23±0.62 5866.92 sec

tr11 0.2294±0.0032 10.27±0.63 15.63±1.99 5472.37 sec

tr21 0.3003±0.0012 10.87±0.67 14.4±0.99 5493.98 sec

re0 0.2350±0.0166 10.7±0.74 10.6±0.88 9359.04 sec

re1 0.1697±0.0112 8.8±0.65 9.2±0.65 14887.18 sec

Table 6. Row hierarchy of oh15

Enzyme-Activation
Enzyme-Activation

Enzyme-Activation
Enzyme-Activation

Cell-Movement
Cell-Movement
Adenosine-Diphosphate

Staphylococcal-Infections
Uremia

Uremia
Staphylococcal-Infections

Staphylococcal-Infections
Staphylococcal-Infections
Memory

Table 7. Column hierarchy of re1

oil, compani, opec, gold, ga,
barrel, strike, mine, lt, explor

tonne, wheate, sugar, corn,
mln, crop, grain, agricultur,
usda, soybean

coffee, buffer, cocoa, deleg, con-
sum, ico, stock, quota, icco,
produc

oil, opec,
tax, price,
dlr, crude,
bank, industri,
energi, saudi

compani, gold,
mine, barrel,
strike, ga, lt,
ounce, ship,
explor

tonne, wheate,
sugar, corn,
grain, crop,
agricultur,
usda, soybean,
soviet

mln, export,
farm, ec, im-
port, market,
total, sale,
trader, trade

quota, stock,
produc, meet,
intern, talk,
bag, agreem,
negoti, brazil

coffee, deleg,
buffer, cocoa,
consum, ico,
icco, pact,
council, rubber

5.4 Inspecting Hierarchies

In this section we analyze in a qualitative way two hierarchies built by our
algorithm. In particular we analyze the row hierarchy for oh0 data and the
column hierarchy from re1 data. In Table 6 we report the first three levels of
the row hierarchy produced by HiCC. To obtain this hierarchy we assigned at
each cluster a label. We chose the label of the majority class in the cluster. Each
column represents a level of the hierarchy and each cell of the table represents a
single cluster. Cluster Enzyme-Activation at first level is split in two clusters: the
first one has the same label, the second is Cell-movement, a topic more related to
Enzyme-Activation than Staphylococcal-Infections. Then Cell-movement is split
into two clusters. One of these is Adenosine-Diphosphate, which is known to be
correlated with the topic Cell-movement. In the other branch of the hierarchy we
notice that Uremia cluster is a child of Staphylococcal-Infections(a renal failure
with bacterial infection as one of its causes). In Table 7 we report the first two
levels of the column hierarchy produced by HiCC. For each cluster, we computed
the mutual information for each word, and ranked the set of words, as described
in [13]. Then we selected the 10-top words w.r.t. the mutual information for each
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cluster. At the first level each of the three clusters is about a well distinct topic:
the first one is about mineral, the second one is on agriculture and the third
one is on coffee and cocoa. From mineral cluster, two clusters are produced: oil,
and gold mineral. Cluster on agriculture is split into two clusters: agricultural
products and buying and selling in agriculture. Finally, we observe that coffee
and cocoa cluster is split in a similar way.

6 Related Work

One of the earliest co-clustering formulations was introduced by Hartigan [2].
This algorithm begins with the entire data in a single block and then at each
stage finds the row or column split of every block into two pieces, choosing the one
that produces largest reduction in the total within block variance. The splitting
is continued till the reduction of within block variance due to further splitting is
less than a given threshold. This approach is clearly hierarchical, but it does not
build any cluster hierarchy. Moreover, it does not optimize any global objective
function. Kluger et al. [3] propose a spectral co-clustering method. First, they
perform an adequate normalization of the data set to accentuate co-clusters if
they exist. Then, they consider that the correlation between two columns is bet-
ter estimated by the expression level mean of each column w.r.t. a partition of
the rows. The bipartition is computed by the algebraic eigenvalue decomposition
of the normalized matrix. Their algorithm critically depends on the normaliza-
tion procedure. Dhillon et al. [4] and Robardet et al. [8] have considered the two
searched partitions as discrete random variables whose association must be max-
imized. Different measures can be used. Whereas Cocluster [4] uses the loss
in mutual information, Bi-Clust [8] uses Goodman-Kruskal’s τ coefficient to
evaluate the link strength between the two variables. In both algorithms, a local
optimization method is used to optimize the measure by alternatively changing
a partition when the other one is fixed. The main difference between these two
approaches is that the τ measure is independent of the number of co-clusters and
thus Bi-Clust can automatically determine the number of co-clusters. Another
co-clustering formulation was presented in [14]. Authors propose two different
residue measure, and introduce their co-clustering algorithm which optimizes the
sum-squared residues function. Recently, Banerjee et al. have proposed in [15] a
co-clustering setting based on matrix approximation. The approximation error is
measured using a large class of loss functions called Bregman divergences. They
introduce a meta-algorithm whose special cases include the algorithms from [4]
and [14]. Another recent and significant theoretical result has been presented
in [16]. The authors show that the co-clustering problem is NP-hard, and pro-
pose a constant-factor approximation algorithm for any norm-based objective
functions.

To the best of our knowledge, our approach is the first one that performs
a simultaneous hierarchical co-clustering on both dimensions, and that returns
two coupled hierarchies. However, in recent literature, several approaches have
been proposed that could be related to our work, even though they do not
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produce the same type of results. In [17] a hierarchical co-clustering for queries
and URLs of a search engine log is introduced. This method first constructs a
bipartite graph for queries and visited URLs, and then all queries and related
URLs are projected in a reduced dimensional space by applying singular value
decomposition. Finally, all connected components are iteratively clustered using
k-means for constructing hierarchical categorization. In [18], the authors propose
a hierarchical, model-based co-clustering framework that views a binary dataset
as a joint probability distribution over row and column variables. Their approach
starts by clustering tuples in a dataset, where each cluster is characterized by a
different probability distribution. Then, the conditional distribution of attributes
over tuples is exploited to discover natural co-clusters in the data. This method
does not construct any coupled hierarchy, moreover, co-cluster are identified in a
separate step, only after the set of tuple has been partitioned. In [19], a method
is proposed that construct two hierarchies on gene expression data, but they are
not generated simultaneously. In our approach, levels of the two hierarchies are
alternately generated, so that each level of both hierarchies identifies a strongly
related set of co-clusters of the matrix.

7 Conclusion

Quality of flat clustering solutions in high-dimensional data results often de-
graded. In this paper we have proposed a co-clustering approach. HiCC is a
novel hierarchical algorithm, which builds two coupled hierarchies, one on the
objects and one on features thus providing insights on both them. Hierarchies
are high quality. We have validated them by objectives functions like NMI, Pu-
rity and Adjusted Rand Index on many high-dimensional datasets. In addition,
HiCC has other benefits: it is parameter-less; it does not require a pre-specified
number of clusters, produces compact hierarchies because it makes n−ary splits,
with n automatically determined.
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