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Abstract. We present a novel approach to crystallographic ligand den-
sity interpretation based on Zernike shape descriptors. Electron density
for a bound ligand is expanded in an orthogonal polynomial series (3D
Zernike polynomials) and the coefficients from this expansion are em-
ployed to construct rotation-invariant descriptors. These descriptors can
be compared highly efficiently against large databases of descriptors com-
puted from other molecules. In this manuscript we describe this process
and show initial results from an electron density interpretation study on
a dataset containing over a hundred OMIT maps. We could identify the
correct ligand as the first hit in about 30 % of the cases, within the top
five in a further 30 % of the cases, and giving rise to an 80 % probability
of getting the correct ligand within the top ten matches. In all but a few
examples, the top hit was highly similar to the correct ligand in both
shape and chemistry. Further extensions and intrinsic limitations of the
method are discussed.

Keywords: pattern recognition, structural bioinformatics, electron
density, protein crystallography, 3D Zernike moments.

1 Introduction

With the success of structural genomics worldwide and the recognised impor-
tance of 3D information in unravelling protein function and enzymatic mecha-
nism, computational methods are increasingly serving a vital role in structural
biology. From target selection (using sequence analysis, phlyogeny, fold recogni-
tion and homology modeling), registration, laboratory information management
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V. Kadirkamanathan et al. (Eds.): PRIB 2009, LNBI 5780, pp. 125–136, 2009.
c© Springer-Verlag Berlin Heidelberg 2009



126 P. Gunasekaran et al.

systems, crystal optimisation, data collection and analysis, the solution of the
phase problem (often using molecular replacement techniques with databases
of fragments or homology models), to complete and validated models and the
prediction of protein function, computational biology has a major role to play.

Automated model building into crystallographic electron density has come
a long way in the last decade. Although many highly sophisticated algorithms
and graphical approaches existed to aid the model building process, prior to the
release of packages such as ARP/wARP [1], RESOLVE [2], PHENIX [3], and
BUCCANEER [4], the construction of a macromolecular model into electron
density often required many months of expert crystallographer time. Electron
density interpretation has always been driven by pattern recognition [5]. Initially
this process was carried out by the human brain based on structural insights and
experience, but alternative approaches based on algorithmic pattern recognition
developments such as skeletonizaton [6] quickly reduced the demand on human
effort. Automated methods [7,4,8,9,10,11,12,13,14] contributed greatly to and
benefitted hugely from structural genomics initiatives and recent developments
[15,16,17,18,4] have reached an impressive level of sophistication, providing an
intelligent expert system approach to model building for protein structures.

Methods for determining structures from small molecule crystallographic data
are completely automated and very well advanced. The success of these tech-
niques relies strongly on direct methods, Patterson approaches and sufficient
data to warrant atomicity [19,20], thus allowing identified atoms to be connected
and the molecule to be built in a rather straightforward manner. These methods
break down with decreasing resolution. Whereas proteins have regular repeating
elements that can be distinguished already at lower resolution, ligands exhibit
less pronounced and regular patterns, making their interpretation problematic.
Thus, automated building of protein ligands into macromolecular structures is
by comparison less well developed than for proteins, and DNA/RNA molecules
seem to have either been ignored or successfully resisted automation. However,
a number of original, diverse, and interesting approaches have been developed
for the identification and modeling of bound ligands.

Zwart et al. [21] describe methods for automated identification and building
of protein-bound ligands in electron-density maps. Their approach relies on a
graph-based search for geometrical features which match stereochemical expec-
tations and an atomic labeling algorithm which explores the combinatorics of
the problem. This approach has recently been assessed [22] and has shown to be
most successful for high resolution data.

Based on his powerful methods for density modification using structural mo-
tifs [23], Terwilliger successfully enhanced and extended the approach to ligand
fitting [24]. This technique relies on the placement of core fragments into electron
density and then uses a novel procedure to extend and build the remainder of the
ligand. The authors performed extensive testing over a large dataset and found
their methods functioned well, placing the ligand within 2 Å r.m.s.d of the coor-
dinates in the original structure. Recently, a new development [25] has been de-
scribed which allows for the identification of ligands bound in crystal structures of
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macromolecules. This method uses density and fingerprint correlations. The den-
sity correlation is computed from the density after optimization of each entry of
a test set of ligands and the ligand density. The fingerprint correlations are lists
of computed model density features between the ligands.

An interesting development geared towards structure-based drug design is pre-
sented in [26]. Their approach aims to automate protein-ligand crystallography
for drug design. Ligands are positioned by docking directly into electron density,
whilst taking care of protein-ligand interactions. In addition to the identifica-
tion of full ligands, the authors show the potential for analysing fragment-library
screening experiments. A force-field approach can be included to provide a better
fit whilst maintaining good geometry [27]. An alternative approach captures the
central axis of the electron density isosurface with a graph. This graph is matched
against a graph of the molecular model [28]. This approach was reported to work
as well as density peak picking methods and showed promise for the extension
to lower resolution [28]. In a novel development using rotation-invariant features
derived from moments of various orders, Lamzin and co-workers [29] developed
a powerful method for accurately locating planar objects in electron density.
This approach was tested on protein and DNA/RNA crystal structures and was
able to place the plane centres within 0.5 Å of the correct position. Although
not specifically designed for ligand density interpretation, this approach seems
a promising strategy and has much in common with our methodology.

In this manuscript we present a method for ligand identification based on
global pattern recognition using 3D Zernike descriptors. Zernike polynomial
techniques have recently been applied with success in the biomolecular sciences
[30,31,32]. The advantages of this approach include accurate feature represen-
tation and speed of comparison, meaning that large libraries can be scanned
efficiently. Although for the current application the top hits already identified
the correct ligand in many cases, a more promising set up might be to com-
bine this technique with other methods such as those mentioned above to build
a hierarchical search system which filters quickly through large databases and
progressively invests more time only in relatively few promising candidates.

2 Methodology

An overview of the ligand density identification method described in this
manuscript is shown in Figure 1. The individual steps are explained in detail
below. To evaluate the success of this approach, we chose datasets of experi-
mental crystallographic density which we attempted to interpret. The success
was judged by how many times we predicted the correct ligand and, in cases
where we got the wrong ligand, how distant our prediction was from the correct
solution.

2.1 Density Extraction

Clipper library routines [33] were used to 1) compute crystallographic OMIT
maps (OMIT maps show the difference between the density computed from the
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Fig. 1. Flowchart of the 3D Zernike descriptor method for ligand density interpretation.
Crystallographic difference density was computed using Clipper routines and passed
through our region growing algorithm. The resulting density is projected into Zernike
space (the individual colours in the multi-colour sphere representation correspond to
different Zernike polynomials). The Zernike descriptors are scanned against a database
of pre-computed descriptors from existing ligands and the best hit is returned as the
most probable ligand.

observed crystallographic structure factors and the theoretical density from a
given arrangement of atoms and can be used to spot those parts of the density
that have not been modeled or contain errors) by leaving out all the ligands
from the model; 2) compute a crystallographic R-factor to check the density was
reasonable; 3) to extract an orthogonal grid of difference density around each
ligand. Such electron density maps are shown in the left column in Figures 2
and 3. Using OMIT maps based on models that have ’seen’ the ligand during
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Fig. 2. Density, segmentation and ligands. A selection of density maps for which the
3D Zernike descriptor ligand identification gave the correct answer.

refinement introduces a bias towards improved ligand density and yet these
maps are by nature often noisy and contain errors from missing data and/or
poorly modelled parts of the structure. To address this, we implemented a region-
growing algorithm following the approach described in [34]. This method allows
for the automated segmentation of 3D images. The algorithm starts from a seed
point and progresses to visit neighbouring pixels, marks them, and either adds
them to the current region list, or not, depending on the defined growth criteria.
As the seed point we chose the highest point in the OMIT map and as growth
criteria we defined that at least two neighbouring points to be above a given
threshold. The choice of threshold was map dependent and our selected values
ranged from 1.2 to 2.0 σ (standard deviation of the electron density values).
The threshold was varied to produce the most ligand-like shape as judged by
the human eye. The average threshold value was about 1.4 σ, so this value was
employed for automated density extraction. Images of automatically extracted
difference density are shown in the second column of Figure 2 and 3.

2.2 Zernike Moments

The success of 3D Zernike moments for object recognition in computer science
has been documented in the number of publications, outperforming many other
well-established techniques in the area. Following developments by [35] and [36]
for 3D shape retrieval, we have employed 3D Zernike polynomials as a basis set
for molecular shape comparison [30]. This approach was initially used to describe
and compare binary objects, but the underlying mathematics are sufficiently
general to allow any function in 3D to be described within the same framework.
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Fig. 3. Crystallographic difference densities, extracted ligand densities and the correct
ligands. A selection of density maps for which the correct answer was not obtained.
For 1JKX another conformation was ranked top, for 1RY8 the density segmentation
picked up only half the ligand density because of a density break, and for 1E2K the
region growing algorithm missed the actual ligand density.

As demonstrated in [31] and [37], the Zernike descriptor approach is well-suited
for molecular comparisons and can be adapted to a range of physicochemical
properties. We recently demonstrated the application of 3D Zernike moments to
capture model uncertainty and protein flexibility [32]. A detailed description of
the method for matching shapes using Zernike moments has been presented in
[35,36,30]. We summarise some of the main points below.

Any square-integrable function on the unit ball, f , can be represented as

f(r) =
∞∑

n=0

n∑

l=0

l∑

m=−l

cnlmZnlm(r), (1)

in which Znlm(r) are the 3D Zernike polynomials given here as functions of the
spherical coordinates, r = (r, θ, φ). The 3D Zernike polynomials are basis func-
tions on the unit ball consisting of a radial term, Rnl(r), and an angular term,
Ylm(θ, φ). The angular functions, Ylm(r), are known as spherical harmonics and
can themselves be used for molecular shape recognition purposes [38,39]. The
function indices are denoted by nlm, where n ranges from 0 to the maximum ex-
pansion order, l ≤ n and −l ≤ m ≤ l. The radial part of the Zernike polynomials
is given by

Rnl(r) =
(n−l)/2∑

k=0

Nnlkrn−2k (2)
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for n − l even, otherwise zero. Nnlk is a normalisation constant. See [40,41]
for further details and cartesian transformations. The expansion coefficients,
cnlm, are called 3D Zernike moments. The determination of the 3D Zernike
moments requires the integration of the function of interest, f(r), multiplied by
the complex conjugate Zernike polynomials, Z∗

nlm(r), over the unit ball,

cnlm =
∫ 1

0

∫ 2π

0

∫ π

0

Z∗
nlm(r)f(r)r2 sin θ dθ dφ dr. (3)

The symmetry properties of the spherical harmonics induce a symmetry in the
coefficients between positive and negative m indices, cnl,−m = (−1)mc∗nlm. The
symbol ∗ denotes the complex conjugate.

Rotationally invariant descriptors may be constructed from the moments by
defining (2l + 1)-dimensional vectors for each index l with all the m indexed
coefficients, cnlm, making up each subspace,

Fnl =

���������

cnl,−l

cnl,−l+1

...
cnl,l

���������

. (4)

These rotationally invariant coefficients, Fnl, provide an efficient way of compar-
ing shapes, a and b, using a standard L2 metric,

d =

√√√√
nmax∑

n=0

n∑

l=0

(F a
nl − F b

nl)2, (5)

for a maximum expansion order equal to nmax.
Thus, in terms of ligand identification the Zernike descriptors can be em-

ployed to find promising molecules of similar shape to the crystallographic den-
sity without the need for translational or rotational searches and optimisation.
Once potential candidates have been identified a more sensitive method could
be used, such as [8], and coupled with refinement.

3 Datasets

3.1 Electron Density Maps

We downloaded a selection of PDB structures with their crystallographic struc-
ture factors. In total we selected 110 structures in a resolution range of 1.5 Å to
2.8 Å, which gave rise to 586 ligand density maps. Only maps corresponding to
ligands with more than 10 non-hydrogen atoms were selected, leaving us with
164 maps in total. The size of these ligands varies from 10 to 111 atoms, with
the average being 22.7 non-hydrogen atoms.
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3.2 Ligand Database

We downloaded the latest version, release 12.1, of the HIC-Up database [42].
This version contains 7870 small molecules extracted from the PDB. The 3D
Zernike moments were computed following the procedure outlined in Grandison
et al. [32]. In short, each molecule was projected onto the unit ball such that the
largest distance from the centre of geometry was scaled to 0.6. The atoms were
projected onto a 643 grid using a Gaussian function with a variance defined by
the van der Waals radius. For each voxel the geometric moments were computed
from which the Zernike moments were determined. The Zernike moments were
used to compute rotationally-invariant descriptors, following Equation 4.

4 Results

For each density map we applied the noise reduction algorithm described in
the methods section to choose a continuous high density (> 1.5σ) region. This
density was expanded in 3D Zernike polynomials to an order or 30 and the ro-
tationally invariant shape descriptors were computed. These shape descriptors
were scanned against a database consisting of 7870 pre-computed small molecule
shape descriptors and the 164 ligand shape descriptors from the PDB files used
for the density maps. Surprisingly, the density shape was not able to recog-
nise its own ligand in a large number of cases. There are a number of reasons
for this. First, although the region-growing algorithm performed well overall, it
failed to extract the correct region in almost 30 % of the cases, see Figure 3, due
to poor density. There are numerous ways to address this problem but for the

Fig. 4. This plot shows the frequency of correctly identified ligands (y-axis) as a func-
tion of the number of selected molecules (x-axis) over the entire data set. A perfect
method would give 1.0 already for the number of molecules equal to one (this is the case
for our approach using computed ligand densities from the ligand model). Poor density
and insufficiently powerful segmentation and image enhancement algorithms limit the
performance in our test cases. For real applications the conformational flexibility of
ligands will reduce the performance further.
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present analysis we simply excluded those cases in order to evaluate the shape
matching procedure rather than the region growing algorithm. Second, in cases
where the region-growing procedure performed well, the density was still poor
in places and resulted in parts being missed (and other ligands matching bet-
ter) or moved (resulting in correct ligands in different conformations being the
best hit). Another surprising finding is that a higher expansion order often de-
creases the performance. In [38] we found that for shape matching purposes using
spherical harmonics a maximum expansion order of about 6 was sufficient and
the performance increase for higher order was negligible. Similarly for Zernike
descriptors [30], we found an order of about 10 to be sufficient for molecule clas-
sification and that the performance increased only marginally overall with higher
orders, dropping slightly in only a few cases for protein comparisons. Here, the
higher orders are capturing more noise in the density, whereas the lower orders
are making good approximations to the overall shape and thereby performing
noise reduction. We found the ligand interpretation performance peaked at a
maximum expansion order of 8.

5 Discussion

We have described a novel method for the interpretation of electron density which
can be used for the identification of ligands in crystallographic electronic differ-
ence density. We have performed an initial analysis on a realistic test dataset
which covers a range of ligands from experimental crystallographic data of vary-
ing resolution and map quality. We have developed methods to automatically
extract the difference density maps, place them on an orthogonal grid, expand
them in 3D Zernike polynomials, and to efficiently compare their rotationally
invariant moment against other shape databases. Overall, the performance was
fair but not outstanding. We could identify the correct ligand in 30 % cases as
the top hit and in a further 30 % cases within the top five matches.

Despite encouraging results, several points became apparent during this anal-
ysis that require further investigation before the method can be properly auto-
mated. The first point is the density extraction itself. Advanced image processing
tools, more specifically better techniques for image segmentation such a sophisti-
cated watershed transform, may provide improve this step. Another option would
be to allow the user to manually select and modify the density (via the place-
ment of atoms) in existing model building graphics software. However, even with
the perfect ligand density this method has limitations in that it performs static
global shape matching, although multi-conformer searching presents a tractable
solution given the speed of comparison. With the current test set, the confor-
mational diversity was limited and the full effect of this limitation is therefore
reduced. This conformational sampling issue could represent a problem, although
initial analyses suggest that the number of bound conformations of flexible lig-
ands is rather small [43]. We stress the point that the use of OMIT maps based
on models that have ’seen’ the ligand during refinement implies that the current
results will be better than in a more realistic scenario with poorer ligand density.
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Overall, the performance in selecting the correct ligand as the top hit did not
meet our expectations. For this dataset the correct match was usually within the
top twenty and with 80 % frequency within the top ten hits. In 30 % of the cases,
we could identity the correct ligand with the first hit. However, this approach
does act as an impressive filter and delivers a small set of potential candidates.
More elaborate methods could then be employed to select the most likely ligand
from this set. We therefore suggest that this approach would be best-suited as an
efficient pre-screening method, prior to launching more computationally costly
techniques.
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