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Abstract. CCTV cameras are becoming a common fixture at the roadside. Their
use varies from traffic monitoring to security surveillance. In this paper a novel
technique, using Invariant Features of Local Textures (IFLT) & Support Vector
Machine (SVM), for estimating vehicular traffic density on a road segment is pre-
sented. The proposed approach is computationally efficient and robust to varying
illumination. Experimental results have shown that the proposed framework can
achieve high performance than extant state-of-the-art techniques in varying illu-
mination conditions.
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1 Introduction

Intelligent Transportation Systems (ITS) are used in many cities to provide information
about traffic conditions on the road network and as an aid to streamlining vehicular
traffic flow in an effort to reduce traffic congestion. An ITS typically uses various kinds
of sensors, such as video cameras and inductive loop detectors to measure the significant
properties of vehicular traffic flow. Traffic density is a useful property that an ITS can
use to perform higher level functions such as traffic light sequencing.

Video monitoring systems promise many advantages over the now-dominant induc-
tive loop detectors which are point detectors that sense the vehicles passing over them
[1]. Cameras are cost effective and easier to maintain than other road-mounted sensors.
They also offer the potential of providing a much richer data stream than the simple
loop.

Vehicle tracking is a popular technique for traffic density estimation [5,13,4]. Vehicle
tracking algorithms are generally flexible enough to determine almost any type of traffic
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information. But in terms of just determining the traffic density, the performance of
vehicle tracking algorithms tends to degrade in heavy traffic situations due to occlusion,
cluttering and false background estimation.

Porikli and Li published two closely related papers [6,10] that used the learning from
low-level features technique. Their main idea is to extract low-level features from traffic
video and learn the traffic density state a priori. In [12] it has been rightly pointed out
that the drawback of this technique is that the motion information used in their imple-
mentation is produced by the video encoder, and this does not represent true motion
but the best match with respect to some dissimilarity measure (e.g. Sum of Absolute
Differences). Also, Gaussian Mixture Hidden Markov Models (GMHMM) are used in
their implementation but the number of Gaussians used per state is unknown while the
structure of the Hidden Markov Model (HMM) is determined empirically in [10] and a
priori in [6].

In [12], a technique similar to that described above is proposed. Low-level features
are directly extracted from the traffic video. The number of Gaussians and HMM struc-
ture is determined from information provided by an unsupervised learning scheme
called AutoClass [2]. The features used are a combination of different types of tex-
ture statistics and Edge Histogram Descriptors (EHID) proposed for MPEG-7 [14].
Even though the framework uses very simple low-level features, classification using
an HMM and Autoclass is computationally inefficient. Also, using edge features could
prove problematic in varying illumination conditions as varying illumination changes
the appearances of edges thereby leading to confusing feature sets. There is a need to
develop systems that can analyze surveillance footage especially in the field of vehicular
traffic analysis in varying illumination conditions.

In this paper, we propose a novel varying illumination resilient technique for esti-
mating traffic density which uses Invariant Features of Local Textures’ descriptors [3]
and Support Vector Machines (SVM) [11]. For the purpose of this paper traffic density
is defined as the percentage of the Region-of-Interest (ROI—usually a lane segment)
occupied by vehicles. The system framework and detailed description is presented in
Section 2 and preliminary experimental results and analysis are provided in Section 3.

2 Traffic Lane Density Estimation

We consider an ROI within which we need to estimate the traffic density. Invariant
Features of Local Textures (IFLT) [3] are used to generate local texture descriptors to
represent the ROI.

For every input frame, IFLT descriptors of the ROI are generated and assembled into
a feature vector. The feature vectors are input to an SVM in order to,classify the traffic
density of the particular traffic lane into one of four states:

1. Empty: less than 5% of the lane is occupied by vehicles.
2. Low: 5–30% of the lane is occupied by vehicles.
3. High: 30–90% of the lane is occupied by vehicles.
4. Full: more than 90% of the lane is occupied by vehicles.

Manually labelled video sequences were used for training the SVM.
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Fig. 1. Framework for Traffic lane density estimation using IFLT descriptors

The architecture of the traffic lane density estimation system described in this paper
is shown schematically in Figure 1.

Sample frames from video sequence captured by traffic cameras on Anzac Parade/
Barker Street junction with ROI lane which denotes the four different density states are
shown in Figure 2.

Fig. 2. Empty, Low, High and Full states of a lane of traffic at the Anzac Parade/Barker street
junction. (the circular reflection is that of the camera lens onto the window of the camera housing).

Traffic density is being estimated for a ROI covering one traffic lane. We use IFLT
to generate feature descriptors. IFLT is a texture descriptor that is scale, rotation and
(essentially) illumination invariant [3]. The density of local textures will provide an ap-
proximate of the coverage of traffic lane. Experimental results have demonstrated that
the IFLT descriptors exceeds performance of previously published state of the art local
texture algorithms at a significantly lower computational cost [3]. Traffic surveillance
cameras are subjected to varying illumination due to changes in sunlight. IFLT descrip-
tors are very robust towards illumination variation and are, therefore, eminently suited
for traffic density estimation.

A detailed explanation of IFLT descriptors [3], dimension selection process and a
brief explanation regarding the usage of Support Vector Machine is provided in the
sections below.
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2.1 Invariant Features of Local Textures (IFLT)

Consider a 3 × 3 neighbourhood of pixels. True circular symmetry around Xc can be
achieved by recalculating pixel intensities at the co-ordinates given by,

Xi =
(

R cos
2πi

p
, R sin

2πi

p

)
(1)

where Xi is the equivalent position of the ith of p − 1 pixels in circular symmetry
around Xc with radius R. In the work that follows R is set to unity.

The gray values of neighbors which do not fall exactly on integral pixels are es-
timated by interpolation. With Ic as the intensity of the centre pixel, the gradient of
intensity in all directions with reference to the centre pixel are computed.

The gradient intensities around a centre pixel can be re-written as a one-dimensional
vector, I, as shown in Equation 2,

I = [Ic − I0, ..., Ic − I7] (2)

where Ic is the intensity of the centre pixel and I(0..7) are the intensities of the neigh-
bouring pixels.

This one-dimensional vector is further normalised.

Inorm =
I

max(I)
(3)

The discrete wavelet transform (DWT) of the signal Inorm is calculated by passing
it through a series of filters [7]. In this work Haar wavelets were used because of their
computational efficiency. The required filter coefficients are given in Equation 4.

h =
[

1√
2
,
−1√

2

]
, g =

[
1√
2
,

1√
2

]
(4)

The signal is decomposed simultaneously using a high-pass filter h and a low-pass
filter g. The outputs of the high pass filter and low pass filter are known as the detail
and approximate coefficients respectively.

Noting that the wavelet transform operation corresponds to a convolution followed
by downsampling by 2 allows the filter outputs to be written more concisely as,

ylow = (Inorm ∗ g) ↓ 2, yhigh = (Inorm ∗ h) ↓ 2 (5)

where ↓ is used to denote the Downsampling Operator.
The detail and approximate coefficients have shift invariant energy distributions. As

shown above, rotations in image space have been transformed into linear shifts in trans-
form space and so the energy distribution of the detail and approximate coefficients
are also rotation invariant. In the experiments described below the mean and standard
deviation of the high pass and the low pass filter outputs generated by one step of the
wavelet transform of Equation 2 are used as the texture features. These features are
inherently intensity and rotation invariant for a small 3 × 3 neighborhood of pixels.
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A histogram is built from the extracted local texture features in the texture patch.
This involves partitioning the 4-dimensions of texture features (mean and the standard
deviation of the energy distributions of the high pass and the low pass wavelet bands)
into a number of bins and calculating the number of occurrence of local texture feature
values in those bins. In our current set-up we use 32-bin histogram.

2.2 Dimension Selection

We have used 32-bin histograms, thus our feature vector has minimum 32 dimensions.
Figure 3 shows a representative plot of average of features of each state in each di-
mension for a video sequence (Anzac Parade/Barker Street Jtn -1). It is clearly evident
that features from some of the dimensions were not distinctive enough to discriminate
between the four density states.

Consider, eN,D where eN,D is a matrix of N samples representing Empty state with
D dimensions. Similarly, we have, lN,D, hN,D and fN,D corresponding to Low, High
and Full states.

Considering eN,D we have,

ēj =
1
N

N∑
i=1

ei,j (6)

σej =

√√√√ 1
N

N∑
i=1

(ei,j − ēj)2 (7)

where j = 1, ..., D; and ēj and σej are the average and standard deviation models of
the ‘empty’ state respectively. [l̄j , σlj ] , [h̄j , σhj ] and [f̄j , σfj ] corresponding to ‘low’,
‘high’ and ‘stop’ states are calculated similarly.

Next, the contribution of each dimension in one state towards distinguishing that
particular state from the other three states is determined as follows:

Consider the ‘empty’ state model (i.e. [ē, σe]) and the ‘low’ state model (i.e. [l̄, σl]),

1. The distance between the two states is given by

diste→l,j = |(ēj − l̄j)| + |(σej − σlj )| (8)

where, j = 1, ..., D and diste→l is a vector in which the jth element represents the
distance between the corresponding states with respect to the jth dimension.

2. Calculate a threshold using Equation 9, which can be used to eliminate dimensions
that do not particularly help in distinguishing between the two states.

T =
1
D

D∑
j=1

diste→l,j (9)

3. Select dimensions by comparing the distance generated by each dimension with the
threshold, T .

pe→l,j = {j|(diste→l,j � T)} (10)

where, j = 1, .., D and pe→l is a set of dimensions.
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Fig. 3. Average of features for each dimension of each state clearly showing the dimensions that
help in discriminating between four density states

Repeat steps 1 through to 3, for all combinations of states i.e e → h, e → s, l →
h, l → f, h → f.

Hence, the dimensions, P , which are best suited to distinguish states from one an-
other are given by,

P = {pe→l ∪ pe→h ∪ pe→s ∪ pl→h ∪ pl→s ∪ ph→s} − {0} (11)

In our tests, features from 19 dimensions out of the available 32 could clearly dis-
criminate between all the different states and these 19 dimensions are used as our feature
descriptors.

2.3 Support Vector Machine

SVM has extraordinary generalisation capacity and is also one of the popular large
margin classifiers [11]. An SVM constructs a binary classifier from a set of labeled
patterns called training samples. Let (xi, yi) ∈ R

N ×{±1}, i = 1, ..., l be such a set of
training samples. The purpose is to select the function fα : R

N −→ {±1} from a given
class of functions {fα : α ∈ Λ } such that f will correctly classify test examples (x, y).
The reader is referred to [11] for details.

We use three different types of kernels in our experiments.

1. Linear kernel: K(x, y) = (x.y)
2. Polynomial kernel: K(x, y) = (x.y)p, where p = 2
3. Gaussian kernel: K(x, y) = exp(− 1

2σ2 |x − y|2), where σ = 0.70 (σ is optimised
via cross-validation)
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3 Experimental Setup

In our experiments we have used video sequences from a busy intersection located just
outside the Sydney CBD (Anzac Parade/ Barker Street Junction). All video sequences
used for this experiment were captured during daytime and exhibit the expected range
of natural lighting variation. Each video sequence is of 6 minutes—9000 frames—
duration. Resolution of each frame is 320× 240. In our experiments we have used only
one lane as the ROI. Figure 2 shows four sample frames (with ROI shown in red) that
are representative of the Empty, Low, High and Full traffic density states used in this
paper. Table 1 details the illumination effects present in each of the video sequences.

Table 1. Illumination effects present in each of the video sequences used for testing. All these
video sequences were captured by traffic cameras installed by the Roads and Traffic Authority of
New South Wales, Australia.

Sequence Effect of Illumination
Anzac Parade/Barker Street Jtn. − 1 Bright/Sunny
Anzac Parade/Barker Street Jtn. − 2 Raining
Anzac Parade/Barker Street Jtn. − 3 Cloudy
Anzac Parade/Barker Street Jtn. − 4 Sun-glare

3.1 Experiment-I

For Experiment-I we implemented the method described in [12] and reproduced the re-
ported results. We tested our algorithm on video sequences containing both cloudy and
sunny conditions captured during the daytime. The test as described in [12] comprises
of training a model using 70% of samples from a particular sequence and testing the
model with the remaining 30% of samples from the same sequence.

Table 2. Comparison of performance results of framework in [12] and the proposed framework

Illumination Framework [12],(AutoClass/Kmeans) Proposed Framework
Training Accuracy Testing Accuracy Training Accuracy Testing Accuracy

Sunny only 98.9 / 98.8 95.4 / 96.9 99 98.1
Cloudy only 99.5 / 99.3 97.8 / 98.3 99.2 97.9
Sunny and cloudy 99.8 / 99.2 94.4 / 83.3 99.8 97

Table 2 shows the comparison of performance results for the framework in [12] and
the proposed framework (using SVM with gaussian kernel, σ = 0.7 ). Under condi-
tions of uniform illumination both methods have comparable performance. However,
the current technique achieves (as expected) better results under conditions of varying
illumination. It is also interesting to note that the performance results of the proposed
approach is very consistent for all tests. We also used SVM with linear/polynomial ker-
nels but for this experimental setup, the results were inferior compared to that of SVM
with gaussian kernel. Hence, those results have been omitted from this paper.
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Computation time required for the framework of [12] is very high. Using the pro-
posed framework, we were able to process 1-2 frames per second using unoptimized
Matlab implementations of the methods , running on a PC with Pentium 3.2GHz proces-
sor. It seems likely that the proposed framework will be capable of running in real-time
when implemented in C or C++.

We feel that experimental set-up in [12] is a very lenient test for illumination in-
variant traffic density estimation. Primary reason being that the illumination variations
included only sunny and cloudy sequences. And the second but very important reason is
that for a particular test sequence, 70% of frames are used for training and the remaining
30% is used for testing. So, considering ”Sunny” sequence, model is trained using 70%
of frames from this sequence and the rest 30% of the frames from the same sequence is
used for testing. Trained model is being tested with samples/frames with illumination
effect, which the model has already learnt. Many of the parameters required in [12] are
ad hoc, which again is not feasible for real world applications.

Thus, we feel this experimental setup is not a valid test for illumination invariant
traffic density estimation.

3.2 Experiment-II

This set of experiments were conducted on all combinations of sequences listed in
Table 1. Sequences used to train the model and then to test it have different illumination
effects.

The results presented are average of classification accuracies for a sequence, when
tested on a model that is trained by a sequence other than itself.

Table 3. 4-State classification accuracy for the proposed framework where testing sequence and
training sequence have different illumination effect. (%) denoting the percentage of correct clas-
sifications.

Sequence Linear kernel (%) Polynomial kernel (%) Gaussian kernel(%)
Anzac Parade/Barker Street Jtn. − 1 81.3 80.2 80.2
Anzac Parade/Barker Street Jtn. − 2 78.7 79.1 77.1
Anzac Parade/Barker Street Jtn. − 3 77.1 76.5 75.4
Anzac Parade/Barker Street Jtn. − 4 79.1 78.2 76.8

As seen from Table 3, the proposed framework shows consistent classification accu-
racy for all sequences when the testing and training sequences have different illumina-
tion effects. Previously, The difference in performance between linear, polynomial and
gaussian kernels is negligible.

The results for the proposed framework presented in Table 2 was achieved us-
ing SVM with gaussian kernel (sigma =0.7). Comparing performance of the proposed
framework from Tables 2 and 3, it is evident that SVM with a gaussian kernel does
not outperform SVM with a linear kernel when testing sequence has a different illumi-
nation effect than that of the training sequence. This could be an effect of noisy data or
may be a consequence of the illumination invariant nature of IFLT. During the course
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Table 4. Comparison of average classification accuracies between IFLT,Texture statistics,EHID
[12] and LBP [9] using different classification algorithms, when testing and training sequences
have different illumination effect. l − SV M, p − SV M, g − SV M denotes SVM with Linear,
Polynomial and Gaussian kernels respectively. AP/BS = Anzac Parade/Barker Street.

Sequence Texture Statistics,EHID [12] LBP [9] IFLT
l-SVM p-SVM g-SVM l-SVM p-SVM g-SVM l-SVM p-SVM g-SVM

AP/BS Jtn. − 1 48.2 51.8 51.9 73.1 71.2 72.8 81.3 80.2 80.2
AP/BS Jtn. − 2 40.1 41.1 41.1 73.5 73.2 69.1 78.7 79.1 77.1
AP/BS Jtn. − 3 48.2 48.2 47.9 72.9 71.1 70.9 77.1 76.5 75.4
AP/BS Jtn. − 4 45.1 42.9 42.8 70.4 71 70.1 79.1 78.2 76.8

of our initial experiments we noticed that it is difficult to reduce the error rate of High
states being misclassified mostly as Full or sometimes as Low. Looking at frames of our
annotated training sequence, we realised that annotation of frames whose density state
is in-between two states is very subjective to the person annotating the sequence. Espe-
cially if the density state of frames lie in-between High and Full then it is hard, even for
the person annotating the sequence, to arrive at a decision as to whether the frame has
to be annotated as High or Full. Hence, subjective annotation is a major contributor to
noisy data.

Table 4 shows the performance comparison between IFLT feature descriptors , tex-
ture statistics features [12] and Linear Binary Patterns (LBP) [9] in the proposed
framework. Texture statistics features used in [12] are a combination of first & second
order texture statistics and Edge Histogram Descriptors (EHID) proposed for MPEG-
7 [14]. Linear Binary Patterns are state-of-the-art local texture descriptors proposed by
[9]. A detailed description of LBP can be found in [8]. IFLT features have very high
classification accuracy when compared to that of texture statistics proposed in [12] and
LBP [9] for illumination invariant traffic density estimation.

Results from Tables 3 and 4, indicate that a SVM with a linear kernel is the best
option for classification because it provides good classification accuracy and is com-
putationally less intense. Hence, IFLT descriptors are the best descriptors for use in
illumination invariant traffic density estimation.

Considering noisy data due to subjective annotation, we conducted tests where High
and Full were merged as one state i.e.High state. We also divided the ROI into N
regions, using IFLT descriptors for each region. Using N regions would provide us
with more local information thus improving the performance. In our experiments we
have used 8-regions.

Table 5 shows that merging two states, i.e. reducing a 4-state classification problem
to 3-state classification problem, we can achieve higher performance. This also supports
the fact that subjective annotation is a major contributor for noise in 4-state classifica-
tion problem. It is interesting to note that dividing ROI into 8-regions did not improve
performance by a big margin. However, by close observation of prediction outputs we
realised that output predictions for 8-regions based approach were complimenting the
errors of output predictions from the 1-region based approach. Table 5 presents results
for combination(1, 8) based approach where in we can achieve classification accu-
racies in excess of 90% irrespective of varying illuminations. Thus, we were able to
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Table 5. Comparison of average classification accuracies between 4-state and 3-state classifi-
cation with 1-region/8-regions using SVM linear kernel for classification. Testing and training
sequence had different illumination effects. AP/BS = Anzac Parade/Barker Street.

Sequence 4-States 3-States
1-region 8-regions Combination(1,8) 1-region 8-regions Combination(1,8)

AP/BS Jtn. − 1 81.3 82.2 85.1 84.7 87.4 92.4
AP/BS Jtn. − 2 78.7 79.5 83.2 83.6 86.9 91.1
AP/BS Jtn. − 3 76.5 76.1 83 82.9 83.1 89.9
AP/BS Jtn. − 4 79.1 77.2 83.1 83.5 84.8 90.8

achieve higher performance by combining global and local information available from
the ROI.

4 Conclusion

In this paper, we have presented a new framework for vehicular traffic density esti-
mation using IFLT descriptors and SVMs. The framework uses illumination invariant
feature descriptors in conjunction with an SVM with a linear kernel, for classification.
Both algorithms are computationally efficient. Although we were only able to process
1–2 frames per second in Matlab on a Pentium 3.2GHz class machine, our technique
should be capable of working in real-time when coded in C or C++. We were able
to achieve in excess of 90% correct classification of vehicle density states in varying
illumination conditions.

The authors would like to take this opportunity to point out the need for an annotated
traffic video database, which could be used as ground truth for research in this area.
Such databases are widely available in other image processing specialities (such as face
recognition) but are sadly lacking in others, making performance comparison difficult.
In due course, we hope to make our data publicly available.
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