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Abstract. We study the problem of estimating the position and ori-
entation of a calibrated camera from an image of a known scene. A
common problem in camera pose estimation is the existence of false cor-
respondences between image features and modeled 3D points. Existing
techniques such as ransac to handle outliers have no guarantee of opti-
mality. In contrast, we work with a natural extension of the L∞ norm to
the outlier case. Using a simple result from classical geometry, we derive
necessary conditions for L∞ optimality and show how to use them in a
branch and bound setting to find the optimum and to detect outliers. The
algorithm has been evaluated on synthetic as well as real data showing
good empirical performance. In addition, for cases with no outliers, we
demonstrate shorter execution times than existing optimal algorithms.

1 Introduction

Camera pose estimation is a well studied problem in both computer vision and
photogrammetry [1,2] and one of the earliest references on the topic dates back
to 1841 [3]. The problem is important on its own as a core problem within the
field of multiple view geometry, but it also appears as a subproblem for many
other vision applications, like motion segmentation [4], object recognition [5,6,7],
and more generally model matching and fitting problems, see [4,5,6,7,8,9,10].
Yet, previous approaches for solving the camera pose problem have not been
able to solve the problem in the presence of outliers with a guarantee of global
optimality. In this paper, an efficient algorithm is developed for achieving these
criteria.

Often the determination of camera pose is divided into two steps. First feature
points are extracted from the image and matched to a 3D model of the scene.
In the next step, correspondence pairs from the matching procedure are used to
estimate the position and orientation of the camera. It is this second step that
we will consider in this article for the pinhole camera model.

Fitting problems with outliers are known to be hard optimization problems.
We formulate the pose problem as a mixed integer problem and apply branch
and bound to find the optimal solution. For such problems it is important to have
bounding functions that are fast to compute and give hard constraints on the
solution. We derive a bounding function which fulfills both these requirements
using a classical result from geometry. This is the key component for the main
contribution of the paper: an efficient, robust and optimal solution to the pose
problem.
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1.1 Related Work

The minimal number of correspondence pairs necessary to obtain a solution for the
camera pose problem is three and it is well-known that there may be up to four
solutions in this case, see [11] for an overview. For four points, it can be solved lin-
early [12] and for six points or more, one can use the standard Direct Linear Trans-
form (DLT) scheme [1], but these approaches optimize an algebraic cost function.
Refinement using non-linear optimization techniques like Levenberg-Marquardt
is of course possible, but the solution may get trapped in a local minimum. Re-
cent work in multiple view geometry has focused on obtaining global solutions,
see [13] for an overview, and this paper is no exception in that sense.

The first globally optimal algorithm for this problem using a geometric error
norm was presented in [14]. They also investigate the problem of local minima
for the pose problem and show that this is indeed a real problem for small
number of correspondences. For large number of correspondence pairs or small
noise levels, the risk of getting trapped in a local minimum is small. This is our
experience as well. In their work the L2 norm of the reprojection errors is used,
but the algorithm converges rather slowly. In [15], the authors choose to work
with the L∞ norm instead and present a more efficient algorithm that finds the
optimum by searching in the space of rotations and solving a series of second
order cone programs. The reported execution times for both these algorithms
are in the order of several minutes, while our algorithm performs the same task
within a few seconds. Perhaps more importantly though is that our algorithm is
capable of discarding outliers. If some correspondences are incorrect, then fitting
a solution to all data might give a very bad result.

A method for detecting outliers for L∞ solutions was given in [16] but it only
applies to quasiconvex problems. The uncalibrated pose problem - often refered
to as camera resectioning - is quasiconvex, but the calibrated pose problem is not.
Further, the strategy in [16] for removing outliers is rather crude - all measure-
ments that are in the support set are discarded. Hence, inlier correspondences
may also be removed. Possible solutions to this problem was given in [17,18] for
outliers, but they are computationally expensive and also restricted to quasi-
convex problems. Another well-known approach for estimating camera pose in
cases where it is hard to find correct correspondences is to apply ransac-type
algorithms [19]. Such algorithms offer no type of optimality.

Our work is also related to the rich body of literature on matching problems, see
[4,5,6,7,8,9,10]. Many of these algorithms are quite sophisticated and have been an
inspiration to our work. However, some do not guarantee any kind of optimality
[4,10], while others do [8,9]. Another difference to our work is that simplified cam-
era models like affine approximations are used [6,7,8,9]. Other drawbacks include
simplified cost functions which are not based on reprojection errors.

2 Problem Formulation

Given an image from a calibrated camera and a 3D model of the scene, we want
to estimate the position C, and orientation R, of the camera. If we have more
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than three points this is generally an overdetermined problem. Thus we cannot
expect an exact solution and need to decide on an error measure. The widely
accepted standard is to consider some error norm on the reprojection errors. We
will follow this standard as well.

Since the camera is calibrated we can choose to represent the image as a
sphere (rather than an image plane) and detected feature points in the image
as points on the sphere or unit vectors, xj . We also have a set of hypothetical
correspondences between points in the model and points in the image (Xi, xi).
We will work with two natural extensions of the L∞ norm to the outlier case.

Problem 1. For a prescribed threshold ε > 0, find the rotation R and position
C that maximizes |I| where I is the set of indices i such that

∠
(
xi , R(Xi − C)

)
< ε. (1)

Here ∠ (u, v) denotes the angle between vectors u and v. Thus, we are seeking
the largest consistent subset of all hypothetical correspondences such that the
angular error is less than ε for each correspondence.

An alternative would be to the try to minimize ε such that |I| is larger than
some predefined threshold, K, an approach used in [17] for the triangulation
problem. Thus we seek the smallest ε such that there is at least K correspon-
dences that satisfy (1). In cases with no outliers, this becomes the standard L∞
norm formulation.

Problem 2. For a prescribed K ∈ N, find the rotation R and position C that
solves

min ε s.t. |I| ≥ K.

where I is the set of indices i such that

∠
(
xi , R(Xi − C)

)
< ε.

In either formulation, one has to specify a modeling parameter (ε or K). It
may seem more convenient to prescribe ε since one usually has some idea of the
noise level in the measurements. A side effect of this choice is that there may
be a whole set of solutions in the space of Euclidean motions that satisfies (1).
This can be regarded as a good feature as one gets uncertainty estimates of the
camera positions for free, but in other circumstances, it may be preferable to
have a unique solution. From an algorithmic point of view we have found that it
is more practical to specify the maximum number of outliers and optimize over
ε. We have experimented on both formulations.

3 Pumpkin Constraints

In this section we derive approximate constraints for L∞ optimality. By consid-
ering the angle between two image vectors x and y we get constraints on the
camera position that do not involve the orientation.
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Assume for a moment that we have no noise and no false correspondences.
Then, given two world points, X and Y and the corresponding image vectors x
and y, we have

∠
(
X − C, Y − C

)
= ∠

(
x, y

)
. (2)

This yields a constraint on the camera position C, that we intend to study more
closely. On the left hand side of this equation, X and Y are given by our model
of the scene. On the right hand side, we have the angle between two image
vectors, which is simply a constant that can be calculated from the measured
image coordinates. We denote it by α. We seek the points C in space that form
exactly the angle α with X and Y .

So for which points does this hold? First consider a plane through X and
Y . It is a well known result from classical geometry that if X and Y are two
fixed points on a circle, then the angle XCY is equal for all points C on the arc
from X to Y . This tells us that the points C such that XCY is equal to α form
two circular arcs in the plane as shown in Figure 1. Also note that if for some
other camera position C̄ the angle XC̄Y is larger than α, then C̄ lies in the set
enclosed by the two arcs.

X
�

Y
�

Fig. 1. The points C for which XCY = α form two circular arcs in the plane

In space the points C for which XCY = α form a surface which is obtained
by rotating the circular arcs around the line through X and Y (Figure 2). Like
in the planar case any C̄ such that XC̄Y > α lies in the set enclosed by this
surface. We define

Mα(X, Y ) = {C ∈ R
3 : XCY > α}.

If α < π/2, this set will be non-convex and shaped like a pumpkin.
Now assume we have found an optimum (R, C) in the sense given by Prob-

lem 1 or Problem 2. Let X and Y be two points that satisfy (1). Then by the
spherical version of the triangle inequality,

∠
(
X − C, Y − C

) ≤α + 2ε

∠
(
X − C, Y − C

) ≥α − 2ε.

Note that these constraints are weaker than the L∞ norm, so they could be used
to produce tights bounds on the L∞ optimum. We propose a branch and bound
algorithm, evaluating these constraints for smaller and smaller boxes.
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Fig. 2. Mα for angles less than (left) and larger than (right) π/2 respectively

4 An Algorithm

The constraints from the previous section have the important characteristic that
they do not involve the orientation of the camera. Thus we can seek the optimal
camera centre by a branch and bound search over a subset of R

3. For each camera
centre we evaluate the pumpkin constraints and get a bound on the L∞ norm
of this specific position. As we will show later, evaluating constraints of this
type can be done quickly so there is chance of a reasonably fast algorithm. More
importantly, the fact that each constraint depends only on two correspondence
pairs makes it is possible to handle outliers. Suppose, for example, that a certain
camera centre violates the constraints from k disjoint pairs (Xi, Xj). Then a
solution with this camera centre will have at least k outliers.

We will now present an algorithm to estimate the optimal camera position with
respect to any of the error measures presented in Section 2. Starting with a rough
lower bound on the optimum, we use a branch and bound approach to create
tighter and tighter bounds on the optimal solution. The aim is to restrict the solu-
tion to a small enough volume in space. The box below presents the overall struc-
ture of the algorithm and we will now go through the main steps in greater detail.

Algorithm 1

Initialize to get a bounded set in R
3.

Iterate until desired precision is reached:
1. Pick a box from the queue.
2. Evaluate all pumpkin constraints for this box.
3. Try to detect and remove outliers.
4. Try to discard the box.
5. If the box cannot be discarded:

- Divide the box and update the queue.
- Try to update the lower bound on the optimum.

6. Remove the box from the queue.

Initialization. To start our branch and bound loop, we need a bounded set of
possible camera centres. In many cases we can get this from our knowledge of
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the scene. For example, we might know the size of the building we are working
with. Otherwise we propose an initialization scheme by considering the pumpkin
constraints directly on sets of the kind |Ci| > b where Ci is one of the coordinates
of the camera centre. Since for most pumpkin constraints α > 0, they will be
bounded sets in space and thus there will be a maximal b such that they intersect
|Ci| > b.

Evaluating the constraints. Consider two world points X and Y and their
corresponding image points x and y. If the angle α = ∠(x, y) is smaller than
π/2, the constraint from Section 3 will be non-convex. So how do we determine
whether any part of a given box (in our branch and bound algorithm) intersects
this pumpkin?

Remember the way we derived the pumpkin constraints, a circular arc was
rotated around the line through X and Y . Now consider the curve formed by
the circle centre when rotating. This is itself a circle centred around (X + Y )/2
and the pumpkin is simply all points in space with less than a certain distance
to this circle. To check if a given box intersects such a pumpkin we inscribe the
box in a sphere and calculate the shortest distance from the sphere to the central
circle of the pumpkin, see Figure 3. We know that the vector from the centre of
the sphere to the closest point on the circle is perpendicular to the circle at this
point. Thus we can find the shortest distance by studying a plane through the
centre of the sphere and the centre of the circle (being (X +Y )/2) that intersects
the circle under a right angle. A similar discussion tells us how to handle the
case α > π/2.

Detecting Outliers and Discarding Boxes. Though the method we present
can compete with other optimal methods when it comes to speed, a greater
advantage is the ability to deal with outliers. The basic idea is very simple. If
there are no outliers, we only need to find one violated constraint to discard a
box in the branch and bound. In the case of outliers we need to find a larger
number of violated constraints.

Fig. 3. The central circle inside of Mα centred around (X +Y )/2 and the line segment
between the central circle and the sphere (circumscribing a box)



Robust Optimal Pose Estimation 147

Actually, it is often even possible to pinpoint which correspondences are the
outliers. Suppose a certain point is involved in, say, 10 different violated con-
straints. If this point were to be an inlier, then the other 10 points would have
to be outliers. In this manner it is possible for each box in the branch and bound
queue to keep track of which correspondences one needs to consider.

Updating the Lower Bound. To detect outliers and discard boxes in the
branch and bound algorithm, we need some lower bound on the number of inliers
of the optimal solution. At the initial stage this could be an educated guess or
the result of an approximate method. For example one could use a ransac
solution as a lower bound on the optimal solution. However, as the algorithm
progresses we need to update this bound. In the next section we will show how
to do this formally with respect to the error measures of Section 2. Here, we give
an approximate method that works well in practice.

Consider a box that could not be eliminated in step 4 of Algorithm 1. A
hypothesis is that the optimal camera position lies close to the centre of this
box. Following this idea, we fix the camera position to the centre of this box
and estimate the camera rotation. Since we have already eliminated most of
the outliers we can estimate the rotation (for the remaining points) with Horn’s
closed form solution using unit quaternions [20]. Now when we have fixed both
camera position (to the box centre) and rotation (to the Horn solution) we
estimate the error as in Section 2. This gives us a new lower bound on the
optimal solution.

5 Optimal Rotation

In the previous section, we presented a practical approach to find the camera
centre that is optimal with respect to the L∞ norm of the reprojection errors.
It works to find smaller and smaller sets which are guaranteed to contain the
optimal solution. We say that the algorithm has converged when a set is found
which is small enough for the user’s needs. However, Algorithm 1 is not guar-
anteed to converge to any prescribed precision. In this section, we discuss how
to securely find the optimum by searching the space of rotations, whence giving
sufficient conditions for obtaining globally optimal solutions.

It should be noted that in our experiments, the basic Algorithm 1 produces the
desired precision and solves the optimization problem. Thus the modifications
of this section are only required to guarantee convergence. Though we have
implemented and tested Algorithm 2, the performance in Section 6 are from
using Algorithm 1 with Horn’s method to estimate rotations.

Searching Rotation Space. We will use the same approach to refine two
different steps in Algorithm 1, discarding boxes in step 4 and updating the lower
bound on the optimum in step 5. We will mainly describe the second problem
here, but the same approach can be used for the first problem. Just as in the
previous section, we start with a box that could not be discarded. To get a lower
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bound on the optimum, we fix the camera position to the centre of this box.
Assuming that we use the formulation from Problem 1, we want to solve

Problem 3. Given a camera position C̃ and ε > 0, find the rotation R that
maximizes |I|, where I is the set of inliers as defined in Problem 1.

Algorithm 2

Start with a set of spherical triangles covering the sphere.
Iterate until desired precision is reached:

1. Pick a triangle from the queue.
2. Try to discard the triangle.
3. If the triangle cannot be discarded:

- Divide the triangle and update the queue.
- Try to update the lower bound on the optimum.

4. Remove the triangle from the queue.

Our measured image is represented with unit vectors xi. Since we have fixed the
camera centre to C̃ and have a 3D model of the scene we can calculate a modeled
image, i.e. what the image should look like, given the 3D model and the fixed
camera centre. We represent the modeled image with unit vectors

x̃i = (Xi − C̃)/||Xi − C̃||.

Problem 3 consists in finding the rotation that maps as many of the x̃i’s
as possible to the corresponding xi’s, within the prescribed tolerance ε. As a
parameterization for rotations we use a unit vector ζ and an angle γ. The unit
vector specifies the point in the modeled image that will be mapped to the z
axis of the measured image and γ is the rotation angle around this axis.

To find the optimal rotation, we propose a branch and bound search over the
possible ζ’s. The unit sphere is divided into spherical triangles. A simple test is
then used to determine if a given triangle can contain the optimal solution, if so
it is divided into four new triangles. Figure 5 shows the evaluated triangles for
one search.

Discarding Triangles. It remains to discuss how to discard triangles in the
branch and bound search. Given a (spherical) triangle of possible ζ’s we want
to determine if the optimal solution can lie within this triangle. Let ζc be the
centre of the triangle and ρ the largest distance from the centre to a point in the
triangle. It is easy to show that the reprojection errors are Lipschitz continuous
as functions of ζ. This implies that if the optimal rotation is in the considered
triangle mapping k points with error less than ε, then there is a rotation with
ζ = ζc that maps k points with error less than ε+ρ. Thus we assume that ζ = ζc

and look for a γ such that as many points as possible are mapped with error less
than ε + ρ.
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Fig. 4. Plot of the considered triangles in
a particular search over the sphere. The
data used are from the Notre Dame data
(see Section 6).

� z axis

�
�

ε + ρ

θ̃i
θi

βi

Fig. 5. The figure shows the modeled
image superposed with the measured.
The lower triangle corners are the mod-
eled image point and the measured re-
spectively. Their distance must not be
larger than ε + ρ.

First transform all image points x̃i in the modeled image to the measured
with a rotation R that maps ζ to the z axis. Now that we have all points in the
same coordinate system we switch to spherical coordinates

xi =
(
sin θi cosφi , sin θi sin φi , cos θi

)

and similarly for the modeled image points. Note that θi is the angle between
the image point and the z axis. The γ-rotation will just add to the φ-angles of
the modeled image points. Thus, if there were no noise or errors we would have
θi = θ̃i and φi = γ + φ̃i for all i’s. In practice this will not be the case. Instead
we seek γ such that our error measure is minimized. This is equivalent to

|φ̃i + γ − φi| < βi (3)

for as many i’s as possible. The angle βi depends on the tolerance ε and the
triangle size ρ. Figure 5 illustrates how to calculate βi using the spherical law of
cosines.

We have thus to decide a γ that satisfies (3) for as many i’s as possible. Since
the constraints are intervals this is rather straightforward and we will not go into
the details here. The maximal number of satisfied constraints gives us an upper
bound on the number of inliers of the best solution in the current triangle. If it
is lower than the number of inliers of the best solution so far, we can discard
this triangle.

Updating the Lower Bound. If a triangle cannot be discarded as above, we
try to update the lower bound on the optimum. As a candidate we use ζ = ζc,
being the centre of the triangle that we could not discard. Then we repeat the
procedure above, but without the extra tolerance ρ.
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6 Experiments

To make it easier to compare the performance of our method to existing ones we
have tested it on data without as well as with outliers. The timings presented
are for a simple C++ implementation on a 1.2 GHz iBook G4.

For some data sets, like the Notre Dame scene described below, the size of the
different scenes varies dramatically. To get a reasonable measure of performance
we have normalized the size of the different scenes so that both 3D points and the
camera centre fit into a into a 10× 10× 10 voxel cube. The same normalization
was done on the dinosaur data set.

Dinosaur Data. As a first practical experiment of our algorithm, we ran it
on the well-known and publicly available dinosaur images for which a 3D recon-
struction of the object is available. In total the data consists of 328 object points
and 36 images. Between 22 and 154 points are visible in each view and there are
no outliers.

For all 36 views of the dinosaur data we estimated the camera pose. The max-
imal reprojection errors of the presented solutions are between 0.0003 and 0.001
radians. The median computation time was 0.7 s and the maximal computation
time 4.8 s. In Figure 6, the resulting camera trajectory is plotted. As a com-
parison, we have included the result using standard bundle adjustment of the
L2 error cost function. Note that the two camera trajectories differ little which
could be expected as the geometry is not very challenging.

Notre Dame Data. We also tested our algorithm on the Notre Dame data
set (which was used in [21]) consisting of 595 images with computed 3D scene
structure. From each of the 595 images we picked sets of between 6 and 30
points on which we tested our algorithm. We ran a fixed number of iterations
and measured the remaining volume in the space of camera positions. In 96%
of the cases the remaining volume of camera positions was less than 0.01. The
median computation time was 0.6 s but since some images took quite a long

Fig. 6. Estimated camera motion for the dinosaur data using our approach (blue x’s)
and bundle adjustment (red o’s)
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Fig. 7. Two examples from the Notre Dame data. The left plot shows 3D points (red
*’s) and feasible camera positions (blue) in a standard case. The right plot shows one
of the difficult cases with slower convergence.

time the average computation time was as much as 4.5 s. In the cases where we
were not so successful in terms of execution times the point configurations were
almost degenerate. The camera was far away from the scene compared to the
size of the scene. Figure 7 shows the image points and the calculated camera
positions in two cases, one typical scene and one almost degenerate.

Toy Truck Data. We also did some testing on real data with outliers.
Figure 8 shows one of 18 images of a scene with a toy truck. We used two of the
views to calculate a 3D model of the scene and then matched the other images
to this model to get hypothetic correspondences for our experiment. Matching
hypotheses were obtained with SIFT descriptors. The number of matched points
in each case varied between 23 and 60 and the amount of outliers was around
20%. The average execution time was 8.47 s and the average remaining volume
was 0.0005 compared to a scene of size approximately 1 × 1 × 1.

Synthetic Data. To get a larger amount of data with outliers we also evaluated
our algorithm on synthetic data. A set of 50 random 3D points were scattered in

Fig. 8. Example of a real case with out-
liers
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Fig. 9. Mean run times for the synthetic
experiments with outliers
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a cube with side length 10 units. The camera was placed at distance 10 from the
cube. Image vectors were computed and random angular noise with truncated
normal distribution (original standard deviation 0.0015, truncated at 0.002) was
added to the image vectors. Then a number of the 3D points were exchanged
for outlier data with the same distribution. In this case the formulation from
Problem 2 was used. The algorithm was run until the remaining volume was less
than 0.001. Figure 9 shows the mean run times over 50 experiments for different
rate of outliers.

The results indicate that our approach is applicable even with a considerable
amount of outliers and that the execution times are competetive. It might seem
strange that the run times in Figure 9 initially decrease with increasing rate of
outliers. However, since all examples have the same total number of correspon-
dences, the examples with many outliers get easier as the outliers are eliminated.
The experiment shows that in this setting and with reasonable rates of outliers,
removing the outliers is not the most time-consuming task.

7 Conclusions

The proposed algorithm is a first step towards practical L∞ pose estimation with
outliers. Experiments demonstrate the validity of the approach by computing
globally optimal estimates while discarding outliers at the same time. We also
believe that this work can be generalized to other problems in computer vision,
especially multiview geometry problems. For instance, exactly the same idea can
be applied to the triangulation problem and this gives us immediately an optimal
algorithm for outlier removal.

The speed of the present algorithm is already attractive for many practical
vision problems, but there is still work to be done in this direction for handling a
larger percentage of outliers. Sorting the order of the pumpkin constraints that
are processed in the branch and bound process based on violation performance
will improve speed since non-interesting boxes are cut off early. Another research
direction we intend to pursue is the possibility of a GPU implementation as the
algorithm is easily parallelizable.
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