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Abstract. To develop an efficient parallel application is not an easy task. Ap-
plications rarely achieve a good performance immediately therefore, a careful 
performance analysis and optimization are crucial. These tasks are difficult and 
require a thorough understanding of the program’s behavior. In this paper, we 
propose an on-line performance modeling technique, which enables the auto-
mated discovery of causal execution flows, composed of communication and 
computational activities, in MPI parallel programs. Our model reflects an appli-
cation behavior and is made up of elements correlated with high-level program 
structures, such as loops and communication operations. Moreover, our ap-
proach enables an assortment of on-line diagnosis techniques which may further 
automate the performance understanding process. 

1   Introduction 

Although the evolution of hardware is improving at an incredible rate, to develop an 
efficient parallel application is still a complex task. Parallel applications rarely 
achieve a good performance immediately therefore, a careful performance analysis 
and optimization are crucial. These tasks are known to be difficult and costly, and in 
practice developers must understand both the application and the environment behav-
ior. They must often focus more on the resource usage, communication, synchroniza-
tion and other low-level issues, than on the real problem being solved. 

There are many tools that assist developers in the process of performance analysis. 
Graphical trace browsers, such as Paraver [1], offer fine-grained performance metrics 
and visualizations, but their accurate interpretation requires a substantial time and 
effort from highly-skilled analysts. Other tools automate the identification of per-
formance bottlenecks and their location in a source code. KappaPI 2 [2] and EXPERT 
[3] perform off-line analysis of event traces searching for patterns that indicate an 
inefficient behavior. Paradyn [4] uses runtime code instrumentation to find the parts 
of a program which contribute a significant amount of time to its execution. 

Although these tools greatly support developers in understanding what is happen-
ing, and when, they do not automate the inference process in order to find the root 
causes of the problems. Often, the detection of a bottleneck somewhere in the process 
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does not indicate why this happened and developers are left with the need to continue 
the search manually. The key issues in finding problem causes is not only a high-level 
understanding of the computational and communication patterns, but also their causal 
interdependency resulting from the sequential execution or message-passing [5]. As 
an initial attempt to address these issues, we propose an on-line performance model-
ing technique which allows the automated, runtime discovery of causal execution 
flows, made up of communication and computational activities in message-passing 
parallel programs. 

The reminder of this paper is organized as follows. In Section 2, we present our 
approach to on-line performance modeling. In Section 3, we describe the prototype 
tool implementation which can automatically model an arbitrary MPI application 
during run-time. In Section 4, we present the results of the experimental evaluation of 
our tool in real-world applications. The related work is reviewed in Section 5. Finally, 
we conclude our work in Section 6, pointing out directions for future research. 

2   On-Line Performance Modeling 

The goal of our approach is to reflect application behavior by modeling execution 
flows through high-level program structures, such as loops and communication opera-
tions and to characterize them with statistical execution profiles. We believe that our 
model can be valuable to both expert and non-experienced users. It could make the 
performance understanding process easier and shorter, and it could serve as a base for 
the development of on-line root-cause analysis. 

We define two levels of abstraction. First, we arrange the selected primitive events 
into concepts called activities and then we track flows through these activities. Our 
model captures the roadmap of the executed flows together with the aggregated per-
formance profiles. It gives a compact view of the application behavior preserving the 
structure and causality relationships. It enables a quick on-line analysis which deter-
mines the parts of the program most relevant to its performance. Second, we may 
detect desired causal paths, i.e. sequences of executed activities which maintain a 
temporal ordering and carry contextual data. These paths contain the comprehensive 
detail of tracing, providing the necessary insight for analysis. 

Our technique is hybrid, combining features of both static and dynamic analysis 
methods. We perform off-line analysis of a binary executable, we discover static code 
structures and we instrument selected loops to detect cycle boundaries. At runtime, 
we perform selective event tracing and aggregation of executed flows of activities. 

2.1   Modeling Individual Tasks 

In our approach, we define Task Activity Graph (TAG) as a directed graph which 
abstracts the execution of a single process. The execution is described by units which 
correspond to different activities and their causal relationship. We distinguish be-
tween two types of activities: the communication activity reflects some message-
passing operation, and the computation activity is a group of statements which belong 
to the same process; none of these activities is a communication operation. The com-
munication activities are modeled as graph nodes, while the computation activities are  
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Fig. 1. An example TAG for a single MPI task. We use the rainbow colors spectrum to reflect 
the relevance of each activity to the total time. The graph has been generated with yEd [6]. 

represented by edges. Additionally, we use marker nodes to model program 
start/termination events, and entry/exit events of the selected loops. 

The execution of a particular communication activity is identified by an ordered 
pair of events: entry and exit, for example entry/exit events of an MPI_Bcast call. The 
end of the communication activity and the start of the consecutive one, identify the 
execution of a computation activity, local to a process. In effect, the sequential flow 
of a single process execution determines the causal relationship between consecutive 
activities. Figure 1 shows a TAG model for a single task of a sample MPI application. 
 

Call-path identification: To distinguish the location of the events, we model each 
communication function considering the call-path [7] taken to reach the function. 
This information is particularly useful as the function behavior in MPI programs often 
varies widely depending on the caller’s chain on the stack. For that reason, an activity 
invoked from distinct call-paths (E.g. main/f1/foo/MPI_Isend and main/f2/foo/ 
MPI_Isend) is represented by separate nodes in the graph.  
 

Explicit loop modeling: In many parallel codes, the exhibited behavioral patterns are 
highly correlated with static program structures such as loops. We explore this feature 
and we model the execution cycles explicitly. We perform a static code analysis to 
detect loops and during run-time we can track and model them explicitly in a TAG. 
We focus only on loops which contain statically determinable invocations of commu-
nication activities and we avoid modeling computational loops due to possible high 
tracing overhead. As a consequence, the multiple executions of a loop are reflected in 
the TAG just by one loop instance just like in the source code.  
 

Execution profiles: We describe the behavior of the program activities with execu-
tion profiles by adding performance data to the nodes and edges. As each activity may 
be executed multiple times, we aggregate the performance data into statistical metrics. 
We use two basic metrics for all the nodes and edges: a timer which measures the 
elapsed virtual time and a counter which counts the number of executions. We also 
calculate min, max, and stddev metrics to track variations. Additionally, we can 
add/remove arbitrary performance metrics to/from any activity.  

2.2   Modeling MPI Communications 

A TAG reflects all the MPI message-passing calls as communication activities. The 
graph contains a node for each MPI activity (e.g. MPI_Send or MPI_Recv), and edges 
between the corresponding send and receive pairs (both for point-to-point and collec-
tive operations), as well as between nodes in a consecutive execution order. We refer 
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to the former as message edges and to the latter as process edges. Message edges 
reflect the causal relationship between the interacting tasks. Additionally, in order to 
reflect the semantics of non-blocking operations, we introduce a completion edge 
which connects the start node of the non-blocking operation with its completion node. 

To model all the communications, we intercept the MPI communication routines 
and capture the call attributes, including type, source, destination, message size and 
others. In order to identify a message edge, we must determine the communicating 
tasks as well as the particular send and receive activities in them. The key idea is to 
match on-line a sender call context, represented by a node in the sender TAG, with a 
receiver call context, represented by a corresponding receive node in the receiver 
TAG. To accomplish this goal, we piggyback the additional data from sender to re-
ceiver(s) in every MPI message. We transmit the current send node identifier and we 
store it in the matching receive node as the incoming message edge. This feature en-
ables us to logically connect TAGs together while maintaining them distributed.  

Finally, in order to capture communication profiles, we track the count and time 
histograms for each message edge individually. 

2.3   Parallel Application Modeling 

To model the execution of an entire MPI application, we collect TAG snapshots from 
all the tasks and we merge them into a new global graph we call the Parallel Task 
Activity Graph (PTAG). This process can be performed periodically, upon demand, or 
at the end of the execution. The merge process is straightforward, as we take advan-
tage of the information stored in the message edges. Each incoming message edge 
contains data that uniquely identify the sender tasks and the corresponding sending 
nodes. For point-to-point calls, the edge stores the individual sender data. For collec-
tive calls (E.g. MPI_Gather, MPI_Alltoall) the edge stores a vector of pairs which 
identifies all the sending tasks and their corresponding node identifiers. 

2.4   Causal Paths 

To enable lower-level analysis, we introduce causal paths: temporary ordered  
sequences of activities. We take into account two types of causality, based on a hap-
pened-before relationship [5]: the sequential execution of the activities within a proc-
ess and the message passing from one activity to the other. Our approach considers 
the on-line, upon demand, detection of paths executed between selected activation and 
deactivation events. Causal paths are in fact recorded event traces which include con-
textual data (such as sender/receiver rank) and performance profiles. Repeatedly  
executed paths are subject to on-the-fly aggregation of performance metrics. For ex-
ample, we may request causal path tracking for a selected loop. Loop entry/exit events 
determine the path boundaries and each unique sequence of activities is identified as a 
separate path. Path profiles include counter and total time spent per path, giving in-
sight for analysis. 

2.5   Model-Based Analysis Techniques 

Our approach enables the assortment of on-line performance analysis techniques. The 
TAG model allows the distributed reasoning about the behavior of individual  
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processes on-line. The model provides a high-level view of execution and enables the 
easy detection of performance bottlenecks and their location in each task. As this 
information is available at runtime, the monitoring could be refined in order to pro-
vide more in-depth views on each problem. By merging individual TAGs we gain a 
global application view, which provides the opportunity to analyze the whole applica-
tion while it runs. This allows the detection of program phases, the clustering of tasks 
by their behavior, the detection of a load imbalance by matching loops between tasks 
and comparing their profiles, and other observations. Some of our model properties, 
such as the causal relationships between activities and the upon-demand detection of 
causal paths, can be used to develop tools for root-cause problem diagnosis. Finally, 
our model can be displayed using visualization tools.  

3   Prototype Implementation 

In this section we describe the prototype implementation of a tool that is able to build 
a performance model of an MPI application on-line, in a distributed way, and without 
access to the application source code. The tool collects and processes the local event 
traces at runtime in each process, building individual TAGs. Then, it periodically 
collects the TAG snapshots and merges them into a global graph.  

Our tool is made up of three main components: the front-end, the tool daemons 
(Dynamic Modeler and Analyzer - DMA), and the run-time performance modeling 
library (RTLib). The front-end coordinates the tool daemons and collects the TAG 
snapshots of the individual tasks by merging them into a PTAG model. It is also re-
sponsible for processing the model, i.e. behavioral clustering. Finally, the front-end 
exports the PTAG into an open graph format GraphML [9]. 

Each DMA is a light-weight daemon based on Dyninst [10] that implements the 
following functionalities: static code analysis, loading of the RTLib library into the 
application process, interception of the MPI routines, instrumentation insertion to 
trace events and to collect performance metrics, process start, periodical capture of 
TAG snapshots, while the program is running, and TAG propagation to the front-end.  

The RTLib library is responsible for the incremental construction of a local TAG. It 
provides implementation of graph manipulation routines optimized for fast insertion 
and constant-time look-ups. The graph and the associated performance metrics are 
stored in a shared memory segment as a compact, pointer-less data structure in order 
to allow the daemon to take its snapshots periodically without stopping the process.  

3.1   Start-Up 

Before the application starts, the tool determines the target functions, a configurable 
set of functions which identify program activities. By default, we configure all MPI 
communication functions as communication activities. However, users may configure 
their own functions of interest to be reflected in the model. Next, the daemon trav-
erses the program static call graph and control flow graphs for selected functions in 
order to select loops which lead to the invocation of target functions.  
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3.2   Dynamic TAG Construction 

Using the RTLib, we maintain a local, partial execution graph (TAG) in each process. 
Starting with an empty graph, we add a new node when a target function is executed 
for the first time or update its node otherwise. To build the TAG, we instrument the 
entry and exit points of each target function. This instrumentation captures the record 
of the executed event. Then, it performs a low-overhead stack walk using unwind 
library [11] to determine the actual call-path and it calculates its signature and looks 
up a hash table to recover the node identifier. Next, the instrumentation invokes the 
RTLib library routine to process the event record. The library updates the graph struc-
ture by adding, if necessary, the node which represents a currently executed activity 
and the edge from the previous activity. Finally, it updates the execution profile of an 
affected node/edge by aggregating the desired performance metrics.  

3.3   Tracking MPI Communications 

In order to model the communications, the tool intercepts the relevant MPI routines to 
propagate the piggyback data from sender to receiver(s). There are several different 
solutions to transmit piggyback data over every MPI communication [12]. However, 
considering the overhead, our observation is that no mechanism outperforms the oth-
ers in any scenario. Therefore, in order to minimize intrusion, we have developed a 
hybrid MPI piggyback technique which combines the existing mechanisms. For small 
messages, we take advantage of the data-type wrapping. For large messages, we send 
an additional message which we found to be much cheaper than wrapping. Moreover, 
we interleave the original operation with an asynchronous transmission of piggyback 
data. This optimization partially hides the latency of the additional send and lowers 
the overall intrusion. Finally, to model non-blocking operations our implementation 
correlates the start of each blocking operation (E.g. MPI_Isend) with its completion 
operation (E.g. MPI_Wait function). For this, we keep track of the opaque MPI re-
quest handles to add the appropriate completion edges. 

4   Experimental Evaluation 

We have conducted experiments with real-world, parallel applications to evaluate our 
approach. We have run our tests on 32-node clusters at the WCSS1, made up of dual 
Itanium 2 processors running Linux and connected via Infiniband network. We have 
built our prototype tool with the publicly available version of OpenMPI 1.2.2 [13]. 

In this paper, we present the results using two scientific MPI applications: NAS LU 
Parallel Benchmark and XFire Simulator. NAS LU [14] is a simulated CFD applica-
tion benchmark which employs symmetric successive over-relaxation scheme to solve 
a regular-sparse, lower and upper triangular system. LU is written in Fortran and 
represents a typical SPMD code. XFire is a forest fire propagation simulator [15] 
which calculates the next position of the fireline considering the current fireline  
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position and a set of different aspects such as weather, vegetation and topography. 
This application represents a typical master/worker code written in C++. 

NAS LU Benchmark: The model of B-class LU benchmark executed on 8 proces-
sors is shown in Figure 2.  Our tool needed 17±2 seconds at start-up and caused 
4%±0.5 of runtime overhead. The exported model size was 274KB (514 nodes, 538 
process edges, and 340 message edges). The first observation is that the program 
exhibits three main phases of execution. In the first phase, task 0 broadcasts initial 
data to other tasks. Next, a wave-like communication takes place when each task 
exchanges data with its neighbours. The pattern suggests a 2D decomposition and we 
can identify border tasks and tasks with all the neighbours. Afterwards, all the tasks 
synchronize on the barrier. The second phase is the main loop made up of 250 itera-
tions. In each iteration the tasks execute two loops to receive data from the corre-
sponding 2D neighbours, perform local calculations and finally respond back. In the 
final phase, the application performs a number of reductions and terminates. The 
performance metrics show a relatively good load balance as most of the time is spent 
on calculations and there are no signs of communication inefficiencies.  

 

Fig. 2. PTAG visualization of the NAS LU benchmark code 

XFire: Figure 3 presents the model of XFire executed on 32 processors (463 nodes, 
470 process edges, and 217 message edges). Our tool needed 16±1 seconds at start-up 
and caused 0.8%±0.2 of runtime overhead. We may observe two types of tasks: task 0 
(master) and a set of tasks with similar behaviour (slaves). The model indicates three 
phases of execution. We can interpret the first phase as an initialization, including 
synchronization and distribution of 64MB data from master to slaves. The next phase 
is the main loop. In each iteration, the master sends requests to the slaves, waits for 
the answers, and finally performs some calculations. Each slave waits for the requests, 
processes them and responds. Finally, we observe the coordinated termination phase. 
The performance metrics reveal the existence of severe bottlenecks in the second 
phase. The red MPI_Recv node in the master (77.4% of total time) indicates a bored 
master waiting for calculating slaves. The green MPI_Send nodes in the slaves reveal 
inefficiency (20.8%) which is caused by master calculations at the end of each itera-
tion. This indicates that potential optimizations could bring significant benefits.  
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Fig. 3. PTAG visualization of the XFire master/worker code 

We have evaluated the overheads caused by our prototype tool in the following way.  
 

Offline start-up overhead: At start-up, each tool daemon performs four actions. 
First, it connects to the front-end. Second, it parses the program executable using 
DynInst. The cost of this action depends on the executable size. For 1MB executables, 
this action took about 4-5 seconds, delaying part of its cost due to lazy parsing. Third, 
the daemon starts the application process, loads the RTLib library (160KB), parses it 
and performs initialization. This took approximately 7-8 seconds. Fourth, it instru-
ments the executable. This includes wrapping selected MPI calls, and inserting in-
strumentation. This cost depends on the number of used MPI calls and the number of 
predefined activities and loops. The evaluated applications had from to 6 to 24 calls 
and the duration varied from 3 to 11 seconds. To summarize, the total start-up cost is 
constant for a given executable. In our case, the cost varied from 14 to 19 seconds.  
 

On-line TAG construction overhead: Includes the runtime cost of executing event 
tracing instrumentation, walking the stack, finding a call-path identifier in the hash 
table, and updating the graph nodes, edges and metrics. The penalty is nearly constant 
and in our experiments it varied from 4 to 6 μs per instrumented call. The overall cost 
depends on the number of communication calls and the relevant loops entries/exits. 
 

On-line TAG sampling overhead: Each daemon periodically samples the TAG. In 
order to take a snapshot, the daemon simply copies a contiguous block of memory 
shared with the application process to its local memory. The cost of this action de-
pends on the graph size, which in turn reflects the program structure. In our experi-
ments, the sampling overhead was between 40-50 μs per snapshot. Besides that, the 
cost of a simple TAG traversal was about 1500-1700 μs.  
 

On-line MPI piggyback overhead: This includes the cost of wrapped MPI calls,  
datatype wrapping overhead for small payloads and the cost of sending an extra mes-
sage for large payloads. We have compared results of SKaMPI Benchmark [16] for 
original MPI and MPI with a piggyback mechanism. As illustrated in Figure 4, for 
point-to-point operations the overhead is nearly constant and it decreases from 10% 
for messages smaller than 1KB to 2% for 1MB messages. We have observed similar 
effects for collective operations where the overhead varied from 15% to 0.5%.  
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Fig. 4. MPI piggyback overhead for send-receive pattern (left) and all-to-all pattern (right) 

5   Related Work 

The concept of the detection of causal execution flows for cause-effect inference has 
been recently studied in an automated problem diagnosis thesis [17]. This approach 
collects function-level control-flow traces, while our modeling technique aggregates 
repetitive patterns, yet preserving probabilistic causality. Our work is also related to 
communication pattern extraction and runtime MPI trace compression techniques 
[18]. These approaches use pattern matching in order to dynamically discover repeat-
ing communication structures in an MPI event graph. This work is different in that it 
uses statically determined loops in order to find pattern boundaries. Our on-the-fly 
trace analysis is lossy, as it uses aggregation and builds statistical profiles.  

There are also similarities between the techniques presented here and the critical 
path profiling [8]. This approach builds an execution graph at runtime by tracking 
communications and piggybacking data over MPI messages. While it focuses only on 
critical path extraction made up of individual events, our approach differs by captur-
ing all the executed paths together with their statistical execution profiles.  

6   Conclusions and Future Work 

In this paper, we have presented an on-line performance modeling technique and its 
prototype implementation, which automates the discovery of causal execution flows, 
made up of communication and computational activities, for arbitrary message-
passing parallel programs. We have demonstrated this ability in two real-world MPI 
applications. The model of both applications reveals details about their behavior and 
structure, without requiring an explicit knowledge or a source code. 

As a future work, we are planning to improve the scalability of our tool to perform 
tests thousands of processors. For this purpose, we are planning to replace the global 
front-end by a tree-based overlay network infrastructure for scalable TAG collection. 

Moreover, our approach seems to be a promising technique for the development of 
new on-line diagnosis techniques, which may further automate the performance un-
derstanding process. We will use this modeling technique as the basis of our investi-
gation on automated root-cause performance analysis. 
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