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Abstract. Current many-core architectures (MCA) have much larger arithmetic
to memory bandwidth ratio compared with traditional processors (vector, super-
scalar, and multi-core, etc). As a result, bandwidth has become an important
performance bottleneck of MCA. Previous works have demonstrated promising
performance of MCA for dense matrix operations. However, there is still little
quantitative understanding of the relationship between performance of matrix
computation kernels and the limited memory bandwidth. This paper presents a
performance model for dense matrix multiplication (MM), LU and Cholesky de-
composition. The input parameters are memory bandwidth B and on-chip SRAM
capacity C, while the output is maximum core number Pmax. We show that Pmax �

�(B �
�

C). Pmax indicates that when the problem size is large enough, the given
memory bandwidth will not be a performance bottleneck as long as the number of
cores P � Pmax. The model is validated by a comparison between the theoretical
performance and experimental data of previous works.

Keywords: performance model, many-core architecture, dense matrix, memory
bandwidth.

1 Introduction

The advancement of semi-conductor technology makes it possible today to integrate
large number of processing cores on a single chip to exploit massive parallelism. The
many-core architecture (MCA), which meets the demand well, has caught intensive
attention and is evaluated extensively by both academia [1,2,4,5] and industry [3] in re-
cent years. An important problem of MCA, as compared with traditional architectures,
is the large arithmetic-to-bandwidth ratio. We define the FLOP�Word (64bit) as the ra-
tio between the theoretical peak performance (GFLOPS�s) and peak memory bandwidth
(WORDS�s) of the processor. The FLOP�Word ratio of Merrimac [4], IBM C64 [2,8,6]
and Godson-T [5] are 50:1, 20:1 and 24:1, respectively. The ratio is an order of magni-
tude higher than vector processors (1:1) [4] and much larger than conventional micro-
processors (between 4:1 and 12:1) [4]. Obviously, memory bandwidth has become an
important performance bottleneck of MCA.
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Despite the bandwidth limitation, many previous works [2,8,7,6] have demonstrated
promising performance potential for many computation kernels. Bibardi et al. [11] ex-
plored the optimal partition of chip area between computation and storage for Quantum
Chromo Dynamics (QCD). However, there are few quantitative study of the relation-
ship between performance of matrix computation kernels and the limited memory band-
width. In this paper, we present such a performance model, which studies the impact of
bandwidth constraint on the eÆciency of cores, and thus on application performance,
in a quantitative approach. Specifically we answer the following question: From per-
formance perspective, for the given memory bandwidth (B), on chip SRAM size (C)
and the computation structure of an algorithmic kernel, what is the maximum number
of cores (Pmax) that can be supported without sacrifice of eÆciency? We choose three
typical dense matrix kernels, namely MM, LU and Cholesky to investigate this problem
for two reasons. First, all kernels are important in high performance scientific comput-
ing and have high data reuse. Second, although related works [6,7] have demonstrated
high performance of MM and LU on IBM C64, we are interested to know whether more
cores can be supported with each core achieving peak performance.

The main technical idea of this paper is software controlled data orchestration,
namely, developing a systematic way to schedule data transfer between the processor
and memory in order to overlap the memory latency with computation time as much as
possible. The rest of the paper is organized as follows. Section 2 presents an abstract
MCA model. Section 3 formalizes the problem into a mathematical model. Section 4
develops the performance model, discusses the implication of the model and compares
it with previous experimental results [6,7]. Section 5 concludes this paper.

2 The Abstract Many-Core Architecture

This section presents an abstract MCA, as shown in Fig.1. The basic architecture is
enough to represent current typical MCAs [2,3] in that it consists of many processing
cores (PE in Fig.1) with limited memory bandwidth. The MESH network topology and
additional architectural support for eÆcient data orchestration (Section 3) are necessary
to make quantitative study of bandwidth constraint on performance possible. There are
several important features to note.

Each PE is a standard processing core with a floating point unit and a group of scalar
functional units. Each core contains a piece of software managed scratch-pad memory
(SPM). An important observation is that for MM, LU and Cholesky kernels, if input
data are already in SPM, careful scheduling of operations can achieve near theoretical
performance on the PE. Let � be theoretical to peak performance ratio, which for Intel
Polaris [3], IBM C64 [2], Godson-T [5] and superscalar processors [10] are 0.5, 0.5,
0.5 and 1.0, respectively. We can view � as a metric for measuring the theoretical PE
eÆciency. In this paper we assume � � 1 for MM, LU and Cholesky.

The memory hierarchy consists of three layers: DRAM, global shared memory
(SRAM BANK1�4) and SPM of PEs. Global shared memory is also explicitly soft-
ware managed. The entire memory hierarchy provides programmers with tremendous
flexibility for performance optimization.
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Fig. 1. The abstract many-core architecture

There are logically two on-chip networks, the PE network and the memory network,
both of which can be exploited to achieve high performance. The PE network is tar-
geted for fast on chip inter-PE synchronization. And the memory network facilitates
highly eÆcient data orchestration. Each router (denoted as R in Fig.1) has a dedi-
cated programmable data transfer agent (DTA) to move data between PEs and global
shared memory eÆciently. The DTA includes dedicated architectural support, such as
row�column data multicast, gather�scatter, etc, to help programmers improve data local-
ity. The basic operation of DTA is similar with normal DMA controllers.

3 Problem Formulation

In this section, we formulate the problem based on the explicit latency hiding model1

developed in [8]. We assume the whole program execution can be partitioned into n
steps, and each step i consists of three operations: load the input data required by current
step of computation, computation, write the result produced by current step back into
memory if necessary. We use TMi, TCi, and TSi to denote the time required by loading
the input data, computation and storing results back to memory, respectively.

The fundamental concept of explicit latency hiding model is to overlap computation
and memory reference in a pipeline manner to hide memory latency, as shown in Fig.2.
We assume computation of each step can not start until all required data has been loaded

Time

TC1

TM1

TC2

TM2 TM3

TCn

TMn

TCn-1

TS1 TS2 TSnTSn-1

Fig. 2. The explicit latency hiding model

1 The explicit latency hiding model in this paper is also known as double-bu�ering or triple
bu�ering in this field.
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into the SPM of the PE. We define e�ective latency as the memory latency that could
not be overlapped by computation time. Lets first define an operator d(x� y) as follows:

d(x� y) �

�������
y � x� y � x

0� otherwise

Formally, we define the inter-step e�ective latency of step i (1�i�n) by function f (i):

f (i) �

�������������������������

d(0� T M1)� i � 1

d(TC1� T M2)� i � 2

d(TCi�1� T Mi � TS i�2)� 3 � i � n

d(TCn� TS n�1)� i � n � 1

d(0� TS n)� i � n � 2

Each execution step i is performed in parallel by all cores within the processor. Be-
cause of inter-core synchronization, there may be memory latency that could not be
hidden within the step i. This latency, denoted as IS ELi, is defined as the intra-step
e�ective latency of step i. Note that TCi is the sum of the computation time and IS ELi.
We define memory to computation ratio (MCR) as the ratio between data transfer time
and computation time of the program:

MCR �

�n
i�1 (T Mi � TS i)�n

i�1 TCi
(1)

MCR is not a direct metric to quantitatively measure the impact of memory bandwidth
constraint on PE eÆciency, because computation usually overlaps with data transfer to
improve performance. We introduce e�ective memory to computation ratio
(EMCR) to meet this purpose. More precisely, we define:

EMCR �

�n
i�1 ( f (i) � IS ELi)�n

i�1 TCi
(2)

Due to the limited memory bandwidth of MCA, a key challenge for optimizing MM,
LU and Cholesky is to schedule data transfer eÆciently to minimize EMCR. If the PE
number is small, the memory bandwidth is high enough that EMCR � 0 for suÆciently
large problems. And it is possible that all PEs achieve near theoretical performance
through code optimization. This explains why traditional architectures achieve peak
performance for dense matrix kernels [10]. Let B, C and P be the memory bandwidth,
on-chip memory size and processing core number, respectively. n is a monotonically
increasing function of problem size, and TCi, T Mi, TS i, IS ELi all are functions of B
and C. The problem can thus be formalized as follows: Finding out the maximum Pmax

such that

lim
n���

EMCR � 0�
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4 The Performance Model

Table 1 summarizes important parameters of the model. Note that C denote the capacity
of the SRAM BANK1� 4 in the abstract MCA shown in Fig.1, not including SPM of
individual PEs. The memory bandwidth B represents peak load bandwidth which is
normalized as maximum number of doubles (64 bits) that can be fetched in to chip per
processor cycle on average. Note that B is a compound metric which depends on many
factors, including processor�FSB frequency, the number of on chip memory controllers,
DRAM access latency, etc. For example, the normalized load bandwidth B for IBM
C64 and Itanium2 [10] are 4 and 0.5, respectively. We assume the data path width of
both memory network and PE network are the same (W).

Table 1. Key parameters required by the model

Name Description
C Capacity of global shared memory (64 bit words)
P Number of PEs
B Normalized load bandwidth (words�processor cycle)
W Data path width of on chip network

4.1 Matrix Multiplication

Blocking is proved to be an eÆcient way to improve data locality for matrix operations.
Previous blocking algorithms generally rely on cache or register tiling to exploit locality
[6,7]. This approach is eÆcient, but is highly empirical. In this paper we propose a
systematic data orchestration approach on our abstract MCA. The key idea is to overlap
block computation of PEs and data transfer on the memory network explicitly in a
rhythmic and manageable way.

The first step is to partition the N � N MM problem into sub-problems small enough
(M � M) that can be solved entirely on chip. Let q � N

M , we have Ci� j �
�q�1

k�0 Ai�k � Bk� j.
Therefore, the N � N MM problem is partitioned into q3 smaller M � M MM sub-
problems. We call each sub-problem an M-step. Since the abstract MCA allows simul-
taneous operation of PEs (computation) and DTAs (data transfer), it is reasonable to
overlap the execution time of previous M-step computation (Tc�mm) and the data trans-
fer time (Tm�2) of the next M-step. In order to minimize memory traÆc, we schedule
all M-steps in such a way that each step shares a matrix with each of its adjacent steps.
For each M-step i, we have TCi � Tc�mm and Tm�2 � T Mi�TS i, where T Mi is the time
required to load two matrixes to the global shared memory. Note that there are only
q2 resultant matrix blocks. Therefore q2 of q3 M-steps need to store a matrix block to
memory, otherwise TS i � 0. When the problem size is large, we can ignore the e�ect
of store traÆc, and use T Mi to approximate Tm�2:

Tm�2 �
2 � M2

B
(3)

At any time, there are at most five M � M matrixes on chip, 3 for matrix multiplication
and 2 for input data of the next M-step. So we have:
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5 � M2 � C (4)

In Equation (3) the data type of matrix elements are assumed to be double. In Equation
(4) C is normalized to the number of matrix elements.

Now it’s time to derive Tc�mm. Each M-step is performed in parallel by all PEs on
chip. Let p �

�
P and b � M

p .We partition each M � M matrix into P blocks of size

b � b, with each PE responsible for computing one block. There are totally p3 block
multiplications (B-steps), and each PE needs to perform p B-steps. For the same reason
with M-steps, it should be reasonable to overlap the execution time of previous B-step
computation (Tc�blk) and the data transfer time (Tm�blk) of the next B-step. It is important
to note that for each B-step there is much degree of data sharing between di�erent PEs,
that is, a shared block is used by either the same row of all PEs or the same column of
all PEs. Recall that DTA has row�column data multicast support for such pattern of data
sharing. For the abstract MCA, we have:

Tc�blk � 2 � b3 (5)

Tm�blk �
2 � b2

W
� p (6)

The explicit latency hiding model requires that all data being loaded into private mem-
ory of each PE before a B-step starts computation. In our abstract MCA, PEs do not
have floating point multiply-add unit. And Each B-step requires b3 multiply and add
operations. We ignore the overhead cycles of control and bookkeeping instructions in
Equation (5) for simplicity of the model without sacrificing accuracy.

Equation (6) gives the worst case latency for loading a matrix block from SRAM
BANK to PEs’ private memory, because the block is shared by either the same row
or the same column. The data path width of memory network W is normalized to the
number of matrix elements per cycle. A network hop between adjacent PEs is assumed
to be one cycle.

Now we derive the e�ective memory computation ratio of MM (EMCRmm). First,
we identify the conditions that the MCA must satisfy to make Tc�blk � Tm�blk hold. The
in-equality is equivalent to

2 � M

p
� M2

p2
�

2

W
� M2

p2
� p (7)

We assume w � 1 (The data path of on-chip network should be at least 64 bit wide).
And let C � 2�5MB [2,6,7], by Equation (4) we have M � 256. It is hard to imagine
current memory system technology can support 4096 PEs, thus we assume p � 32. It
can be easily verified that Equation (7) is true for W � 1,M � 256, and p � 32.

This simple analysis justifies two important intuitions: (a) On-chip bandwidth is
much higher than o�-chip DRAM bandwidth. (b) The on-chip bu�er size C should
be large enough to hold a reasonably large work set to hide on-chip memory latency.
Since assumptions we make of MCA here are well within the reach of current technol-
ogy, it is safe to ignore the overhead incurred by on-chip memory latency (IS ELi � 0).
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The execution time of an M-step can be written as follows

Tc�mm � Tc�blk � p �
2 � M3

p2
(8)

Recall the definition of e�ective memory computation ratio (EMCR) in Equation
(2), when the problem size N is large enough, we have:

EMCRmm �
f (
�q3

i�1 Tm�2�
�q3

i�1 Tc�mm)
�q3

i�1 Tc�mm

� (9)

If p is small, we have Tm�2 � Tc�mm, and EMCRmm � 0. Otherwise if p is large
enough, we have Tm�2 � Tc�mm, and EMCRmm � 0. The problem is thus to find maxi-
mum Pmax such that when N � �� (which implies q � ��):

Tm�2

Tc�mm
� 1� (10)

Since P � p2, from Equations (3), (4), (8) and (10) we have:

Pmax �
1
�

5
� B �

�
C� (11)

4.2 LU and Cholesky Decompositon

Since the computation structures of LU and Cholesky are similar, we only discuss LU in
this section. The result obtained from LU holds for Cholesky as well. For LU problem,
we divide the original N � N matrix into q � q sub-matrixes, partitioning the problem
into a series of block matrix operations (M-step) with each operating on M �M (q � N

M )
matrixes [6]. There are four types of block operations in an M-step: (a) Factor-step.
Given matrix A, compute lower triangular matrix L and upper triangular matrix U such
that A � L�U. (b) Lower-step. Given matrixes A and lower triangular matrix L, compute
the matrix L�1 � A. (c) Upper-step. Given matrixes A and upper triangular matrix U,
compute the matrix A � U�1. (d) Schur-step. Given matrixes A, B and C, compute the
matrix C � A � B.

The idea here is same with MM: overlapping the execution time of the previous M-
step with the data transfer time of current M-step and parallelizing each M-step among
all PEs. The Schur-step is the same with MM and is discussed before. We next derive
the execution and data transfer time of other types of M-steps.

The Upper-step is embarrassingly parallel. We partition the M � M matrix A into P
blocks of size (M � M

P ) by column, with each PE responsible for computing one block.
All PEs share the same upper triangular matrix U and perform the same operations
with di�erent data. Hence, the computation time (Tc�u) and the time required to fetch
the shared triangular matrix U into the farthest PE’s private memory (Tm�u) can be
written in Equations (12) and (13), respectively.

Tc�u � M2 � M

P
(12)
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Tm�u �
M2

2 � W
� p (13)

In Equation (12) we ignore the negligible overhead of each core for the same reason
with Equation (5). The Lower-step requires less computation than the Upper-step. But
they are the same with respect to parallelization. The computation time (Tc�l) and the
data transfer time (Tm�l) of triangular matrix L are given in Equations (14) and (15),
respectively.

Tc�l � (M2 � M) �
M

P
(14)

Tm�l �
M2

2 �W
� p (15)

For the Factor-step, we partition the M � M matrix into blocks of size p � p, with each
PE responsible for one block. When a block is finished, the corresponding PE is idle
for the rest of the time within current M-step. Although this approach is less optimal
than load balanced schemes in [7], it is simple and intuitive. Moreover, as will be shown
shortly, a little load imbalance in the Factor-step does not e�ect the main result of the
model. The execution time of Factor-step is given in Equation (16).

Tc�lu � p � (
b�1�

i�1

(2 � i2 � i)) � (p � 1) � b3 (16)

There are p iterations to perform a Fator-step [7]. Data dependences exist between
di�erent blocks within iteration and between adjacent iterations as well. We do not
overlap computation and data transfer for Factor-step, that is, each PE waits until all
required blocks have been transferred to private memory then starts computation. The
data transfer time (Tm�lu) is thus given in Equation (17):

Tm�lu �

p�1�

i�1

2 � (
b2

W
� p � i) (17)

Let Tm�1 be the time required to transfer one M*M matrix between DRAM and the
processor. From Equation (1) and the dependence graph of LU, we have

MCRlu �

�q�1
i�1 (Tm�1 � Tm�lu � 2(q � i) � Tm�1 � (q � i)2 � Tm�2)

�q�1
i�1 (Tc�lu � (q � i) � (Tc�l � Tc�u) � (q � i)2 � Tc�mm)

(18)

Note that q � N
M , where M is the maximum problem size that can be hold in on-chip

SRAM banks. Hence,	� � 0�
Nt � 0, such that � MCRlu � Tm�2
Tc�mm

�� � for N � Nt.

In other words, for suÆciently large problem size Nt, we have MCRlu �
Tm�2
Tc�mm

and

EMCRlu �
f (Tm�2�Tc�mm)

Tc�mm
. From (9) and (10) we know Pmax �

1�
5
� B �

�
C.
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4.3 Discussion of the Model

The result, Pmax � �(B �
�

C), is a little surprising and deserves some explanations.
First, the same result applies for MM, LU and Cholesky, as long as the problem size
is large enough. The reason is that execution time of all computation kernels are dom-
inated by MM for large problems. Second, Pmax is proportional with respect to B, be-
cause all kernels have high degree (O(N)) of data reuse.

A direct corollary of the model is that, if P � Pmax, the abstract MCA achieves
theoretical performance. This result is justified by the experimental results in [6] for
MM problem. Venetis and Gao [7] conduct a series of optimizations for LU on IBM C64
architecture, and the result is that only 50% of eÆciency can be achieved for 4096*4096
matrix. According to our model, there are two reasons: (1) Data orchestration based on
empirical approach is not e�ective enough to hide memory latency for MCA; (2) the
problem size is not large enough to observe higher eÆciency.

A related interesting question to ask is: for dense matrix operations such as MM, LU
and Cholesky, how much theoretical potential does current memory system technology
provides for MCA? Previous works [2,6,7,8] present IBM C64 design with 5MB of
on-chip memory (half is used as global shared memory) and 16GB�s memory band-
width, thus Pmax � 1024. The potential is huge and it is not surprise that 64 thread
units can achieve theoretical performance (which is approximately half of the peak
performance) [6].

5 Conclusion

Current MCAs have a common problem, that is, the arithmetic-to-bandwidth ratio is
larger than conventional processors. In this paper, we present a theoretical analytical
model to quantitatively evaluate the impact of memory bandwidth on the performance
of dense matrix operations, namely MM, LU and Cholesky. For the given the memory
bandwidth B and on-chip SRAM capacity C, we derive the maximum number of cores
Pmax � �(B �

�
C), such that if P � Pmax, the limited memory bandwidth is not a

performance bottleneck when the problem size is suÆciently large. We validate the
model by comparing the theoretical results with previous experiment results.

Although the model implies good potential performance for dense matrix opera-
tions, for memory bound computations, bandwidth may still be a bottleneck. Better
memory system technologies are expected to solve the problem for coming generations
of MCA.
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