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Abstract. An open question in chip multiprocessors is how to organize
large on-chip cache resources. Its answer must consider hit/miss laten-
cies, energy consumption, and power dissipation. To handle this diversity
of metrics, we propose the Amorphous Cache, an adaptive heterogeneous
architecture for large cache memories that provides new ways of config-
urability. The Amorphous Cache adapts to fit the code and data by
using partial array shutdowns during run-time. Its cache configuration
can be resized and the set associativity changed. Four reconfiguration
modes can be used, which prioritize either IPC, processor power dissi-
pation, energy consumption of processor and DIMM memory module,
or processor power2×delay product. They have been evaluated in CMPs
that use private L2 caches and execute independent tasks. When one of
the cores of a CMP with 4-MB L2 shared-cache is used as baseline, the
maximum average improvements in IPC, power dissipation, energy con-
sumption, and power2×delay achieved by a single core with 2-MB private
L2 Amorphous Cache are 14.2%, 44.3%, 18.1%, and 29.4% respectively.

1 Introduction

Future chip multiprocessors (CMPs) will require innovative designs of on-chip
memory hierarchies. One of the options in the design of a CMP for taking advan-
tage of the increase of transistor count in the chip consists in including a larger
cache [5]. Increasing on-chip wire delays and leakage power will influence on how
this large storage should be organized if latency and power must be minimized.

Based on the observation that the aim of a large cache is to reduce memory
related stalls rather than to reduce misses, and that the best cache configu-
ration depends on program and design constraints, we propose a reconfigurable
architecture for large on-chip cache memories called Amorphous Cache. Our con-
tributions are the following: [A] We introduce a novel reconfigurable cache that
uses partial array shutdowns during program execution (Section 2). It adapts
the best cache architecture to the needs of different programs after chip fabrica-
tion. [B] Several actual layouts were created using a 130-nm CMOS technology
in order to determine the impact of reconfiguration logic on architectural met-
rics (Section 3). [C] Four reconfiguration modes are defined, which prioritize one
of a set of architectural metrics: IPC, processor power dissipation, energy con-
sumption of processor and DIMM memory module, or processor power2×delay
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product. These modes offer distinct trade-offs between performance improve-
ment and energy usage. They have been evaluated in CMP processors that use
private L2-caches and execute independent tasks. When one of the cores of a
CMP with 4-MB L2 shared-cache is used as baseline, a core with 2-MB pri-
vate L2 Amorphous Cache can provide at the same time higher performance,
lower power dissipation and lower energy consumption (Section 5). Other three
sections describe the experimental methodology, related work and conclusions.

2 Reconfigurable Cache

In this section, we describe a specialized reconfigurable circuit for CMP caches
(shared or private) called Amorphous Cache (AC). The term amorphous is moti-
vated by the fact that the range of cache configurations, critical paths and power
consumptions is not homogeneous. The integrated circuit is organized into an
array of heterogeneous blocks called subcaches, which are selectively connected
to the external ports by programmable pass gates called interconnection gates.
All disconnected sub-caches are powered-off. This circuit includes configuration
registers that store configuration bits. The AC cache implements different cache
organizations by overwriting the configuration registers. Fig. 1 shows the basic
architecture of a 2-MB Amorphous Cache.

Fig. 1. Structure of the reconfigurable Amorphous Cache

An interconnection gate is composed of a pass gate and the X 1-bit register. It
connects or disconnects the local port of a subcache to intermediate wires, which
are connected to the input/output port of the AC cache. We propose using the
programmable interconnection gates to selectively aggregate the heterogeneous
sizes of subcaches to adapt the cache to the needs of program working-sets.

The subcaches are based on the classical organization of CMOS cache mem-
ories. Each of them consists of four cache subarrays called tags-data, which are
4-way set-associative caches with 256-byte blocks. The Y 2-bit register deter-
mines its set associativity. Three different set associativities can be selected:
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4-, 8- and 16-way, while the full capacity of the subcache is utilized. Depending
on the address bits address[INDEX+], one tags-data subarray is activated by one
of the address pre-decoder outputs (CE) and acceded with the common index:
address[INDEX]. We assume that the critical paths of the tags-data subarrays
are the same as proposed by Zhan et al [16]. They argued that by increasing the
sizes of certain transistors, the critical path inside the tag and data arrays is not
affected by the pre-decoder output signals. The address bits connected to the
pre-decoder and tag-data subarrays depend on each subcache because different
subcaches offer different sizes. The cache tag bits address[TAG] used to check for
a match also depend on the cache configuration. The V 3-bit register indicates
which tag bits are used to determine hit or miss.

Our design takes into account six subcaches with sizes that vary from 64 KB
to 1 MB. When all subcaches are powered on, which is indicated by the W 1-bit
register, the total cache size is 2 MB. In this paper, we evaluate 18 tuneable cache
configurations of the AC cache with the following range of capacities: from 64
KB to 2 MB, which can be either 4-, 8- or 16-way set-associative. The subcaches
that are not required for a determined cache configuration are powered-off by
using the Z 1-bit register. Each subcache has an independent power ring which
can be selectively connected to the voltage supply.

The Amorphous Cache can be reconfigured either dynamically, after each
instruction or temporal interval, or statically, before a different program begins
fetching instructions. Dynamic reconfiguration is outside the scope of this paper
and will be evaluated in future papers. In the rest of paper, we assume that
the Amorphous Cache is statically reconfigured. This is done by software in two
phases called Learning and Actuation. The Learning Stage is executed for each
program during profiling time, in which the software calculates the performance
and energy usage from the measures made by internal processor counters, which
monitor clock cycles, cache hits, and cache misses. This task is repeated for each
tuneable cache configuration. After that, each program is associated with the
best cache configuration, which in turn, could be distinct if a different prioritized
metric is selected at profiling time: IPC, energy, etc. In the Actuation Stage, the
prioritized metric is indicated by software, the corresponding cache configuration
is picked, and the AC cache is reconfigured before running the program.

3 Physical Implementation

The hit latency, dynamic energy, and leakage power of the tuneable cache config-
urations vary significantly. We created several VLSI circuits using the standard-
cells design methodology to determine as accurately as possible the impact of
the extra circuitry of the AC cache on these parameters. Fig. 2 shows the layouts
of a 256-KB conventional cache memory and the 256-KB subcache of the AC
cache. We used Synopsis Design Compiler [13] to synthesize different VHDL de-
signs into technology-dependent netlists, and Cadence Encounter SoC tools [4] to
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perform automatic placement and routing of the full-chips from the netlists that
allowed us to make the temporal and power analysis of the layouts. The tech-
nology we used was UMC 130-nm CMOS with 8-metal layers and 1.2 V power
supply [15] through the Europractice university program [6]. A SRAM com-
piler from Virtual Silicon Technology was used to generate single-port SRAM
modules. Using Cadence Encounter, we measured the access time, dynamic ac-
cess energy, and leakage power of various conventional baseline caches and the
equivalent configurations of the Amorphous Cache.

Fig. 2. Physical layouts of: (1) a 256-KB 8-way set-associative conventional cache mem-
ory; (2) the 256-KB subcache of the Amorphous Cache. (a) Placed SRAM blocks and
the critical path of the routed layout, (b) power graph, (c) routed layout.

We observe that the additional transistors required by the Amorphous Cache
are mainly used in the tag memories, configuration registers, address pre-
decoders, and selection logic at the output of the comparators. The amount
of additional transistors in the layout of the 2-MB AC cache relative to the lay-
out of a 2-MB baseline cache is lower than 0.5%. The circuits of the critical paths
that are affected by the specialized reconfigurable architecture are the address
pre-decoders, comparators, multiplexer drivers, and wire lines connected to the
input address and output data.

An architectural model for the AC cache is required for detailed simulations
of complete processors. We used the results obtained from the physical layouts
to scale the values provided by CACTI 4 [14] for conventional cache memories.
Table 1 contains the access time, dynamic access energy and leakage power for
each cache configuration of the 70-nm AC cache using a 4-GHz clock. They
were obtained by taking the original values provided by CACTI and adding the
respective percentages measured in 130-nm.
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Table 1. Configurations of a 2-MB Amorphous Cache for a 4-GHz clock and λ=70
nm. Legends: at is cache access time, ae is dynamic access energy, lp is leakage power

AC
Configuration

at
[cycles]

ae
[nJ]

lp
[mW]

AC
Configuration

at
[cycles]

ae
[nJ]

lp
[mW]

64KB 4-way 4 0.12 302.05 512KB 8-way 6 1.48 2555.02
64KB 8-way 4 0.23 313.77 512KB 16-way 7 2.99 2585.60
128KB 4-way 4 0.23 603.77 1MB 4-way 10 1.19 4973.29
128KB 8-way 4 0.46 622.80 1MB 8-way 9 3.00 5033.59
256KB 4-way 5 0.31 1219.07 2MB 4-way 17 3.61 10796.20
256KB 8-way 5 0.60 1259.01 2MB 8-way 17 6.82 11401.20
256KB 16-way 5 1.16 1292.20 2MB 16-way 17 13.38 12085.70

Since the Amorphous Cache is a reconfigurable circuit, it requires temporal
and power overheads that are proportional to the number of conguration bits.
For the Amorphous Cache shown in Fig. 1, each one of its six subcaches has
seven conguration 1-bit registers, in addition to the 21 1-bit registers of the
interconnection gates; i.e., 63 1-bit configuration registers determine the cache
configuration of the AC. They are loaded before programs begin execution. As-
suming that these bits are serially loaded from an on-chip ROM memory with
a 800 MHz conguration clock signal, the reconguration time of the Amorphous
Cache is 0.08 μs; i.e. 320 penalization cycles for a clock speed of 4 GHz. This tem-
poral overhead was considered in our architectural simulations. Furthermore, we
also considered the additional 5 μJ energy consumed by the Amorphous Cache
in each cache reconguration. The amount of leakage power dissipated by the
configuration registers and associated circuits was assigned the value of 10 mW.
In the rest of paper, the Amorphous Cache is evaluated when it is used as private
L2 cache memory in a CMP.

4 Experimental Methodology

We evaluated a baseline core in a L2 shared-cache CMP (see Table 2) and a
core with private L2 Amorphous Cache. The L1 and L2 caches of the baseline
system were carefully selected to reflect the cache configuration of a current
dual-core shared-cache CMP. Seven architectural metrics were used: IPC, L2
miss rate, static and dynamic energy consumption, static and dynamic processor
power dissipation, and power2×delay product. We decompose the total energy
consumed by a core into the energy consumed by the L2 cache and the energy
consumed by the rest of processor. The dynamic energy in each L2 access and
the L2 leakage power for each adaptive and non-adaptive cache configuration
were provided by CACTI 4 for a 70-nm technology [14] and the AC cache
model described above. For the rest of processor, we assume that the energy
consumptions are proportional to the respective values consumed by the baseline
4-MB L2 cache. This proportionality for the dynamic energy was determined by
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using Wattch simulator [3], and factoring its results to reflect the realistic dy-
namic energy breakdown of the 130-nm 1MB-L2 AMD Athlon 64 processor [11].
Based on the leakage power breakdown of this Athlon processor, we assume that
the leakage power dissipated by the rest of processor is 1.5X times the leakage
power dissipated by the baseline L2 cache. Since the baseline processor except
L2 remains identical, its dynamic and static energy is considered constant dur-
ing all experiments. We also use an execution-driven simulator that models the
Alpha ISA to determine execution time and cache activity.

Table 2. Baseline out-of-order processor configuration integrated in a CMP

Operating Frequency 4 GHz
CMOS Technology λ = 70 nm, Power supply= 1.2 V.

Fetch Engine Decoupled, pipeline stages: 8, fetch queue: 16-entry
Instruction and Data

Cache
16KB+16KB, line-size: 64B, 8-way, LRU, at: 3-cycle,
MSHR: 32-entry, 2-port, early-start, ae: 0.037
nJ/access, lp: 70.5 mW

Branch Predictor Gshare 64K-entry, 2-bit counters; BTB: 512-entry,
8-way; minimum miss-prediction penalty: 17 cycles

Decode/Issue/Retired Up to 8 instructions per cycle; issue queue: 48-entry;
reorder buffer: 256-entry; 8 pipeline stages

Execution Units Operation latencies like Pentium 4
Load/Store Unit 64/32-entry queue, Perfect memory disambiguation,

Store to Load forwarding
Unified and Shared L2

Cache
Inclusive, 4 MB, line-size:256B, 16-way, LRU, at:27
cycles, 1-port, ae:15.38 nJ/access, lp:19570.5 mW

External Bus Unit at: 20-cycle latency, ae: 5 nJ/external-access
Main Memory at:380 cycles, ae: 245 nJ/access (DDR2 DIMM, 1.8 V,

333 MHz, 64-bit, pin-out capac.:10 pF/pin), lp:2.2 mW

We used single-threaded SPEC CPU2000, Mediabench II and NAS-2.3 bench-
marks compiled for the Alpha ISA with the −O4 optimizations. We assume that
workloads are multiprogrammed, which are believed to be encountered typically
in desktops [5]. This means that each core runs a different single-threaded pro-
gram. We also assume that no data sharing exists among threads. Table 3 shows
the benchmarks and the instruction intervals of the simulation stages. Addition-
ally, Table 3 includes some results that were obtained from the simulations of
the baseline processor.

The selection policy of benchmarks was based on two key ideas. On the one
hand, they characterize representative workloads because the L2 miss rates (MR)
of the baseline processor vary a lot: from 23.1% (ammp) to 1.0E-6 (eon). On the
other hand, the IPCs of the baseline processor also exhibit a wide variation:
from 3.54 (twolf) to 0.04 (ammp). This allows us to analyze the impact of the
Amorphous Cache on performance of a baseline processor that executes the
programs with different cache efficiencies.
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Table 3. Benchmark summary and performance of the baseline processor. Legends:
M/I= Memory accesses per Instruction, IPC= Instructions Per Cycle, MR= number of
L2 misses per memory access, B= Billions of instructions, M= Millions of instructions.

Benchmark Instruct.
Intervals

Baseline
Processor

Benchmark Instruct.
Intervals

Baseline
Processor

Name Suite Fwd Sim. M/I IPC MR Name Suite Fwd Sim. M/I IPC MR
ammp spec 0 2B 0.25 0.04 23.1% is NAS 0 382M 0.35 0.51 0.30%
applu spec 100M 2B 0.38 0.56 0.85% lu NAS 50K 2B 0.39 1.25 0.23%
apsi spec 0 57M 0.48 3.40 1.4E-5 lucas spec 0 2B 0.17 1.02 0.89%
art spec 50K 2B 0.38 0.56 1.0E-5 mcf spec 1B 2B 0.33 3.19 0.08%
bt NAS 50K 2B 0.42 0.48 0.97% mesa spec 0 2B 0.36 2.60 0.03%
cg NAS 0 1.6B 0.46 0.23 1.36% mg NAS 50 K 2B 0.46 0.96 0.40%

cjpeg Med2 0 1.6B 0.27 2.57 1.6E-6 mgrid spec 0 2B 0.37 1.04 0.47%
eon spec 0 2B 0.46 2.39 1.0E-6 perlbmk spec 0 2B 0.42 1.96 0.08%
ep NAS 50 K 2B 0.26 0.97 8.0E-6 sixtrack spec 0.5B 1B 0.31 2.50 3.8E-5

equake spec 0 2B 0.33 3.48 4.3E-5 sp NAS 50K 2B 0.40 0.48 1.01%
ft NAS 0 1.2B 0.46 0.84 0.28% swim spec 0 2B 0.31 0.56 1.15%

galgel spec 0 2B 0.42 0.72 0.01% twolf spec 100M 376M 0.32 3.54 0.01%
gzip spec 0 2B 0.28 1.42 0.06% vpr spec 200M 2B 0.40 1.22 0.18%
gzip spec 0 2B 0.31 1.21 0.06% wupwise spec 0 2B 0.18 2.05 0.19%

5 Application to Adaptive CMPs with Private L2 Cache

We assume that only one single-threaded benchmark is running on one core of the
baseline CMP, and all the shared L2 cache is used by the active core. We compare
the performance and energy usage of the baseline processor with shared 4-MB
L2 cache with a single core of a CMP that uses 2-MB private L2 Amorphous
Cache. When the programs running on different cores share neither data nor
code, the number of misses in the shared L2 cache of a CMP may be higher than
having all the shared L2 cache for only one active core. The hypothesis is that
there can be more L2 conflict misses than when all cores except one of them
are inactive, due to multiple independent working-sets sharing the same cache.
However, private L2 caches are not affected by the activity of single-threaded
programs in other private caches. Thus, our results may establish a lower bound
for the performance improvement and energy efficiency of CMPs with private
L2 AC cache over shared-cache CMPs with double-size L2 cache.

The criterion for determining the best cache configuration of AC cache de-
pends whether the primary objective is optimizing performance or energy us-
age. This paper evaluates the potential of the private 2-MB L2 AC cache in
four different Reconfiguration Modes, which prioritize four architectural met-
rics respectively. The performance-aware reconfiguration mode picks the cache
configuration that provides the highest IPC for each program. In power-aware re-
configuration mode, the simulator uses for each program the cache configuration
that provides the lower average power dissipation. We have additionally evalu-
ated selection mechanisms driven by the L2 configuration that provides for each
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benchmark the lowest energy consumption, called energy-aware reconfiguration,
or the lowest power2×delay product, called time&energy-aware reconfiguration.

Fig. 3 compares the performance-aware reconfiguration mode of the 2-MB L2
private Amorphous Cache with the 4-MB L2 shared-cache baseline configuration
for each benchmark. Benchmarks exhibit IPC increase (positive improvement)
or decrease (negative improvement) with respect to the baseline configuration
that ranges between +47.9% (ft) and -28.0% (perlbmk). For those benchmarks in
which the number of memory stall cycles of the AC cache configuration is larger
than baseline (21% of benchmarks: mg, mcf, ammp, lu, sp, perlbmk), a negative
performance improvement was always observed. Thus, the reduced L2 hit time
of AC cache does not compensate for the product of the increased L2 miss rate
and the 400-cycle miss penalty. However, the most frequent case occurs when
the L2 hit latency of the AC cache is lower than baseline (79% benchmarks).
In these cases, a positive performance improvement was always observed. On
average, the performance improvement achieved by our adaptive performance-
aware L2 cache is 14.2%, which is due to a combination of the following factors:
[A] memory performance limits processor performance when the L2 size is lower
than a threshold that is program dependent, [B] the program working-set can
use a lower size L2 cache with minimal increase in the L2 miss rate, [C] the out-
of-order instruction processing provides a relative low toleration for the memory
stall cycles. Therefore, we conclude that for higher performance, it is more effi-
cient to increase the miss rate of the L2 configuration a little (on average 17.7%)
by picking a smaller cache size since its impact on performance can be hidden
by the reduction in L2 hit latency (on average 63.9%) −see Table 4−.

Fig. 3. Results of the performance-aware reconfiguration mode of the 2-MB L2 AC

6 Related Work

Recent studies have considered that wire latency is a primary design factor in
CMP caches. Balasubramonian et al proposed a reconfigurable exclusive L2/L3
cache that can be tuned at every instruction interval or subroutine call [1]. They
concluded that the L2/L3 cache with configurable scheme can have a profound
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Table 4. Average improvements (%) achieved by four reconfiguration modes of the
private L2 AC cache relative to the L2 shared-cache baseline system after the simulation
of 28 benchmarks. Positive numbers (+) indicate that AC cache achieves improvement
in the respective metric. Negative numbers (-) indicate just the opposite.

Reconfi-
guration
Mode

IPC Energy Power Power2×
Delay

L2
Miss
Rate

L2
Access
Time

Mem
Stalls

L2
Dyn
Eng

L2
Leak
Pow

Performance +14.2 +15.7 +15.4 +26.5 −17.7 +63.9 +17.7 +77.4 +72.6
Power −19.1 +6.1 +44.3 −79.4 −143.4 +84.4 −136.6 +99.0 +98.3
Energy +8.5 +18.1 +25.1 +16.3 −61.0 +79.5 −16.7 +94.8 +91.6

Time&Energy +12.5 +17.1 +20.8 +29.4 −56.0 +71.6 +12.9 +89.5 +83.3

impact on increasing energy efficiency when compared with a conventional three-
level cache hierarchy. Huh et al proposed a low-latency L2 cache for a 16-core
CMP, which is organized as a non-uniform cache architecture array (NUCA)
with a switched network embedded in it [7]. They conclude that the best L2
cache configuration is a static organization with sharing degrees of two or four.
Beckmann et at compared three latency reduction techniques for CMPs with
an 8-core shared cache [2]. They observed that combining the three latency
reduction techniques can decrease the L2 hit latencies of CMPs. Speight et al
studied how CMP L2 caches interact with off-chip L3 caches and how L2 caches
temporally absorb modified replacement blocks from other caches [12].

Several researches have investigated dynamically re-allocating cache capacity
for CMPs. Liu et al proposed achieving dynamic bank allocation by re-mapping
the banks [10]. Iyer proposed priority-based cache management systems to al-
locate cache resources by OS-assigned priority [8]. To prevent thread starvation
to cache capacity sharing, Kim et al investigated fairness issues in CMP cache
sharing [9].

7 Conclusions

This paper presents an architecture for heterogeneous adaptive caches called
Amorphous Cache, which can adapt its size at run-time to match the actual
cache requirements of the application working-sets. The evaluation of detailed
circuit layouts have provide us realistic limits in the granularity of sub-cache
shutdowns, and an estimation of the cost of shutdowns and the fixed penalty
due to its reconfiguration capability. Four reconfiguration modes can be used,
which achieve different levels of trade-off in the improvements of performance
and energy usage. In CMP processors with shared L2 cache, the memory latency
relative to cycle time and power consumption both continue to grow, and proces-
sors are neither very latency- nor power-tolerant. Using the Amorphous Cache
as private L2 cache in a CMP processor has many potential advantages for mul-
tiprogrammed and independent workloads; IPC, processor power dissipation,
energy consumption of processor and DIMM memory module, and processor
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power2×delay product can be improved, on average, by 14.2%, 44.3%, 18.1%,
and 29.4% respectively.
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