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Abstract. Most Semantic Web Services discovery approaches are not
well suited when using complex relational, arithmetic and logical expres-
sions, because they are usually based on Description Logics. Moreover,
these kind of expressions usually appear when discovery is performed in-
cluding Quality-of-Service conditions. In this work, we present an hybrid
discovery process for Semantic Web Services that takes care of QoS con-
ditions. Our approach splits discovery into stages, using different engines
in each one, depending on its search nature. This architecture is exten-
sible and loosely coupled, allowing the addition of discovery engines at
will. In order to perform QoS-aware discovery, we propose a stage that
uses Constraint Programming, that allows to use complex QoS condi-
tions within discovery queries. Furthermore, it is possible to obtain the
optimal offer that fulfills a given demand using this approach.

Keywords: Discovery Mechanisms, Quality-of-Service, Semantic Match-
ing, Constraint Programming.

1 Introduction

Most approaches on automatic discovery of Semantic Web Services (SWS) use
Description Logics (DLs) reasoners to perform the matching [7,13,15,18,26,27].
These approaches have limitations regarding with the expressiveness of searches,
especially when there are Quality-of-Service (QoS) conditions integrated within
queries. For instance, a condition like “find a service which availability ≥ 0.9,
where availability = MTTF/ (MTTF + MTTR)”1 can not be expressed in
DLs. Although there are proposals that extend traditional DLs with concrete
domains in many ways [9], they still have limitations on expressing complex
conditions [1,14], as in the previous example. These complex conditions usually
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Spanish Government under CICYT project Web-Factories (TIN2006-00472).

1 MTTF stands for “Mean Time To Failure”, while MTTR stands for “Mean Time To
Repair”. Both of them are QoS parameters often used to define service availability.
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appear when performing a QoS-aware discovery, so in this case DLs reasoning
is not the most suitable choice.

QoS conditions are contemplated in several SWS discovery proposals. For
instance, Wang et al. extend wsmo framework to include QoS parameters that
allow to discover the best offer that fulfills the demanded conditions [30]. Ben-
bernou and Hacid propose the use of constraints, including QoS-related ones,
to discover SWS [3]. Moreover, Ruiz-Cortés et al. model the QoS conditions as
Constraint Satisfaction Problems (CSPs) [23], but in the context of non-semantic
Web Services.

Our proposal is an hybrid architecture to discover SWS. Discovery may be
split into different stages, each of them using the best suited engine depending
on the features of the corresponding stage. We identify at least two stages in this
process: QoS-based discovery and functional (non-QoS) discovery. The former
may be done using Constraint Programming (CP), as proposed in the case of
non-semantic Web Services in [23], while the latter is usually performed by DLs
reasoners, although it is not restricted to use other techniques.

Our approach allows to filter offers, stage by stage, using a proper search
engine until the optimal offer that fulfills a demand is found. This optimization
is accomplished due to the proposed use of CP in the QoS-aware discovery stage,
also enabling the definition of more complex conditions than defined ones using
DLs. Furthermore, our proposed architecture is loosely coupled and extensible,
allowing the addition of extra discovery engines if necessary.

The rest of the paper is structured as follows. In Sec. 2 we introduce related
works on discovering SWS, discussing their suitability to perform a QoS-aware
discovery. Next, in Sec. 3 we present our hybrid discovery proposal, explaining
the proposed architecture and how CP can be used in a QoS-aware semantic
discovery context. Finally, in Sec. 4 we sum up our contributions, and discuss
our conclusions and future work.

2 Discovering Semantic Web Services

In this Section, we discuss related work on discovering SWS, describing the
different approaches and analyzing their suitability to handle QoS parameters
and conditions, in order to perform a QoS-aware discovery.

2.1 Preliminaries

Each proposal uses its own terminology to refer to the entities involved in the dis-
covery process, especially its descriptions of the requested and provided services.
For the sake of simplicity, we use one single notation along this paper.

We refer to a demand (denoted by the Greek letter delta, i.e. δemand) as a
set of objectives that clients want to accomplish by using a service that fulfills
them. It may be composed of functionality requirements and QoS conditions
that the requested service must fulfill, such as“find a service which availability ≥
0.9, where availability = MTTF/ (MTTF + MTTR)”. The different proposals
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refer to demands as goals [22], queries [2,3,13], service request [7,19,27] or user
requirements [30].

An offer (denoted by the Greek letter omega, i.e. ωffer) of a service is the
definition of a SWS that is publicly available from a service provider. An offer
may be composed of functionality descriptions, orchestration, choreography, and
QoS conditions of the given service. For instance, an offer can consist in a QoS

condition like “MTTF is from 100 to 120 inclusive and MTTR is from 3 to 10
also inclusive”. Different approaches refer to offers as advertisements [2,13,30],
service capabilities [19,22,27], or service profiles [7,15,16].

Most proposals on discovering SWS are built upon one of the following de-
scription frameworks. Firstly, owl-s [16] is a DARPA Agent Markup Language
program initiative that defines a SWS in terms of an upper ontology that contains
concepts to model each service profile, its operations and its process model. It is
based on owl standard to define ontologies, so it benefits from the wide range of
tools available. Secondly, the Web Service Modeling Ontology (wsmo) [22] is an
European initiative whose goal, as owl-s, is to develop a standard description
of SWS. Its starting point is the Web Service Modeling Framework [6], which
has been refined and extended, developing a formal ontology to describe SWS
in terms of four core concepts: ontologies, services, goals and mediators. Finally,
the meteor-s project from the University of Georgia takes a completely differ-
ent, but aligned approach than the others. Its main target is to extend current
standards in Web Services adding semantic concepts [25], among others contri-
butions discussed here. These extensions make use of third party frameworks,
including the previous two, to semantically annotate Web Service descriptions.
These proposals have extensions to take care of QoS parameters.

2.2 Related Work

In the context of daml-s (the owl-s precursor), Sycara et al. show how se-
mantic information allows automatic discovery, invocation and composition of
Web Services [27]. They provide an early integration of semantic information
in a uddi registry, and propose a matchmaking architecture. It is based on a
previous work by Paolucci et al., where they define the matching engine used
[19]. This engine matches a demand and an offer when this offer describes a
service which is “sufficiently similar” to the demanded service, i.e. the offered
service provides the functionality demanded in some degree. The problem is how
to define that degree of similarity, and the concrete algorithm to match both
service descriptions. They update their work to owl-s in [28].

Furthermore, there are proposals that perform the matchmaking of SWS using
DLs [7,13,15]. Particularly, González-Castillo et al. provide an actual matchmak-
ing algorithm using the subsumption operator between DLs concepts describing
demands and offers [7]. They use existing DLs reasoners, as RACER [8] and
FaCT [11], to perform the matchmaking. On the other hand, Lutz and Sattler
[15] do not provide an algorithm, but give the foundations to implement it us-
ing subsumption, like Li and Horrocks [13], who also give hints to implement a
prototype using RACER.
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These three works define different matching degrees as in [27], from exactly
equivalents to disjoint. All of them perform this matching by comparing inputs
and outputs. Apart from that, neither of them can obtain the optimal offer
using QoS parameters. However, Benatallah et al. propose to use the degree of
matching to select the best offer in [2], but it results to be a NP-hard problem,
as in any optimization problem [4].

On the other hand, Benbernou and Hacid realise that some kinds of con-
straints are necessary to discover SWS, including QoS related ones, so they
formally discuss the convenience of incorporating constraints in SWS discovery
[3]. However, instead of using any existing SWS description framework, their
proposal uses an ad-hoc Services Description Language, in order to be able to
define complex constraints. In addition, the resolution algorithm uses constraint
propagation and rewriting, but performed by a subsumption algorithm, instead
of a CSP solver.

Concerning wsmo discovery, Wang et al. propose an extension of the ontology
to allow QoS-aware discovery [30]. The matchmaking is done by an ad-hoc algo-
rithm to add QoS conditions to offers and demands. Their implementation has
some limitations, as the algorithm can only be applied to real domain attributes,
and is restricted to three types of relational operators.

Ruiz-Cortés et al. provide in [23] a framework to perform QoS-aware discov-
ery by means of CP, in the context of non-semantic Web Services. They show the
soundness of using CP to improve the automation of matchmaking from both
theoretical and experimental points of view. Although CP solving is a NP-hard
problem, the results of their experimental study allow to conclude that CP-based
matchmakers are practically viable despite of its, theoretical, combinatorial na-
ture. This work is the starting point of our approach on using CP to perform
QoS-related stages of our hybrid SWS discovery proposal.

2.3 Frameworks

As an application of their previous work, Srinivasan et al. present an implemen-
tation to development, deployment and consumption of SWS [26]. It performs
the discovery process using the proposals introduced in [19,27]. They show per-
formance results and detail the implementation of owl-s and uddi integration,
so it can be used as a reference implementation to owl-s based discovery, but
without QoS conditions.

irs-ii [18] is an implemented framework similar to wsmf [6], that is able
to support service discovery from a set of demands. It uses descriptions of the
reasoning processes called Problem Solving Methods (PSM), similar to owl.
Moreover, irs-iii [5] updates this previous implementation, using wsmo ontology
to model SWS, and providing an architecture to discovery, composition and
execution SWS. All of them can not handle with QoS conditions, although they
are extensible so they may support them.

Another interesting proposal is done in [24], where Schlosser et al. propose a
graph topology of SWS providers and clients, connected between them as in a
peer-to-peer (P2P) network. In this scenario, searching, and specially publishing,
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are done very efficiently, without the need of a central server acting as a register
of offers and demands. In addition, the network are always updated, due to an
efficient topology maintenance algorithm. This structure of decentralized reg-
istries is proposed in meteor-s for semantic publication and discovery of Web
Services [29]. The semantic matching algorithm uses templates to search inputs
and outputs of services described with ontological concepts, without the use of
a specific reasoner, or the possibility to express QoS conditions. Although the
matchmaking is too simple, the idea of a P2P network can be adopted in our
proposal without troubles.

Our proposal is open to be implemented in the context of any of the presented
frameworks in this section. The proposed architecture that we present in the
following section does not impose any restriction on the SWS framework used
(i.e. owl-s, wsmo or meteor-s), and can be composed of any number of the
discovery engines discussed in Sec. 2.2, due to its hybrid nature. Furthermore, it
can be materialized as the discovery component of implementations like irs-iii

[5] or owl-s ide [26].

3 Our Proposal

The addition of constraints, specially QoS-related ones, to SWS descriptions,
turns most approaches on discovering SWS insufficient, because they mainly
use DLs, which are usually limited to logical and relational expressions when
describing QoS conditions. CP becomes necessary to manage more complex QoS

conditions, so a demand can be matched with the best available offer. Instead
of using solely CP to perform the discovery, we present an hybrid solution that
splits the discovery into different stages.

3.1 Hybrid Semantic Discovery Architecture

An abstract architecture of our proposal is sketched in Fig. 1, where we show
how the different components are connected between them. Here, the dashed line
defines the boundaries of our hybrid discovery engine.

Q document corresponds to the query that a client wants to use to discover
services, i.e. the demand. This query may be expressed in any desired language
that the scheduler can handle, such as a SPARQL query [21], a wsmo goal, a
faceted search [20], or even it may be defined visually using a GUI.

R is the result set of offers that fulfill the query Q. It is the output of the
discovery process, possibly being an empty set, the best offer, or an ordered list
of offers by an optimality criterion. The format of this output should conform
the specification of a concrete SWS framework in order to successfully invoke
the discovered service(s).

The different stages of the hybrid discovery are performed by the best suited
discovery engine. In Fig. 1, E1...En represent the engines to be used in each
corresponding stage. The core component of our proposed architecture is re-
sponsible to send the input data to each engine, by decomposing the query Q
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Fig. 1. Architecture of our hybrid discovery proposal

in subqueries (Qi), and to recover its corresponding output (Ri), joining all of
them to output the final result R. These input and output formats depend on
the concrete engine of each stage. Thus, if we are performing a QoS-aware stage,
the input must be modeled as a CSP, so CP can be applied to perform this kind
of stage. Additionally, it is possible to use a DLs engine to perform non-QoS

discovery, or a template matchmaker [29], for instance.
Offers have to be published in some kind of repository so they can be matched

with demands by means of the different discovery engines used in our approach.
This SWS repository may be implemented in different ways: as a semantically-
extended UDDI registry [26], as a decentralized P2P registry [29], or as a wsmo

repository [5], for instance.
In addition, our architecture takes care of the NP-hard nature of optimization

[4], so we propose to include a knowledge-base (KB) that cache already performed
discoverings, so the execution of the discovery process becomes faster. Thus, we
store executed queries related with their result set of SWS from the repository
component, into the KB. irs-ii implementation uses a similar idea to accelerate
discovery [18].

Finally, the core component of our proposal is the scheduler. It has to an-
alyze the query Q, split the discovery task into stages, and communicate with
discovery engines, in order, providing them with a correct input, and obtaining
a corresponding output. These different outputs are processed stage by stage, so
the set of matching offers from the SWS repository are gradually made smaller.
Each discovery stage may be concurrently or sequentially launched in order, de-
pending on the query nature. Moreover, the scheduler update the KB using the
results of discovery process, which is output as R.
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Fig. 2. Activity diagram of our discovery process

Fig. 2 shows the activity diagram of an hybrid discovery process performed
in two stages using two different engines. This diagram can be easily extended if
we need more stages. For instance, using a similar format from [13], a query Q =
(ServiceProfile ∩ A ≥ 0.9), where A corresponds to availability, is split by the
scheduler into two subqueries: QDL = (ServiceProfile) being the part expressed
in DLs, and QCP = ({A}, {[0..1]}, {A ≥ 0.9, A = MTTF/(MTTF + MTTR)})
the part modeled by a CSP.2 ServiceProfile corresponds to the definition of a
demand in terms of the owl-s profile of a service. In this scenario, the scheduler
perform a matchmaking firstly using a DLs engine with QDL, obtaining the
offers that satisfy this subquery. Then, with this resulting subset of SWS from
the registry, the scheduler performs a matchmaking using a CP engine and QCP ,
so the final result is the optimal offer that satisfies the whole query Q. For the
sake of simplicity we do not contemplate the KB role in Fig. 2, because it only
provides a way to speed up the process.

This hybrid discovery architecture has many advantages. It is loosely coupled,
due to the possibility to use any discovery engine. Also, the input query format
is not restricted, as the scheduler can analyze a given query, so it can infer the

2 A CSP consists in a three-tuple of the form (V, D, C) where V is a finite, non-empty
set of variables, D is a finite, non-empty set of domains (one for each variable) and C
is a set of constraints defined on V . The solution space of a CSP is a set composed of
all its possible solutions, and if this set is not empty, the CSP is said to be satisfiable.
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concrete engines to use and their order. Moreover, our proposed architecture
can be applied to any existing SWS framework and corresponding repositories,
taking benefit of the wide range of tools already implemented. Our proposal is
able to use the best suited engine to perform the corresponding search of a part
of the input query, being used in most cases CP for QoS-related part, and DLs
for non-QoS discovery, but without restrictions on adding more engines.

3.2 QoS-Aware Semantic Discovery

Focusing on the QoS-aware discovery stage, the scheduler sends the QoS-related
part of the query to a CSP solver, so the set of offers that fulfills the requirements
of a given demand can be obtained, or even obtain the optimal offer. To do so,
QoS conditions and their involved QoS parameters, defined in demands and
offers, must be mapped onto constraints in order to use a CSP solver.

Thus, each parameter must be mapped onto a variable (with its corresponding
domain), and each condition must be mapped onto a constraint. At this point,
we have to extend the demand and offer concepts previously presented because
both of them may contain complementary information. We consider they are
composed of two parts: requirements and guarantees. On the one hand, a demand
δ is composed of two parts: δγ , which asserts the conditions that the client meets
(i.e. γuarantees), and δρ, which asserts the conditions that the provider shall
meet (i.e. ρequirements). Similarly, an offer ω can also be considered composed
of ωγ (what it guarantees) and ωρ (what is required from its clients).

For example, consider the demand “The availability shall be less than 0.9,
where A = MTTF/ (MTTF + MTTR)” (δρ); and the offer “The mean time
to failure is from 100 to 120 minutes inclusive, while the mean time to repair
is from 3 to 10 minutes inclusive” (ωγ). Assuming that MTTF , MTTR and A
range over real numbers, their corresponding CSPs are defined as follows:

δρ = ({A, MTTF, MTTR}, {[−∞, +∞], [0, +∞], [0, +∞]},

{A ≥ 0.9, A = MTTF/ (MTTF + MTTR)})
ωγ = ({MTTF, MTTR}, {[0, +∞], [0, +∞]},

{100 ≤ MTTF ≤ 120, 3 ≤ MTTR ≤ 10})

Additionally, the demand may also contain the condition “My host is in Spain”
(δγ); and the offer “For American and British clients only” (ωρ), so the offer
provider requires from its clients some guarantees. Consequently, assuming that
COUNTRY variable ranges over the powerset of Λ = {ES, US, UK, FR}, i.e.
P(Λ), their corresponding CSPs are defined as follows:3

δγ = ({COUNTRY }, {P(Λ)}, {COUNTRY = {ES}})
ωρ = ({COUNTRY }, {P(Λ)}, {COUNTRY ⊆ {UK, US}})

3 Note QoS parameters can be linked together in order to express more complex condi-
tions, such as {COUNTRY = {ES, UK, FR} ⇒ 5 ≤ MTTR ≤ 10, COUNTRY =
{US} ⇒ 5 ≤ MTTR ≤ 15}. These conditions can be interpreted as “the MTTR
is guaranteed to be between 5 and 10 if client is Spanish, British, or French, else
between 5 and 15 if client is American”.
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The conditions previously expressed in natural language should be expressed in a
semanticway,usingQoSontologies suchas theoneproposedbyMaximilienet al. in
[17].Thus, semantically definingQoSparameters that takepart in such conditions,
and integrating these descriptions in any SWS framework, they can be interpreted
later as a CSP so a solver can process them in the corresponding discovery stage.

These CSPs allow to check for consistency and conformance of offers and
demands. A demand or an offer is said to be consistent if the conjunction of
its corresponding CSPs (of requirements and guarantees) are satisfiable. On the
other hand, an offer ω and a demand δ are said to be conformant if the solution
space of the CSP of the guarantees of the offer (denoted by ψγ

ω) is a subset of
the solution space of the CSP of the requirements of the demand (ψρ

δ ), and vice
versa (ψγ

δ ⊆ ψρ
ω) [23]. In the previous example, ω and δ are consistent, but they

are not conformant, because COUNTRY is guaranteed to be ES, but the offer
requires it to be UK or US.

Finally, the ultimate goal of the matchmaking of offers and demands is to find
a conformant offer that is optimal from the client’s point of view. To do so, it
becomes necessary to model the optimization task as a CSP, as with consistency
and conformance checks. More specifically, finding the optimal can be interpreted
as a Constraint Satisfaction Optimization Problem (CSOP), which requires to
explicitly establish a preference order on the offer set. This order can be defined
using a weighted composition of utility functions, which can be taken as a global
utility function for the client.

Thus, each QoS parameter can have a utility function defined, and an asso-
ciated weight to successfully describe how important the values that can take
are for the client. Fig. 3 shows an example of how to discover optimal offers.
In this case, we are assuming that the demand only specifies its requirements
(Fig. 3a) and the offer only specifies what it guarantees (Fig. 3b), so the offer
is conformant with the demand. The corresponding utility functions of the QoS

parameters involved, i.e. MTTF and MTTR, ranging over [0, 1], are shown in
Fig. 3c and 3d, respectively.

Theutility function forMTTF (Fig. 3c) is apiecewise linear functionthatdefines
aminimumutility ifMTTF is below60minutes; theutility grows linearly ifMTTF
is between 60 and120minutes, and the utility reaches its maximum value ifMTTF
is above 120. On the other hand, the utility function forMTTR showed in Fig. 3d is
a decreasing piecewise linear function. In order to obtain a global utility function of
the offer, we consider that MTTF has a weight of 70% and MTTR 30%.

The offer from Fig. 3b must be checked for conformance with the demand
from Fig. 3a, supposing that both descriptions have been previously checked
for consistency, and that both are based on same QoS parameters, or they
are defined using a compatible ontology. In this case, there is only one offer
conformant, but there could be more than one, being necessary to obtain the
optimal offer. To do so, utility functions for each offer have to be computed in
order to compare them and get the maximum utility value, which corresponds
with the optimal offer. In Fig. 3e we show the OPL [10] model for the computing
of the utility function of the showed offer.
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δρ ≡ A ≥ 0.9 ∧

A =
MTTF

MTTF + MTTR

(a) Demand requirements.

ωγ ≡ 100 ≤ MTTF ≤ 120 ∧
3 ≤ MTTR ≤ 10

(b) Offer guarantees.

(c) MTTF utility function. (d) MTTR utility function.

//variables

range TYPE_MTTF 0..255;

var TYPE_MTTF MTTF;

range TYPE_MTTR 0..255;

var TYPE_MTTR MTTR;

range TYPE_UTILITY 0..100;

var TYPE_UTILITY U_MTTF;

var TYPE_UTILITY U_MTTR;

var TYPE_UTILITY UTILITY;

minimize

UTILITY

subject to {

// Offer guarantees

100<=MTTF<=120;

3<=MTTR<=10;

// Utility function of MTTF

MTTF<=60 => U_MTTF=0;

60<MTTF<=120 =>60*U_MTTF=MTTF-60;

MTTF>120=> U_MTTF=1;

// Utility function of MTTR

MTTR<=5 => U_MTTR=1;

5<MTTR<=15 => 10*U_MTTR=15-MTTR;

MTTR>15 => U_MTTR=0;

// Utility aggregate of matching

UTILITY = 70*U_MTTF + 30*U_MTTR;

};

(e) OPL model for computing utility.

Fig. 3. An example on obtaining optimal offers

Note that we compute the minimum value of the utility function, taking the
worst-case scenario. This way, we say that an offer ω is optimal with regard
to a utility function U if the minimum value of this function is the maximum
among minimum values of all conformant offers. It is also possible to take other
approaches when computing the utility function, like using the maximum value, a
mean value, or the more general case of a weighted composition of the maximum
and minimum value [12].

4 Conclusions and Future Work

In this work, we show that using a unique engine to discover SWS is not appro-
priate, due to each engine is usually designed for a concrete kind of search. For
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instance, DLs reasoners are well suited when discovering SWS in terms of con-
cepts and relations, but they can not handle complex numerical QoS conditions.
Although there are extensions to allow concrete domains in DLs, reasoners have
to implement them, and they may bring undecidability results.

We present an hybrid solution that consists in a n-stages discovery process,
where each stage is performed using the most appropriate technique. Further-
more, we propose to use CP to perform QoS-aware discovery stages, so the
optimal service(s) offered that fulfills a given demand can be found. In addition,
our proposed architecture is extensible and loosely coupled, allowing to define
complex QoS conditions, and to use utility functions based on QoS parameters
to obtain the optimal offer. This architecture does not impose any restriction
on the SWS framework and repository to use, allowing its materialization as a
discovery component for current SWS implementations.

For future work, we are considering to define more precisely the scheduler and
its interaction with the rest of the components. The query split mechanism has
to be characterized, so do the results merging for each engine. Thus, a catalog
of stages would be defined, including their order of execution. Moreover, we
are considering to extend current SWS frameworks using a QoS ontology to
define QoS parameters and conditions, allowing to express complex arithmetic,
relational, and logical expressions in demands and offers.

Acknowledgments. The authors would like to thank the reviewers of the 5th
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