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Abstract. Nowadays, there is a trend to create resource-consuming applications 
without building heavy computer centers, but to use resources on computer sys-
tems distributed over the internet. Grid middleware is a framework to access 
these resources. The concern of this paper is the evaluation of a specific grid 
middleware, namely Globus Toolkit, for data-intensive applications. As a test 
case, we have designed and implemented a service-based distributed web 
crawler on top of this middleware: A web crawler is a complex application con-
sisting of many nodes. It imposes significantly higher demands on grid middle-
ware regarding administrative flexibility compared to grid applications that  
allocate computing power of grid nodes. We have observed that some compo-
nents of Globus Toolkit are flexible enough to provide the control functionality 
necessary for a web crawler, while others are not. For these other components, 
we propose possible extensions. Since we expect the combination of those 
characteristics to occur with many other grid applications as well, our study is 
of broader interest, beyond web crawling. 
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1   Introduction 

Grid middleware facilitates the creation of a “grid” to develop and run distributed 
applications (aka. grid applications). It contains components for the coordination, 
allocation and management of resources in a grid. Different grid-middleware solu-
tions exist, which help to implement such applications. In this paper we focus on 
Globus Toolkit (GT4) [10], the de-facto standard for grid middleware. GT4 – in con-
trast to other grid middleware – uses a service-oriented approach to manage  
resources: It uses a kind of web service, the grid service. Grid services serve two 
purposes: First, they provide high-level functionality that is needed frequently (e.g., 
user management). Second, they make operating-system-specific functionality such as 
security features transparent. The concern of this paper is to evaluate GT4, in combi-
nation with grid services, as a platform for data-intensive applications.  
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Grid applications typically make excessive use of resources on computer systems 
connected to the internet, in contrast to arbitrary distributed systems which may also 
run in a local network. Existing evaluations focus on grid applications which perform 
complex computations or transfer large data sets [8]. In this paper we choose a differ-
ent focus: To evaluate that middleware, we have developed a highly distributed web 
crawler. One reason why we have used web crawling as an application is its relatively 
high complexity. A crawler loads web pages from the internet. It has a high consump-
tion of bandwidth and memory. In addition, it requires a control system that can han-
dle a list of addresses of web pages. A crawler will request such addresses (aka. jobs) 
and then load the web pages. It should not process a job more than once. This calls for 
bookkeeping by the control system. In our case, we have designed a control system 
that can fulfill these requirements. In addition, this control system is distributed to 
guarantee high availability and scalability. Its nodes must communicate extensively. 
All this leads to strong requirements on resources and coordination. Using our web 
crawler for illustration, we also describe our experiences in designing and implement-
ing a complex application in GT4 and missing features that can help in creating such 
an application flexibly. Many grid applications in real world setups run on systems 
that share their resources among several applications running in parallel. Therefore, 
our evaluation puts a focus on usability, performance and stability of GT4, by running 
our service-based web crawler in shared environments.  

Paper outline: Chapter 2 gives an overview of GT4 and its concepts for integrating 
services. In Chapter 3, we describe related work and extensions of GT4 that can help 
in building grid-based applications. Chapter 4 introduces our crawler architecture. In 
Chapter 5 we use this architecture to develop a web crawler based on GT4. We then 
report on our experiences in Chapter 6. Chapter 7 concludes. 

2   Services in Globus Toolkit 

Grids allow the creation of distributed applications with high resource requirements. 
Grid participants share resources, e.g., CPU or memory on their computers, which 
communicate via the internet [7]. Grid middleware simplifies application develop-
ment. It consists of tools frequently needed in a grid scenario. The objective of GT4 is 
to let individuals share computing power, databases and other tools securely online, 
without sacrificing local autonomy. As grid nodes are connected over the internet, the 
requirements exceed those on a local network. The requirements and the design of the 
components go back to Foster et al [6, 7]. The requirements are safety, fairness, con-
trol, flexibility and a common runtime. [16] discusses these requirements in detail. 
Besides these requirements concerning the functionality offered, grid middleware has 
to integrate heterogeneous resources. This heterogeneity should be transparent to the 
users and their applications. To accomplish this, GT4 uses a service-based approach 
based on XML. Services in GT4 are called grid services.  

Grid services are similar to web services. Service containers solve the problem of 
heterogeneity: All grid services are executed within the service container, which is 
adaptable to different operating systems. For the integration of resources, there are 
standardized mechanisms to describe services and exchange objects between them [4, 
12]. Grid services communicate using standard WWW protocols, e.g., http and https. 
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Besides the security infrastructure, grid services are the most important concept in 
GT4 [9]. All of its components are implemented as grid services. We will use grid 
services as well to realize our distributed web crawler.  

3   Related Work 

Current grid applications focus on the allocation of computing power and the transfer 
of large data sets. A grid-based crawler needs components that address the require-
ments of data-intensive applications with a large control overhead. The standard ser-
vice for the allocation and management of resources in GT4 is not flexible. It cannot 
handle clusters of computers and does not allow for the definition of complex rules 
for resource allocation [9]. A distributed web crawler mainly consumes the resources 
bandwidth and memory. There are several GT4 extensions for the management and 
allocation of CPU time. Condor [5] for instance allocates jobs in clusters of com-
puters. Sun Grid Engine [14] extends the resource management with accounting func-
tionality, to limit CPU consumption. Both extensions are not suitable to manage 
bandwidth usage.  

Web crawlers require a resource-management system that can either define the 
maximal bandwidth that a user is willing to share or the maximal amount of data that 
may be transferred over his internet connection. The resource allocation and man-
agement in the ‘Distributed Aircraft Maintenance Environment’ (DAME) [1] controls 
the analyses of errors in airplanes. This is a complex task with high safety require-
ments. They extend GT4 with a resource management and an allocation service that 
allows the definition of service-level agreements. One can reuse their extended con-
trol service for tasks with high safety requirements, but not for bandwidth-intensive 
tasks such as ours. The middleware OGSA DAI (Data access and integration) [15] 
aims to integrate heterogeneous database systems in a grid. DRS (Data Replication 
Service) [10]  can help in replicating data. For the evaluation of our web crawler, we 
will integrate the repositories needed with a service of our own. The reason is that it 
has to fulfill additional tasks, such as the filtering of web pages already processed. So 
we cannot use OGSA-DAI. Further, we leave aside replication in our study, i.e., we 
did not use DRS either. 

Other grid middleware like BOINC [3] and UNICORE [19] is based on a frame-
work to create grid applications. They do not contain any features that address the 
heterogeneity problem. This is in contrast to GT4, which uses grid services to this 
end. We have deemed GT4 the most promising platform for a crawler application 
because of its service concept and its advantages for heterogeneous environments.  

4   Structure of a Highly Distributed Web Crawler 

A web crawler has very high demands regarding resources (bandwidth and CPU) and 
coordination: The web consists of billions of web pages. Most of them change fre-
quently. Thus, a good web crawler must analyze pages fast and revisit them in time 
intervals of a few days. Large computer centers can do this fast [3]. But grid-based 
web crawlers might accomplish this as well. We expect that the more nodes there are, 
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the more web pages can be processed per time unit. We will present a service-based 
crawler architecture which benefits from the advantages of GT4 (we hypothesize). 

Web crawlers contact web servers, download web pages, and send the results to 
repositories. A crawler needs components to load pages, extract links, and store 
pages. In addition, a control system is required. It assigns the next URLs to process to 
the crawler. [13] proposes a reference architecture for a distributed web crawler. Its 
control overhead increases with the number of crawlers and repositories and becomes 
a bottleneck. Hence, the control system should be distributed as well, and [13] sug-
gests an extension of the reference architecture for a high degree of distribution. The 
crawlers and the repositories are assigned evenly to the distributed components of the 
control system. If one of these components breaks down, other components can take 
over its crawlers and repositories. With our distributed web crawler, we will follow 
this suggestion. To ensure that each node of the distributed control system handles 
roughly the same number of crawlers and repositories, a component management is 
needed, as a further extension of the distributed control system. 

The bandwidth of most internet connections is not as high as in a local environ-
ment. The transfer of data takes more time and is more expensive [11]. Thus, the 
repositories themselves should analyze the data, instead of sending it to a control 
system. In contrast to the reference architecture, our distributed control system per-
forms coordination tasks instead of filtering links to web pages. Each repository is 
responsible for a number of web sites. The repositories have to communicate with 
each other to locate the node responsible for a web site. We do not describe the com-
munication of the nodes and the allocation of web sites to them in detail. This is be-
cause the issue is orthogonal to the concern of this paper. We refer the interested 
reader to [16]. We only mention that the allocation principle is based on characteris-
tics of the link structure in web sites: More than 75 percent of the links are intra links 
[2]. They do not require any additional communication between the repositories. The 
crawlers load web pages and extract new links from them before sending both to the 
repositories. In a local network environment, there is a direct view and control over 
the components. In contrast, components in a highly distributed grid environment are 
not as easy to control. Unauthorized access to the highly distributed web crawler has 
to be avoided. The owners of each node must be able to specify the bandwidth and the 
memory they are willing to provide. Thus, we have two aspects of control. One is the 
allocation of resources by the owners. The other one is the control over all shared 
resources in the context of our web crawler. The control system of the reference archi-
tecture described before only deals with the second aspect. We therefore extend the 
reference architecture to fulfil grid-specific requirements, as described next. 

5   Mapping the Web Crawler to Globus Toolkit 

Using GT4, all components have to be implemented as grid services. Our first ap-
proach for the design of the data-intensive crawler application was to use standard 
services provided by GT4 – these are a directory service, resource management, con-
trol services and a monitoring service. Standard services address requirements of 
many grid applications and reduce design and implementation time. While this is 
promising in our context as well, it has turned out to be insufficient: Most of the  
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standard services for control and coordination tasks focus on applications with a high 
demand on computing power. When we designed the grid-based web crawler, it 
turned out that the standard services lack functionality for the coordination of such an 
application. In particular, the assignment of jobs to nodes must be more flexible than 
with current GT4 control services. Hence, we implemented missing functionality with 
own grid services. Figure 1 gives an overview of our architecture. To control the 
crawler components, the standard service ‘resource management and allocation’ pro-
vided by GT4 becomes part of the architecture. To observe the current usage of the 
resources in the grid, the monitoring service is included, too, as is the directory ser-
vice in GT4. It promises scalability, since new components can be added dynamically. 
 

Fig. 1. Overview of our grid-based crawler architecture 

Directory Service 

The directory service in GT4 allows discovering available services. New services can 
be added dynamically. Grid applications must know the addresses of the nodes run-
ning the directory services. GT4 requires specifying these addresses in configuration 
files on each node that wants to publish grid services. The GT4 directory service has 
three drawbacks when applied to a distributed web crawler.  

First, the number of entries in the directory service is large if there are many ser-
vices in the grid. This calls for a distributed service. To add a new directory service, 
the configuration files of GT4 would have to be updated. Hence, it is not possible to 
add a new node for the distributed directory service dynamically. The second problem 
is that we need to find an efficient way to partition the distributed directory service 
evenly. Each directory service should be responsible for some of the services in the 
grid. Third, the directory service in GT4 always returns the complete list of services 
requested. The requestor then chooses one service from the list. This does not exactly 
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help to achieve a balanced load of the grid nodes. To eliminate these problems, we 
have designed a directory service of our own. It has a hierarchical structure. If the 
number of entries in a node is too large, it is split into a new layer of the hierarchy. If 
a node breaks down, nodes in the same hierarchy level or in a higher one take over its 
services. Instead of returning a list of services of a type requested, the directory ser-
vice already performs load balancing among crawlers and repository services and 
returns only the service to be used by the requestor. 

Monitoring Service 

The monitoring service controls the services by querying their states periodically. The 
queried values can then either be displayed to users of the grid, or extensions can 
process them further. Such extensions can trigger error handling or notify users in 
cases of errors. In GT4 there is no standalone service for monitoring. The functional-
ity for the directory and monitoring are part of one service named ‘Monitoring and 
Discovery Service’. Because our directory service is proprietary, we cannot use the 
standard monitoring service either. We had to develop a monitoring service that is 
distributed as well. Its basic tasks are to query the states from the repository services, 
e.g., memory available. The control services and the participants of the grid can then 
query the monitoring services for these values.  

Repository Service  

GT4 contains standard services for reliable file transfer, but no repository service. 
Hence, we had to build such a service that can be configured to store web pages. In 
addition, it needs to filter web pages, as described before. Each node of our distrib-
uted repository service is connected to a relational database. For fast communication, 
the database system lies in the local network where the service is installed. The tasks 
of the repository services are to store the web pages and the links. Each repository 
service is responsible for a number of web sites. For each web site, it knows the web 
pages already processed and the ones waiting to be crawled.  

Resource Management and Control Service 

To meet the requirements fairness and control, GT4 contains an independent service 
for resource allocation and management. When a user offers resources, he can define 
rules how these may be used. The standard service in GT4 allows limiting the CPU 
usage allowed. More complex rules about CPU usage, e.g., user groups and budgets 
allowed, are definable with extensions like Sun Grid Engine. The resource-allocation 
component then controls the resource usage. It can choose resources in the grid and 
allocate the requests evenly. It can also choose alternative resources in case of execu-
tion errors. 

Our web crawler requires the resources bandwidth, CPU time, and memory. The 
resource allocation must be able to distribute the requests to nodes with sufficient 
resources of all three kinds. With the standard service in GT4 and with extensions like 
Condor, only the even allocation of CPU time is possible. As the standard resource 
allocation and management service is not applicable to our scenario, we have devel-
oped a ‘control service’ which integrates the functionality of both of them. It handles 
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the requirements of the control system of a web crawler. Each node of this service 
knows some repository services as allocated through the directory service responsible. 
For quick responses to requests from crawlers for new addresses of web pages, each 
control service maintains a stack. When it is empty, the control service queries the 
repository services for new addresses to process.  

6   Experiences with Globus Toolkit 

Running a crawler application on a grid middleware requires a stable service infra-
structure for the grid services implemented. For the success of GT4 in practice, three 
requirements are essential. First, the benefits of grid services, especially the integrated 
security infrastructure and resource management, must go beyond the ones of plain 
web services. Second, GT4 as a service infrastructure (i.e., the platform where the 
services run) must be comparative to other infrastructures, e.g., Apache Tomcat [17], 
both with regard to resource consumption and ease of installation. Third, GT4 must be 
stable when running grid services. (For us, data intensive applications are in the center 
of interest.)  

In real-world setups, a grid application can run on many nodes – each one sharing 
many applications, e.g., file sharing, communication and office applications. In such 
environments, it is not possible to use the entire CPU and memory of the nodes.  
Therefore, our evaluation does not focus on comparing our grid-based crawler with 
crawler benchmarks [15] using high end systems. Rather, we are interested in the 
benefits of grid services and the minimal requirements for running them on shared 
systems.  

Our evaluation focuses on three aspects: the runtime of grid services compared to 
web services, the performance of GT4 when running web-crawler-specific services 
that generate and transfer a lot of data, and the stability of GT4. Note that a single grid 
node is sufficient to evaluate these characteristics of GT4. For our experiments, we 
used a simple standard PC, a Pentium Centrino with 1.600 MHz CPU and 512 MB 
RAM. 

Installation 

Version 4 of Globus Toolkit requires a UNIX-based operation system for installation. 
Hence, it cannot be installed on Windows systems without emulation of UNIX  
specific functions. This is not exactly in line with the requirement that a grid should 
support as many environments as possible. Installation of Globus Toolkit is more 
complex than the installation of the web-service environment Apache Tomcat: First, 
for the installation, the toolkit requires the configuration of the desired location. Af-
terwards, GT4 runs without security options. Second, to enable authentification and 
authorization, SSL certificates need to be created. Third, description files, containing 
the name of the grid and information about the security policies, need to be created. 
These files are required on each node participating in the grid. Finally, the standard 
services need to be configured, e.g., one needs to specify the address of a directory 
service for publishing grid services. When following these steps, we observed several 
problems: Using all standard services proposed, Globus Toolkit throws a lot of errors 
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on start up. The reason is that the services are not configured correctly. Further, errors 
concerning security arise, even when the platform is started following the second step, 
i.e., security is deactivated. We also had problems of different behavior of the mid-
dleware on different systems. We encountered different, uncommented errors on 
different UNIX distributions. The complete installation requires a lot editing of con-
figuration files with the correct parameters. We hope for an installation dialogue 
which handles the desired features to allow for a faster installation of Globus Toolkit, 
so that installing GT4 can be as easy as installing web-services containers.  

Runtimes of Grid Services 

We were interested in the runtimes of grid services compared to web services, to 
assess the current grid infrastructure. Therefore we compared the runtimes of grid 
services with Globus Toolkit 4.0.1 to simple web services with Tomcat 5.5. In each 
run, the control service counts the time passed between the first request of a web page 
and the end of the process. Each test ends when 5,000 jobs were processed. A job in 
our context is defined as a set of two addresses. The first one is the web page that will 
be loaded, and the second one is the address of the repository that will store the  
results. Each service container can be started using an unsecured or a secured connec-
tion. The secured connections of both web services and grid services use SSL certifi-
cates to identify the server and client side on the standard port 443 for secured  
connections.  We expect runtimes of services to be different with and without such 
data encodings. Hence, the comparison of runtimes consists of four different setups: 
each combination of ‘web service’ or ‘grid service’ on the one hand and of ‘secured’ 
and ‘unsecured’ on the other hand. Normally, the service container for grid services is 
started using a secure connection. Only then authorization and authentification are 
possible. We expect that this type of connection is slightly slower than the one for 
web services, because of more components in GT4. Table 1 shows the results. Web 
services with an unsecured connection are the fastest. The unsecured connection with 
GT4 is only slightly slower than the unsecured connection of web services running in 
Tomcat. The secure connection with web services took about 20 percent longer than 
the unsecured one. The secure connection for GT4 takes more time than the secure 
connection for web services. The general (albeit expected) conclusion is that there is a 
difference in the runtimes of grid services and web services. In more detail, we think 
that the (not so much) slower performance of a grid service is acceptable. The reason 
is that, unlike web services, grid services are integrated in a grid infrastructure featur-
ing security, resource allocation and resource management and allowing a fast  
implementation of all requirements that are requested to a grid based application.  

Table 1. Runtimes of grid services compared to web services 

Tomcat/Unsecured Tomcat/Secure GT4/Unsecured GT4/Secure 

2.130 sec 2.610 sec 2.390 sec 3.130 sec 
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Running Globus Toolkit 

After the comparison of web services and grid services, we now focus on features of 
GT4. With the following experiment, we measure the time overhead that is required 
to exchange data. We modified our test setup with different numbers of jobs requested 
by the crawler from the control service in parallel. Even though crawler and control 
service run on the same node in our experiment, this is intended: Data is exchanged 
using the communication channels of GT4. In contrast to an evaluation using multiple 
nodes, latency based on other network components will not affect the outcome of the 
experiment. The crawler sends the parameter “number of jobs” to the control service. 
It returns this number of web pages to the crawler. The control service measures the 
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Fig. 3. Number of jobs with limited CPU 
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Fig. 4. Number of jobs with limited RAM 

time that the crawler needs to process one thousand web pages for different numbers 
of jobs requested. It may be obvious that the request of every single job generates the 
highest overhead of data transfer for requests. Too many jobs per request in turn 
would give way to inflexibility and redundancy. We are now interested in the number 
of jobs that should be requested in parallel to achieve optimal run times. At the same 
time we try to keep the data overhead for requesting new jobs very low. Figure 2 
shows the results. While the run times of 16 requested jobs and 8 parallel requested 
jobs are nearly equal, 4 parallel jobs take some more time to exchange the data 
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needed. Hence, to arrive at acceptable runtimes of the web crawler, at least 4 jobs in 
parallel should be requested. As a general conclusion, a lower number of requests 
with more content can be performed faster than a high number of requests with less 
content. For data intensive applications, this means the following: one should keep the 
number of calls to coordination nodes as low as possible and request a large number 
of new jobs with every call. 

Stability 

A data-intensive grid application requires a stable grid middleware. To test the stabil-
ity of GT4 with limited resources, we reduced the system resources of our computer 
system step by step. We want to verify that GT4 also runs stable in environments 
shared by a lot of applications – that is often the case in real-world setups. A reason 
for instable behavior of GT4 could be that it requires a minimum amount of CPU. To 
verify this, we started GT4 (and four parallel crawlers as clients on a different system) 
with 100% of CPU Power (1600 MHz). Then we reduced the CPU power step by step 
in intervals of ten percent down to ten percent of CPU power remaining. The services 
were still running, albeit slowly, and we noticed no error (Figure 3). Thus, GT4 is 
able to run on machines where little CPU time is allocated. Our next test focused on 
the RAM required for our setup. We expected that the platform will stop with an error 
when the available RAM is not sufficient for running the platform correctly. There-
fore, we reduced the RAM that the container may use – starting with 512 MB down to 
16 MB. GT4 and the grid services also started with 16 MB RAM (Figure 4). With 
only 16 MB of RAM, the services stopped working after about one minute with the 
error ‘Out of memory’. The platform itself was still running and available. Hence, 
insufficient memory lets grid services crash, while the platform itself is still running. 
For a highly distributed grid application with many nodes, this is a problem. Nodes 
different from the one where GT4 is running cannot detect such an error caused by 
RAM limitations. Thus, we would like to see a suitable error handling inside of GT4, 
e.g., automatic generation of an email to a system administrator. Currently, there is no 
such error handling by GT4. Our test with 16 MB showed the behavior when a grid 
service has problems with RAM limitations. The same reaction would occur when a 
RAM-consuming service reaches its limit. This is a weakness since errors based on a 
lack of memory cannot be detected outside of the platform. The experiments concern-
ing RAM and CPU requirements lead to the following conclusion: There is an insuffi-
cient error handling in GT4 when a grid service has insufficient memory. A solution 
to this problem is urgent. This is because those errors cannot be detected outside of 
GT4. 

7   Conclusions 

During the last years, different implementations of grid middleware have emerged. A 
prominent one is Globus Toolkit. In this paper we evaluated its Version 4 using an 
implementation of a distributed web crawler. In contrast to other grid applications, a 
web crawler has significantly higher demands concerning administrative flexibility 
and is therefore a realistic test case.  
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Grid services allow to reuse standard services for resource management, monitor-
ing, directory of given nodes and control services to develop grid applications, to 
reduce implementation and testing time. The grid services in GT4 are designed to 
fulfill Foster’s grid requirements [9]. The focus of current grid applications is the 
allocation of distributed CPU power. The resource-management service of GT4 does 
not allow for the management and allocation of other resources, e.g., bandwidth. Ide-
ally, however, it should even allow for an integrated perspective on different re-
sources. To investigate the issue, we have proposed a highly distributed web-crawler 
architecture based on grid services and extensions of the standard services, in order to 
fulfil the requirements of data-intensive applications with a large control overhead.  

We have shown that data intensive, complex applications can be developed using 
GT4 and have advantages over standard web services that run in simple service envi-
ronments, e.g. regarding security issues. Our setting however required a reimplemen-
tation of most of the standard services of GT4. We expect such extensions to be part 
of newer versions of Globus Toolkit. Its standard services should be more flexible 
concerning the integration of many different resources and complex control require-
ments. As soon as this is the case, the framework should be reevaluated.  
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