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Abstract. An efficient and robust facial feature detection and tracking system is 
presented in this paper. The system is capable of locating a human face auto-
matically. Six facial feature points (pupils, nostrils and mouth corners) are de-
tected and tracked using multiple cues including facial feature intensity and its 
probability distribution, geometric characteristics and motion information. In 
addition, in order to improve the robustness of the tracking system, a simple fa-
cial feature model is employed to estimate the relative face poses. This system 
has the advantage of automatically detecting the facial features and recovering 
the features lost during the tracking process. Encouraging results have been ob-
tained using the proposed system. 

1   Introduction 

Facial feature detection and tracking is important in vision related applications such 
as human machine interaction [1], facial expression analysis [2], facial image trans-
formation [3] and head pose tracking [4]. These applications need to track the facial 
features robustly and efficiently. A robust facial feature tracking system should incor-
porate automatic feature detection, tracking failure detection and feature recovery 
capability. However, the high variability of face morphology, head motion and com-
plex background together with unknown and variable illumination conditions make 
the detection and tracking task difficult and complex. Hence, we propose a system 
capable of automatically locating a human face, analyzing its orientation, and then 
detecting and tracking six facial feature points, (pupils, nostrils and mouth corners), in 
a real time video.  Integrating detection and tracking into a single system is important 
for recovering features after tracking failure e.g. due to temporary occlusion of the 
tracked features. 

The facial feature detection and tracking literature includes image-based ap-
proaches [5, 6], template-based approaches [7, 8, 9], appearance-based approaches 
[10, 11] and motion-based approaches [12]. Each of these approaches has its own 
strengths and limitations. Image-based approaches use color information, proper-
ties of facial features and their geometric relationships to locate facial features. 
Yang and Stiefelhagen [5] presented a technique for tracking based on human skin 
color. This approach is in general very fast, however, color alone does not provide 
enough reliable information to track facial features. Stiefelhagen et al. [6] used 
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color information and certain geometric constraints on the face to detect and track 
six facial feature points (pupils, nostrils and mouth corners) in real time for lip 
reading. This method works properly under good lighting conditions, however the 
mouth corners may drift away when the illumination changes. Template based 
approaches are usually applied to intensity images where a predefined template of 
facial feature is matched against image blocks. Tian et al. [7] used multiple state 
templates to track the facial features. Feature point tracking together with masked 
edge filtering is used to track the upper facial features. The system requires that 
templates be manually initialized in the first frame of the sequence, which prevents 
it from being automatic. Kapoor and Picard [8] used eyebrow and eye templates to 
locate upper facial features in a real time system. However, specialized hardware 
(an infrared sensitive camera equipped with infrared LEDs) is needed to produce 
the red eye effect in order to track the pupils. Matsumoto and Zelinsky [9] detected 
the facial features using an eye and mouth template matching method, which was 
implemented using the IP5000 image processing board.  

Appearance-based approaches use facial models derived from a large amount of 
training data. These methods are designed to accommodate possible variations of 
human faces under difference conditions. Cootes et al. [10] proposed active ap-
pearance models (AAM) and Matthews and Baker [11] improved the performance 
of the original AAM. However, these methods need large amounts of delineated 
training data and involve relatively expensive computations. Also, the AAM fitting 
requires expensive computations which make the real time tracking difficult. Cris-
tinacce and Cootes [12] proposed Constrained Local Model (CLM) for feature 
detection and tracking, they used a joint shape and texture appearance model to 
generate a set of region template detectors. The model is fitted to an unseen image 
in an iterative manner by generating templates using the joint model and the cur-
rent parameter estimates, correlating the templates with the target image to gener-
ate response images and optimising the shape parameters so as to maximise the 
sum of response. In their method, Viola and Jones’s [13] features are used to detect 
face. Within the detected face region they applied smaller Viola and Jones’s fea-
ture detectors constrained using the Pictorial Structure Matching (PSM) method 
[14], to detect initial feature points. The PSM combines feature responses and 
shape constraints, which is very efficient due to the use of pairwise constraints and 
a tree structure. They claimed their proposed method is more robust and accurate 
than the original AAM. The method described here is similar to this method in 
terms of detection quality, but requires less processing time per frame.  Bourel et 
al. [15] proposed a motion based facial feature point tracking system. In their 
method a Kanade-Lucas-Tomasi (KLT) tracker is employed and robust results 
have been obtained. However, manual initialization is required.  

The facial feature detection and tracking approach using a single cue about the im-
age sequence is insufficient for reliable performance. A robust tracking system should 
use as much knowledge about the image sequence as possible to handle all sources of 
variability in the environment. Hence, we propose to use the multi-cue of Haar-like 
features, intensity and its probability distribution, geometry constraints, motion and a 
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facial feature model to build a robust facial feature tracking system. In this paper, the 
proposed approach locates a human face without any artificial marks on it. This sys-
tem is capable of detecting and tracking six facial features (i.e. two pupil centers, two 
nostril centers and two mouth corners) automatically when a human face appears in 
front of the camera. A simple facial feature model (locations of the feature points) is 
used to detect tracking failure and recover from it.  

The outline of the paper is as follows. The proposed facial feature detection and 
tracking are presented in Section 2 and Section 3, respectively. Section 4 describes the 
experimental results while Section 5 presents the conclusions. 

2     Facial Feature Detection  

In the proposed approach, a face is first detected, which relies on a boosting algorithm 
and a set of Haar-like features. Then the pupils are searched for inside the face area 
based on their intensity characteristics and Haar-like features. Next, the mouth is 
found using the pupil positions and mouth intensity probability distribution. Finally 
the nostrils are located using their intensity and geometric constraints. The detail of 
the detection procedure is given below. 

2.1   Face Detection 

Viola and Jones’s [13] face detection algorithm, based on Haar-like features is used to 
detect a face. Haar-like features encode the existence of oriented contrast between 
regions in the image. A set of these features can be used to encode the contrast exhib-
ited by a human face and their special relationships. In Viola and Jones’s method, a 
classifier (i.e. a cascade of boosted classifier working with Haar-like features) is 
trained with a few hundreds of sample views of face and non-face examples, they are 
scaled to the same size, i.e.24x24. After the classifier is trained, it can be applied to a 
region of interest in an input image. To search for the face, one can move the search 
window across the image and check every location using the classifier.  

After the face is detected, Principal Component Analysis (PCA) [16] is employed 
within face region for estimation of the face direction. In 2D shape, PCA can be used 
to detect principal directions of the spatial shape. Since faces are approximately sym-
metric and there are many edge features around eyes, the first principal axis indicates 
the upright direction of the face while the second principal axis gives the direction of 
eyes (i.e. the line connecting the two pupils). Figure 1 shows the face edge map and 
the principal directions of the edge map.  

 

Fig. 1. Principal axes of face skin region. The major axis Vy represents face direction while the 
minor axis Vx represents eye direction.  
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After obtaining the eye direction, one can rotate the face until the eye direction is 
parallel to the horizontal axis using the middle point of the line connecting the two 
pupils as the rotation centre, which facilitates the following pupil, nostril and mouth 
corner detection.  

2.2    Eye Detection 

2.2.1   Eye Region Localization 
After the face is detected and aligned, the eye region can be located based on the 
face vertical edge map.  Pixel intensities change in the vertical direction more near 
the eyes than in the other parts of the face (e.g. the eyebrows and the side of face 
boundary).  Hence it is reasonable to use a vertical edge map to decrease false 
positive eye detection. First, a horizontal integral projection [17] is used on the 
upper face vertical edge map to estimate the vertical position of the eyes. The 
vertical position of the eyes is usually the global maximum of the horizontal 
integral projection in the upper face.  According to the vertical position and the 
height of the face, we can estimate the vertical eye region (See Figure 2).  

                    
                                       (a)                (b)                (c)            (d)  

Fig. 2. Vertical eye region detection, (a) face image, (b) upper face vertical edge map, (c) hori-
zontal projection performed on image(b), and (d) estimated vertical eye region 

Second, a vertical projection is performed on the face vertical edge map to estimate 
the right and left boundary of face which correspond the two peaks of projection val-
ues (See Figure 3).   

Finally, the eye region can be located based on the vertical eye region and right and 
left face boundary [18] (see Figure 4). 

 
2.2.2   Pupil Detection 
In order to improve the accuracy and efficiency of detection, eyes are searched for 
within the obtained eye region instead of the entire face, which decreases false posi-
tive and speeds up the detection process.  Similar to face detection described above, 
eyes are found using a cascade of boosted tree classifiers with Haar-like features. A 
statistical model of the eyes is trained in this work. The model is made of a cascade of 
boosted tree classifiers. The cascade is trained on 1000 eye and 3000 non-eye samples 
of size 18x12. The training set contains different facial expression and head rotation. 
The 18x12 window moves across the eye region and each sub-region is classified as 
eye or non-eye. An example of the eye detection is shown in Figure 5. 
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     (a)                (b) 

                                       
(c)                   (d) 

Fig. 4. Estimated eye region 
Fig. 3. Face boundary detection, (a) face image,  
(b) face vertical edge map, 
(c) vertical projection performed on image(b),  
and (d) estimated right and left face boundary 
 

Classifier1 Classifier NClassifier2 Classifier N-1

Non-eye 

Eye Eye 

 

Fig. 5. Example of the eye detection using a cascade of boosted tree classifiers 

2.3    Mouth Corners Detection 

An estimated mouth region can be obtained using the pupil positions and face size. 
Then a novel approach based on entropy analysis of the partial histogram within the 
mouth region is proposed to segment the mouth.  In this approach, the entropy jE is 
iteratively calculated according to different parts of the histogram, until its value is 
greater than a threshold thE  which is found from the training data.  
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where i and H(i)  are histogram index and value respectively.  When jE > thE , j is 
used as a threshold to segment mouth. Mouths generally have lower intensities than 
neighbouring pixels and contain a relatively fixed proportion of the information 
within the mouth region, hence it is reasonable to segment them based on the thresh-
old chosen from partial histogram entropy, which is insensitive to illumination varia-
tions.  For example, in Figure 6 one can see that the two mouth images under different 
illumination conditions can be segmented correctly because the segmentation does not 
depend on the absolute intensity. Finally, the mouth corner positions are estimated 
based on the largest connected region of the segmented image (see Figure 6(b)). Ex-
tremities of the bright areas around the left and right parts are searched for as mouth 
corners.  
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                                                    (a)                     (b) 

Fig. 6. Mouth corner detection in the segmented image, (a) mouth intensity and (b) segmented 
images  

2.4     Nostrils Detection 

The nostrils appear dark relative to the surrounding area of the face under a wide 
range of lighting conditions. As long as the nostrils are visible, they can be found by 
searching for two dark regions, which satisfy certain geometric constraints. Here, the 
search region is restricted to an area below the pupils and above the mouth. Then the 
automatic thresholding, with a threshold corresponding to the lower 5 percent of the 
local histogram for the search window is applied. Then, the centers of the dark re-
gions are computed as the centers of nostrils (see Figure 7).  

        

Fig. 7. The illustration of nostrils detection 

3   Facial Feature Tracking 

Once the feature points have been detected, the Lucas-Kanade (LK) algorithm [19] is 
performed to track the pupils and nostrils. The algorithm detects the motion through 
the utilization of optical flow. Since the mouth has relatively higher variability (i.e. 
closed mouth or open mouth, with/without teeth appearance) compared to the eyes 
and nose, mouth corners are tracked based on the segmented mouth image. Extremi-
ties of the bright areas are searched for around the previously found left and right 
corners.   

In order to build a robust tracking system, the system has to be able to detect track-
ing failure and recover from it. In this paper, the face is assumed to be planar and a 
simple facial feature model is used comprising five facial feature points: two centres 
of pupils, two nostrils and the centre of the mouth. The mouth centre is more reliable 
and less deformable than the mouth corners.  

For each pixel ( 1x , 1y ) in a given image frame 1I  and the corresponding image 

point ( 2x , 2y ) in another image frame 2I , the relative orientation of two face poses 
is estimated using the basic projection equation of a weak perspective camera model 
for planar 3D object points[20]. 
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where 1M  and 2M are the projection matrices for image 1I  and 2I  respectively, and 

( 1cx , 1cy ) and ( 2cx , 2cy ) are the projection points of the same reference point 

( ccc ZYX ,, ) in the image 1I  and image 2I . This equation is the fundamental weak 
perspective homographic projection equation that relates image projections of the 
same 3D points in two images with different face poses. The homographic matrix 

1
12
−×= MMP gives the relative orientation between the two face poses [21]. Instead 

of using all the feature points and some sort of least-square pose fitting method [22], a 
minimal subset of feature points is used to estimate the pose. So long as one subset of 
good, accurate measurements exists, the rest of the feature points can be ignored and 
gross errors will have no effect on the tracking performance. The selection of a good 
subset can be done within the RANSAC regression paradigm [23]. The computed 
pose helps the tracking system to detect tracking failure and improves the robustness 
of the tracking system.  

3.1   Tracking Failure Detection and Recovery 

In this system, the failure detection includes two steps. First, all the found feature 
points are checked to see if they lie within the face region and satisfy certain con-
straints inherent in facial geometry.  If not, the model points are projected back onto 
the image using the computed pose. In the case of mild occlusion, the lost feature 
points can be recovered (see Figure 9). Second, if the average distance between the 
back-projected model points and the actual found points exceeds a certain threshold, it 
is considered a failure.  

Once the tracking failure has been detected, the feature points have to be searched 
for again. The failure recovery can be solved using the previously found pose just 
before the failure occurs. 

If a pupil is lost during the tracking process, a search window is computed. Its cen-
ter and size are chosen based on the previously found pose. The search window center 
is the previous position of the pupil and its size is proportional to the Euclidean dis-
tance between the two last known pupil positions. This can scale the search window 
automatically when the person gets closer or further from the camera. Then, the pupil 
detection described in the previous section is applied within the search window. The 
nostril recovery is based on the automatic detection of a dark region within a search 
window, the center of the dark region is computed as the recovered nostril center. The 
mouth corners are recovered based on entropy analysis of the partial histogram within 
the mouth region (see Figure 6, as described in the mouth corner detection). 

4    Experimental Results 

The proposed method has been implemented using C++ under MS windows environ-
ment with Pentium M 715 processor and tested with both static face databases and 
live video sequences.  
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4.1   Detection Results 

Four face databases are used here. The first database includes 181 face images with 
standardized pose, lighting and camera setup. The second database includes 121 un-
standardized mobile phone face images with different lighting, pose and face expres-
sion. The third database is an un-standardized set of face images from the internet 
containing 200 face images including different skin color, various illuminations and 
face poses and expressions. The final database is publicly available and known as the 
BIOID database (http://www.bioid.com) which consists of 1521 images of front faces 
under cluttered background and various illuminations. The detection rates (i.e. images 
with successful detected eyes, nostrils and mouth corners relative to the whole set of 
the database images) of the eyes, nostrils and mouth corners are 96%, 91% and 92%. 
Examples of the detected facial features using the proposed method are shown in 
Figure 8. The white crosses represent the detected features.   

 

        
(a)                                                         (c) 

    
 (b)                                                             (d) 

Fig. 8. The results of detected eyes, nostrils and mouth corners from four face image databases. 
(a) The database of highly standardised photos, (b) the database of un-standardized mobile 
phone image, (c) un-standardized images from the internet and (d) images from the BIOID 
database. 

From these results, one can see that the proposed approach can detect the eyes and 
mouth corners accurately under various illumination conditions. However, false de-
tection could exist under some circumstance (see Figure 9). One can notice that the 
eyebrows and eyes are quite similar and right nostril is invisible from Figure 9 (a) and 
the moustache occludes the mouth from Figure 9 (b). 

To compare the proposed method with other methods, the publicly available BIOID 
database is used here which was specifically designed to capture faces in realistic 
authentication conditions and a number of methods have been evaluated on this data 
set [24, 25, 26].  An eye distance measure (i.e. eD ) introduced by Jersorsky et al. [24] 
is adopted here, which records the maximum displacement error (the displacement 
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                      (a)                           (b) 

Fig. 9. False detection on eyes and nostrils(a) and mouth(b) 
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Fig. 10. Comparison with other methods for eye detection on BIOID 

error is calculated as the distance between the manually determined positions of the 
feature points and the detected feature points) between both eyes, normalised by the 
true eye separation. The comparison results are given in Figure 10. From this figure, 
one can see that 58% and 94% success rates are obtained when eD  reaches 0.05 and 
0.1 using our proposed method. In [24], Jersorsky et al. used a face matching method 
based on the Hausdoff distance followed by a Multi-Layer Perceptron eye finder. 
They achieve 40% and 79% success rate with eD equal to 0.05 and 0.1. Hamouz et al. 
[25] used a method combining Gabor based feature detection to produce a list of face 
hypotheses, and which are then tested using a SVM face model. They also presented 
eye detection results on BIOID, they obtain 51% and 62% success rates when eD  
approaches 0.05 and 0.1. Cristinacce et al. [26] presented a Pairwise reinforcement of 
feature responses approach combined with Active appearance model to detect facial 
feature points. They acquire 57% and 96% success rates with eD equal to 0.05 and 0.1 
on BIOID. Their method can provide high success rate, however, it needs ~1400ms to 
search a BIOID image using 500Mhz PII processor. The approach described here 
requires only ~220ms to search a BIOID image.   

4.2   Tracking Results 

The tracking experiments have been performed using both live data capture and pre-
recorded video sequences. Tracking results from two test sequences are given below  
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(see Figure 10 and 11). Both sequences were captured using an inexpensive web cam-
era with a resolution of 320 x 240 at 25 frames per second. The white crosses repre-
sent the tracked points.  

From these results, one can see that the proposed approach can track the six feature 
points accurately when the person is moving or rotating his head, even in the case of 
temporary occlusion thanks to the use of the simple model which predicts occluded 
points during the tracking process. Figure 13 gives an estimate of the tracking accu-
racy of the proposed tracking system. The measurements were taken using 1027 
frames of six subjects in this experiment. Manually corrected positions of the feature 
points were used as reference for measuring displacement error. The error was com-
puted as the Euclidean distance between the reference points and the points obtained 
 

    

    

Fig. 11. Tracking results for sequence 1 

 

Fig. 12. Tracking results for sequence 2 
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Fig. 13. The average and standard deviation of the distances between the tracked feature points 
and manually corrected feature points of the pupils, nostrils and mouth corners  
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by the proposed method. The average and standard deviations of the distances were 
computed across all pupils, nostrils and mouth corners during the tracking processing 
(see Figure 13). 

The performance of the proposed approach is very good, which can cope with large 
angle head rotation, different facial expressions and mild occlusion of the face. The 
approach is fully automatic and Lucas-Kanade is a computationally efficient motion 
detector. They can be easily implemented in a real time system. On the other hand, a 
simple facial feature model (locations of the five feature points) is used to improve 
the system robustness, its simplicity needs inexpensive computation. Hence, the pro-
posed tracking system is efficient and robust, suitable for putting into practice. 

5     Conclusions 

A multi-cue facial feature detection and tracking system is proposed in this paper, which 
detects a human face using a boosting algorithm and a set of Haar-like features, deter-
mines the face orientation using PCA, locates the pupils based on their intensity charac-
teristics and Haar-like features, finds the mouth corners from the mouth intensity  
probability distribution, estimates the nostrils based on their intensity and geometric 
constraints and tracks the detected facial points using optical flow based tracking. The 
system is able to detect tracking failure using constraints derived from a facial feature 
model and recovery from it by searching for one or more features using the feature 
detection algorithms. The results obtained suggest the method has strong potential as 
alternative method for building a facial feature tracking system. In the future we hope to 
include additional features in the tracking. 
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