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Abstract. This paper shows different strategies for improving some
metaheuristics for the solution of a task mapping problem. Independent
tasks with different computational costs and memory requirements are
scheduled in a heterogeneous system with computational heterogeneity
and memory constraints. The tuned methods proposed in this work could
be used for optimizing realistic systems, such as scheduling independent
processes onto a processors farm.
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1 Introduction

In this work the problem of mapping independent tasks to the processors in a
heterogeneous system is considered. The tasks are generated by a processor and
sent to other processors which solve them and return the solutions to the initial
one. So, a master-slave scheme is used. The master-slave scheme is one of the
most popular parallel algorithmic schemes [1], [2]. There are publications about
optimal mapping master-slave schemes in parallel systems [3], [4], [5], but in
those works the optimal mappings are obtained only under certain restrictions,
and memory constraints are not considered.

In our approach each task has a computational cost and a memory require-
ment. The processors in the system have different speeds and a certain amount
of memory, which imposes a restriction on the tasks which it can be assigned.
The goal is to obtain a task mapping which leads to a low total execution time.
To obtain the optimum mapping in the general case is an NP problem [6], and
heuristic methods may be preferable. In our previous work [7], the basic schedul-
ing problem was explained together with some possible variants. To solve them,
different metaheuristics (Genetic Algorithm, Scatter Search, Tabu Search and
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GRASP) [8], [9] were proposed. In this work these metaheuristics are improved
in different ways in order to reduce the time to perform the task mapping and
to obtain a better solution.

The paper is organized in the following way: in section 2 the basic scheduling
problem is explained; in section 3 some metaheuristics for the solution of the
proposed scheduling problem are analysed; and, finally, section 4 summarizes
the conclusions and outlines future research.

2 Scheduling Problem

Of the different scheduling problems introduced in our previous work [7], this pa-
per studies, as an example, the problem with fixed arithmetic costs and no com-
munications in depth. In this problem, given t tasks, with arithmetic costs c =
(c0, c1, . . . , ct−1) and memory requirements i = (i0, i1, . . . , it−1), and p processors
with the times to perform a basic arithmetic operation a = (a0, a1, . . . , ap−1),
and memory capacities m = (m0, m1, . . . , mp−1), from all the mappings of tasks
to the processors, d = (d0, d1, . . . , dt−1) (dk = j means task k is assigned to pro-
cessor j), with ik ≤ mdk

, find d with which the following mimimum is obtained:

min
{d/ ik≤mdk

∀k=0,1,...,t−1}
max

{j=0,1,...,p−1}

⎧
⎨

⎩
aj

∑

l=0,1,...,t−1;dl=j

cl

⎫
⎬

⎭
, (1)

where the minimum of the mapping times which satisfies the memory constraints
is obtained, and for each mapping the time is that of the processor which takes
most time in the solution of the tasks it has been assigned.

There is a maximum of pt assignations (with the memory constraints the
number of possibilities may decrease), and it is not possible to solve the problem
with a reasonable time by generating all the possible mappings. An alternative is
to obtain an approximate solution using some heuristic method. This possibility
is considered in this paper.

3 Application of Metaheuristics to the Scheduling
Problem

In this section the application of metaheuristic methods to the version of the
scheduling problem previously described is analysed. The methods considered
are: Genetic Algorithm (GA), Scatter Search (SS), Tabu Search (TS) and
GRASP (GR). The four metaheuristics are analysed from the same perspec-
tive, identifying common routines and element representations. The goal is to
obtain a mapping with an associated modelled time close to the optimum, but
with a low assignation time, because this time is added to the execution time of
the routine. A general metaheuristic scheme is considered [10]. One such scheme
is shown in algorithm 1. Each of the functions that appears in that scheme works
in a different way depending on the metaheuristic chosen:
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Algorithm 1. General scheme of a metaheuristic method.
Initialize(S);
while not EndCondition(S) do

SS = ObtainSubset(S);
if |SS| > 1 then

SS1 = Combine(SS);
else

SS1 = SS;
end
SS2 = Improve(SS1);
S = IncludeSolutions(SS2);

end

– Initialize. To create each individual of the initial set S, this function assigns
tasks to processors with a probability proportional to the processor speed.

• GA works with a large initial population of assignations.
• SS works with a reduced number of elements in S. This could produce

a lower time for this method than that of the GA.
• TS works with a set S with only one element.
• GR: In each iteration the cost of each candidate is evaluated, and a

number of candidates are selected to be included in the set of solutions.
– ObtainSubset: In this function some of the individuals are selected ran-

domly.
• GA: The individuals with better fitness function (equation 1) have more

likelihood of being selected.
• SS: It is possible to select all the elements for combination, or to select

the best elements (those with better fitness function) to be combined
with the worst ones.

• TS: This function is not necessary because |S| = 1.
• GR: One element from the set of solutions is selected to constitute the

set SS (|SS| = 1).
– Combine: In this function the selected individuals are crossed, and SS1 is

obtained.
• GA, SS: The individuals can be crossed in different ways. One possibil-

ity is to cross pairs of individuals by exchanging half of the mappings,
obtaining two descendants.

• TS, GR: This function is not necessary.
– Improve:

• GA: A few individuals are selected to obtain other individuals, which
can differ greatly. This process is done by using mutation operands. The
aim is to diversify the population to avoid falling in local optimums.

• SS: This function consists on a greedy method which works by evaluating
the fitness value of the elements obtained with the p possible processors
(with memory constraints) in each component, in order to search for a
better element in its neighborhood.
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• TS: Some elements in the neighborhood of the actual element are anal-
ysed, excluding those in a list of previously analysed tabu elements.

• GR: This function consists of a local search to improve the element
selected. Some greedy method can be used, or all the elements in the
neighborhood of the selected one can be analysed.

– IncludeSolutions: This function selects some elements of SS2 to be in-
cluded in S for the next iteration.

• GA: The best individuals from the original set, their descendants and
the individuals obtained by mutation, are included in the next S.

• SS: The best elements are selected, as well as some elements which are
scattered with respect to them to avoid falling within local minimums.

• TS, GR: The best element from those analysed is taken as the next
solution.

– EndCondition:
• GA, SS, TS, GR: The convergence criterion could be a maximum num-

ber of iterations, or that the best fitness value from the individuals in
the population does not change over a number of iterations.

3.1 Basic Experimental Tuning of the Metaheuristics

Experiments with different tasks and systems configurations have been carried
out, obtaining similar results. The experiments, whose results are shown be-
yond, has the following configuration: The size of each task has been randomly
generated between 1000 and 2000, the arithmetic cost is n3, and the memory re-
quirement n2. The number of processors in the system is the same as the number
of tasks. The costs of basic arithmetic operations has been randomly generated
between 0.1 and 0.2 μsecs. The memory of each processor is between half the
memory needed by the biggest task and one and a half times this memory. Pre-
liminary results for the proposed problem in section 2 have been obtained using
the following parameter values, whereas with other close values the results would
be similar.

– GA:
• Initialize: The population has 80 elements; the elements in S are ini-

tially generated randomly assigning the tasks to the processors, with the
probability proportional to the processor speed.

• Combine: Each pair of elements is combined with half of the compo-
nents of each parent; in each combination the best parent and the best
descendant are included in the population.

• Improve: the probability of mutation is 1/5.
• EndCondition: the maximum number of iterations is 800, and the max-

imum number of iterations without improving the optimum solution is
80.

– SS:
• Initialize: S has 20 elements. The initialization is that in GA.
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• Combine: The combination is that in GA.
• Improve: Each element is improved with a greedy method, which works

by selecting for the processor with highest execution time a task which
could be assigned to another processor reducing the fitness function
(equation 1).

• IncludeSolutions: The elements with lowest cost function and those
most scattered with respect to the best ones (using a 1-norm) are in-
cluded in the reference set.

• EndCondition: The maximum number of iterations is 400, and the
maximum number of iterations without improving the optimum solution
is 40.

– TS:

• Improve: The neighborhood has 10 elements, obtained by taking the
tasks assigned to the processor with most cost and reassigning them to
other processors. The tabu list has 10 elements.

• EndCondition: The maximum number of iterations is 200, and the
maximum number of iterations without improving the solution is 20.

– GR:

• Initialize: The initial set has 20 elements. The elements are generated
as in GA and SS.

• ObtainSubset: The element selected from S is chosen randomly, with
more probability for the elements with better fitness function (equation
1).

• Improve: The element is improved with the greedy method used in SS.
• EndCondition: The number of iterations is 20.

Table 1 compares the mapping time and the simulated time obtained, in a PC
Centrino 2.0 GHz., with each of the heuristics, and those with a backtracking, for
those problem sizes where the backtracking obtains a solution using a reasonable
mapping time. Those cases where the corresponding method does not obtain the
optimal solution are in bold. In almost all the cases the metaheuristics provide
the best solution and use less time than a backtracking.

Table 1. Comparison of backtracking and the metaheuristics. Mapping time and mod-
elled execution time (in seconds), varying the number of tasks.

Back GA SS TS GR
tasks map. simul. map. simul. map. simul. map. simul. map. simul.

4 0.025 3132 0.051 3132 0.065 3132 0.010 3132 0.019 3132
8 0.034 4731 0.028 4731 0.132 4731 0.015 4731 0.024 4731
12 0.058 1923 0.021 1923 0.158 1923 0.016 2256 0.029 1923
13 0.132 1278 0.055 1278 0.159 1278 0.016 1376 0.024 1278
14 0.791 1124 0.081 1124 0.192 1124 0.017 1124 0.027 1135
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For big systems and using the different heuristics, satisfactory mappings are
obtained in a reduced time. In Table 2 the mapping and the simulated times for
big systems are shown. Those cases where the best solution of modelled time
is obtained for each problem size appear in bold. GA and SS are the methods
that need more mapping time to obtain a good solution with the parameters
considered. GR and TS use much less time and obtain the best solution for
almost all the cases. TS needs less time than GR, but its solutions are not
always as good. Therefore, GR is the method which behaves best.

Following these results with the preliminary tunings, a deeper study on how to
improve those metaheuristics is now underway. For example, the next subsection
shows how advanced tunings can be applied to the Genetic Algorithm.

Table 2. Comparison of the metaheuristics for big systems. Mapping time and mod-
elled execution time (in seconds), varying the number of tasks.

GA SS TS GR
tasks map. simul. map. simul. map. simul. map. simul.
25 0.139 1484 0.259 1450 0.010 1450 0.045 1450
50 0.413 1566 0.429 1900 0.015 1757 0.078 1524
100 0.592 1903 0.834 1961 0.022 3018 0.158 1460
200 0.825 3452 1.540 3452 0.079 3452 0.293 3452
400 3.203 3069 2.682 3910 0.375 3069 0.698 3069

3.2 Advanced Tuning of the Genetic Algorithm

Various tunings possibilities have been studied in order to improve the GA
method. The most significant ares:

– In the routine Combine:
• T1. It is possible to change the heredity method. Instead of a descendant

inheriting strictly each half of its components from each parent, each
component is inherited pseudo-randomly, so giving more probability to
the parent with best fitness value (the fitness value of a solution is the
modelled execution time of the processor that needs more time to finish
its assigned tasks) (equation 1).

• T2. Another possibility of changing the heredity method consists of
choosing each component of a descendant from the less loaded processor
from those of its parents. The load of a processor r, Wr , is the product
of the cost of performing an arithmetic operation in r and the addition
of the cost of the tasks assigned to r:

Wr = ar

∑

{l=0,1,...,t−1;dl=r}
cl, (2)

In other words, if for the i-th component, that task is assigned in the
parent A to the processor r, that has a load of Wr , and in the parent
B to the processor q, that has a load of Wq , then in the descendant the
component i will be r if Wr < Wq, or q in other case.
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– T3. In the routine Improve it is possible to introduce a hybrid approach,
using a steered mutation instead of a pure mutation. In the solution to
be improved, each task assigned to an overloaded processor (a processor
is overloaded if its load (equation 2) is greater to the average load of all
the processors) is reassigned randomly to another processor. Therefore, this
routine mutates the solution to another where the total loads of the most
overload processors have been reduced.

– T4. In the routine ObtainSubset, where the solutions that will be combined
are chosen, it is possible to chose these solutions pseudo-randomly, giving
more probability to the solutions with better fitness.

In the first column of Table 3 the times obtained with the base case (the
original GA) in a PC Centrino 2.8 Ghz, are shown for different numbers of tasks.
In the second column, the times obtained when the T1 tuning are shown. The
solutions are obtained more quickly than in the base case (less mapping time),
but these solutions are worse than the previous ones (more simulated execution
time). This could be because T1 is a greedy tuning that leads the algorithm to
a local minimum. In the third column, the times obtained when the T2 tuning
are shown. Now, the time to obtain the solutions is very similar to the base
case, but the solutions for some of the problems are better. So this tuning could
be an interesting improvement. In the forth column the times obtained when
the T3 tuning is applied to the routine Improve are shown. The solutions are
worse than in the base case, that is, a steered mutation does not work as well
as we thought (a deeper study is given below). In the fifth column, the times
obtained when the T4 tuning is applied to the routine Improve are shown. The
times are better in some cases. It converges faster than the base case, using less
mapping time. Since the improvements T2, T3 and T4 seem interesting and
they affect different parts of the algorithm, it could be appropriate to combine
them. In this way in the sixth and seventh columns of Table 3 the results when
using T2 with the other tunings are shown. Combining T2 with T3 or T4 the
results do not improve those obtained only with T2 and they need more mapping
time. Therefore, it is better to apply just T2. Finally, combining T3 and T4
the results do not improve any of them.

Table 3. Comparison of the different tunings applied to the Genetic Algorithm, varying
the number of tasks

basic GA T1 T2 T3 T4 T2+T3 T2+T4 T3+T4
tasks map. simul. map. simul. map. simul. map. simul. map. simul. map. simul. map. simul. map. simul.
50 0.13 1646 0.02 2277 0.05 1524 0.08 1715 0.09 1715 0.05 1524 0.06 1524 0.08 1715
100 0.25 2068 0.09 2581 0.13 1460 0.14 2230 0.25 2000 0.17 1460 0.16 1460 0.14 2230
150 0.47 2422 0.19 2908 0.19 2039 0.25 2464 0.36 2418 0.22 2039 0.22 2039 0.25 2464
200 0.41 3452 0.28 3717 0.31 3452 0.31 3452 0.33 3452 0.34 3452 0.34 3452 0.33 3452
400 1.56 3069 1.19 4184 1.19 3069 1.67 3069 1.42 3069 1.20 3069 1.25 3069 1.72 3069
1600 12.10 3680 10.50 4061 11.77 1735 11.38 3882 12.08 3482 12.56 1735 11.28 1735 12.09 3882

In order to understand better the behavior of the algorithm with the different
tunings, the Figs. 1, 2 and 3 show the evolution of the best solution from the
new generated individuals per iteration, in each case, along all the iterations, for
the problem of mapping 1600 tasks.
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Fig. 1. Evolution of the best solution from the new generated individuals per iteration
for a problem size of 1600 tasks. Without tuning (T0) applied to the routine Combine,
with T1 and with T2.

Regarding the routine Combine (Fig. 1), if the tuning T1 is applied, the
restriction of inheriting each component from the best parent confers a more
greedy tendency to the algorithm. It falls in local minimums, with worse solutions
than in the base case, where it can seldom exit. However, with the tuning T2
each component of a descendant can come from any of the parents, so a bigger

Fig. 2. Evolution of the best solution from the new generated individuals per iteration
for a problem size of 1600 tasks. Without tuning (T0) applied to the routine Improve
and with T3.
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Fig. 3. Evolution of the best solution from the new generated individuals per iter-
ation for a problem size of 1600 tasks. Without tuning (T0) applied to the routine
ObtainSubset and with T4.

mixture of genetic code is produced, causing more diversity of descendants and
so allowing the algorithm exits from local minimums easily. The tendency, from
the first iteration, is to improve the best solution because the most overloaded
processors are unloaded in each step.

In the routine Improve (Fig. 2), with the tuning T3 the mutation operation
is steered towards better solutions quickly, but this kind of mutation prevents
the genetic code of the descendant differing a lot from those of the parents. In
this way, if the algorithm falls in a local minimum it is very difficult to get out
of it because it has not a pure mutation.

If the tuning T4 is applied to the routine ObtainSubset (Fig. 3), the al-
gorithm progresses slowly but surely, because in each iteration only the best
solutions are chosen to have descendants and few false moves are made.

4 Conclusions and Future Works

The paper presents some improvements on previous proposals for the application
of metaheuristics techniques to tasks to processors mapping problems, where
the tasks are independent and have various computational costs and memory
requirements, and the computational system is heterogeneous in computation
and with different memory capacities (communications are not yet considered).

The metaheuristics considered have been: Genetic Algorithm, which is a global
search method; Scatter Search is also a global search method, but with improve-
ment phases; Tabu Search is a local search method with the search guided by
historic information; GRASP method is a multiple local search method. The
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parameters and the routines have been tuned and the experiments to obtain sat-
isfactory versions of the metaheuristics have been carried out, mainly with the
Genetics Algorithm where some detailed tuning techniques have been studied.

In future works advanced tunings, like those applied to the Genetic Algo-
rithm in this work, will be applied to the other metaheuristics. On the other
hand, different characteristics of the heterogeneous systems will be considered:
variable arithmetic cost in each processor depending on the problem size, vari-
able communication cost in each link,... Other general approximations (dynamic
assignation of tasks, adaptive metaheuristics,...) will also be studied. The tuned
methods proposed in this work will be used for optimizing realistic systems,
such as scheduling independent processes or mapping MPI jobs onto a proces-
sors farm.
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