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Abstract. In this paper, we present the Tree-List Certificate Valida-
tion (TLCV) scheme, which uses a novel tree-list structure to provide
efficient certificate validation. Under this scheme, users in a public-key
infrastructure (PKI) are partitioned into clusters and a separate black-
list of revoked certificates is maintained for each cluster. The validation
proof for each cluster’s blacklist comes in the form of a hash path and
a digital signature, similar to that used in a Certificate Revocation Tree
(CRT) [1]. A simple algorithm to derive an optimal number of clusters
that minimizes the TLCV response size was described. The benefits and
shortcomings of TLCV were examined. Simulations were carried out to
compare TLCV against a few other schemes and the performance met-
rics that were examined include computational overhead, network band-
width, overall user delay and storage overhead. In general, we find that
TLCV performs relatively well against the other schemes in most aspects.

1 Introduction

Certificate revocation and validation are important aspects of public-key in-
frastructures (PKIs). The digital certificate that binds a user’s identity to a
public-private keypair needs to be revoked when the private key has been com-
promised or due to other reasons which could cause a breach in security. Before
using a public-key of another user to verify a digital signature, the digital cer-
tificate associated with the key must be validated to ensure that it has not been
revoked. The same applies when one wishes to use a public-key of another user to
encrypt a document. In order for certificate revocation and validation to achieve
its purpose, the mechanism used must provide timely information to users and
be scalable for deployment. In this paper, we introduce the Tree-List Certifi-
cate Validation (TLCV) scheme, which uses a hybrid tree-list structure that is
efficient, practical and straightforward to implement.

One of the very first mechanisms proposed for certificate validation relied on
the use of a blacklist that contains serial numbers of revoked certificates. Such a
blacklist is referred to as the certificate revocation list (CRL) [2]. Most, if not all,
internet browsers support the downloading of a CRL for certificate validation
under the X.509 standard. One major drawback of using CRLs is that when the
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number of revocations is large, a large amount of response data would have to
be downloaded. In addition, the network bandwith that the distribution server
needs to support is also affected. To reduce the network bandwith required for
certificate validation, the Internet Engineering Taskforce (IETF) came up with
the Online Certificate Status Protocol (OCSP) [3], in which a server known
as an OCSP responder issues a signed response for each certificate validation
request. While OCSP provides small responses and has low network bandwidth
requirements, the need to compute a digital signature (which is an expensive
operation) for every response makes it non-scalable when the number of requests
is large. Variants of CRL have also been introduced for better performance.
Examples include the segmented CRL, over-issued CRL, sliding window delta
CRL [4], and more recently, the augmented CRL [5].

In [1], Kocher took a different approach by proposing a tree-based method
known as the certificate revocation tree (CRT) that provides reasonably small
responses for certificate validation. However, when changes to certificate status
occur, the entire tree needs to be reconstructed, incurring a substantial amount
of hash computations. In [6], Naor and Nissim introduced the authenticated
dictionary (AD) that uses a 2-3 tree in place of a binary tree to provide greater
efficiency when handling revocation updates. However, one shortcoming of AD
is that it is complicated and not straightforward to implement.

Based on insights gained from these works, we propose the TLCV scheme,
which uses a novel tree-list structure to provide better performance for certifi-
cate validation without the shortcomings faced by CRT or AD. We explain the
proposed tree-list structure and describe a simple algorithm to derive an op-
timal tree height that minimizes the response size for TLCV. We also discuss
the benefits and possible drawbacks when implementing TLCV, and compare
its performance against other previously proposed schemes with the use of sim-
ulations. The simulations were carried out based on a constant-rate certificate
arrival model, as well as a real-world model. Various aspects of performance,
including computational overhead, network bandwidth, overall user delay and
storage overhead, were examined. In general, we find that TLCV performs better
than most of the other schemes in most aspects.

2 Background

The certificate revocation tree (CRT) introduced by Kocher is a certificate revo-
cation and validation method that is based on a binary Merkle hash tree [1]. The
CRT arranges the serial numbers of revoked certificates in an ordered manner
and uses a path along the Merkle hash tree and a digitally signed root to verify
the integrity and authenticity of the certificate validation response. This allows
a certificate to be validated with a significantly smaller response as compared
to CRL. However, one problem of this solution is that the entire CRT needs to
be reconstructed when changes to certificate status occur, i.e. when there are
new revocations that have to be inserted or when expired revocations need to
be removed.
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In [6], Naor and Nissim introduced an Authenticated Dictionary (AD) as an
improvement over the CRT. The proposed AD is based on a 2-3 tree instead of
a binary tree. Using a 2-3 tree allows updates to be performed without the need
to reconstruct the entire tree. The insertion or deletion of a leaf node due to a
change in certificate status will only involve a re-computation of the hash path
for the associated leaf node. However, balancing a 2-3 tree is a complicated affair
and putting the AD into implementation is not straightforward. In this paper,
we introduce a practical and efficient tree-list structure that only requires re-
computing hash paths for changed leaf nodes and does not involve complicated
rebalancing of the tree. The number of hash paths that need to be recomputed
is at most that required for an AD and the size of a hash path is guaranteed to
be lesser than that of a CRT.

Other related works that have been carried out include works on the use of
interval cover families [7], skip lists [8], the hash-based NOVOMODO [9], the
QuasiModo Tree [10] and the Huffman Merkle Hash Tree [11]. Besides OCSP
and the various CRL schemes, only NOVOMODO is known to be implemented
and available for practical deployment in a PKI. In fact, we find that since the
introduction of the CRT, there has been no significant improvement to tree-based
certificate validation approaches without much implementation complications,
such as that exhibited by AD.

In this paper, introduce the TLCV scheme, which uses a hybrid tree-list struc-
ture that is efficient, practical and straightforward to implement. We conduct
experiments to compare the performance of TLCV against CRT, which TLCV is
based on, and AD, which is an efficient improvement over CRT. In addition, we
also compare TLCV against those schemes with known practical implementa-
tions – namely OCSP, ACRL [5] (the most efficient CRL variant known to date),
and NOVOMODO. Here, we note that OCSP differs from the other schemes in
that it is essentially an online mechanism that provides real-time certificate val-
idation, while the rest are based on periodic updates to certificate status or
revocation information. Nonetheless, we contend that it would be useful and in-
teresting to investigate how TLCV fares against OCSP, especially since OCSP
is an openly adopted certificate validation mechanism for the public internet.

3 The Tree-List Certificate Validation Scheme

3.1 Description of Scheme

The proposed Tree-List Certificate Validation (TLCV) scheme is based on par-
titioning users in a PKI into clusters. Under TLCV, the public-key certificate
issued for each keypair would include a cluster number in addition to the serial
number. The certificate authority (or revocation authority) maintains a separate
blacklist of revoked certificates for each cluster. Similar to CRT and AD, a hash
path, together with the cryptographically signed root of a hash tree, is used to
provide integrity protection and origin authentication for each cluster’s black
list. The blacklist for each cluster is first hashed using a secure one-way hash
function (e.g. SHA-1 or SHA-256) to produce the leaf node of a Merkle hash tree,
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Fig. 1. The proposed tree-list structure under the TLCV scheme

• Header: IssuerName (32 bytes)
Cluster Number (3)
LastUpdate (6)
NextUpdate (6)

• Data: Revoked Entries (10 bytes/entry)
- Serial Number (3)
- Revocation Date (6)
- Reason Code (1)

• Proof: Siblings of Hash Path (20 bytes/node)
- SHA-1 Hash (20)

Signed Root (RSA) (128)

Fig. 2. Format of a validation response under the TLCV scheme

as shown in Fig. 1. The rest of the tree is produced the same way as in a CRT,
i.e. the value of each non-leaf node is computed by hashing a concatenation of
the values of its children. The root of the Merkle hash tree is then signed (e.g.
using RSA) together with a timestamp and other relevant information that is
to be included in the validation response. The resulting digital signature and
the hash path provided can then be used to verify whether the contents of the
response have been received correctly and whether the response originated from
the trusted certification authority.

With this scheme, each public-key certificate would now contain an addi-
tional field for the cluster number. During certificate validation, a user sends a
request containing the cluster number of the certificate in question. The response
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contains the blacklist for the cluster, the siblings of the hash path associated
with the blacklist, and the signed root (see Fig. 2).

Under TLCV, the size of a response depends on the number of revoked cer-
tificates in a cluster and the size of the hash path. Let Nr denote the total
number of revoked certificates in the PKI population and C denote the number
of clusters (note that this is equal to the number of leaf nodes in the tree – in
the case of a binary tree, C = 2h for some positive integer h). Assuming that
the revoked certificates are uniformly distributed across the clusters, then the
average number of revoked certificates in each cluster would be

Nc = Nr

C . (1)

The size of each hash path in the tree is given by h = log2 C. Hence, the size
of a response under the TLCV scheme effectively depends on C (or h) and Nr.
In a study performed in [12], the authors showed that Nr reaches a constant
value after a certain duration of time, as new revocations are balanced by revo-
cations that expire. Furthermore, we note that in most PKI deployments, the
PKI population is known and is more or less fixed. If the number of revocations
at steady state is known, or if this can be predicted or estimated given the PKI
population size, then we can use the information to determine a suitable value
for C (or h) such that the size of the response is minimized. Henceforth, we shall
assume that Nr refers to the number of revoked certificates at steady state.

3.2 Finding the Optimal Number of Clusters

Based on the response format shown in Fig. 2 and assuming that the revoked
certificates are uniformly distributed across clusters, the size of a validation
response under TLCV is

Sresp = Sheader + Sentry

�
Nr

C

�
+ Shash (log2 C) + Ssign (2)

When expressed in terms of the height of the tree, we have

Sresp = Sheader + Sentry

�
Nr

2h

�
+ Shash (h) + Ssign . (3)

Our aim is to obtain the value of C or h that minimizes Sresp. Using (2), we solve for
the value of C that satisfies

min

�
Sheader + Sentry

�
Nr

C

�
+ Shash (log2 C) + Ssign

�
. (4)

and obtain the optimal number of clusters and tree height as

C∗ =
SentryNrloge2

Shash
. (5)

h∗ = log2

(
SentryNrloge2

Shash

)
. (6)
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Fig. 3. Graph of response size Sresp against number of revoked certificates Nr for the
various tree-based certificate validation schemes

However, the h∗ derived from (6) may not necessarily be a positive integer. To
ensure that this condition is met, we replace (5) and (6) with the following:

C∗ = 2�log2(SentryNrloge2/Shash)� . (7)

h∗ =
⌈
log2

(
SentryNrloge2

Shash

)⌉
. (8)

In this case, (7) and (8) give approximations to the optimal number of clusters
and tree height. We now describe a simple algorithm that allows us to obtain
the precise optimal number of clusters that minimizes the response size:

1. Based on the known (or estimated) number of revoked certificates at steady
state, compute h∗ using (8).

2. Compute Sresp by substituting h = h∗ into (3) to obtain s. Repeat with
h = h∗ − 1 and h = h∗ + 1 to obtain s− and s+ respectively.

3. (a) If s ≤ s− and s ≤ s+, then h∗ is the optimal tree height. Output C = 2h∗
.

(b) Otherwise, obtain s′ = min(s−, s+). The corresponding value of h, say
h′, gives the optimal tree height. (This can be verified by checking that
the values of Sresp obtained from h′ − 1 and h′ + 1 are greater than or
equal to that obtained from h′.) Output C = 2h′

.

Using this algorithm, we can construct a tree-list structure that guarantees a
low response size. Fig. 3 shows the graph of response size against Nr for TLCV
compared with CRT and AD (in the average case and for a full ternary tree).
The responses for CRT and AD are assumed to be of the format shown in Fig. 4.
From the graph, we find that TLCV generally provides smaller responses than
the other tree-based schemes.

3.3 Benefits and Drawbacks of TLCV

In this section, we discuss the benefits and possible drawbacks of TLCV. The
benefits of TLCV can be listed as follows:
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• Header: IssuerName (32 bytes)
LastUpdate (6)
NextUpdate (6)

• Data: 2-tuple (S1, S2) (6)
Revocation Date for S2 (6)
Reason Code (1)

• Proof: Siblings of Hash Path (20 bytes/node)
- SHA-1 Hash (20)

Signed Root (RSA) (128)

Fig. 4. Format of a validation response under CRT and AD

– Just like CRT and AD, TLCV only requires the computation of a single dig-
ital signature during each update period. While additional hash operations
need to be performed, the time taken for them is only a small fraction of
that required for a signature. This is an advantage over on-demand schemes
like OCSP, whereby a signature needs to be computed for every response,
causing scalability problems when the number of requests get large.

– Changes to revocation entries only affect the path from the affected leaf node
(corresponding to the cluster the revoked certificate is in) to the root node.
In cases whereby multiple revoked certificates belong to the same cluster,
only a single path needs to be updated for those revocations. Moreover, at
the optimal number of clusters, the height of a TLCV is lower than that
for a CRT or AD, i.e. the hash path for a TLCV is shorter than that for
CRT and AD. Hence, during each update, the number of hash computations
required for a TLCV is lesser than that required for a CRT or an AD.

– Unlike AD, there is no need to rebalance the tree for TLCV. The structure
of the tree remains the same as only the contents of the leaf nodes change.
The updating of a TLCV is straightforward and easier to implement than
an AD based on a 2-3 tree.

– As witnessed in the previous section, the response size of TLCV is smaller
than that of CRT or AD. Consequently, the network bandwidth required to
support the download of validation responses under TLCV is expected to be
smaller than that under CRT or AD.

On the other hand, some possible drawbacks to TLCV are as follows:

– There is a need to have an a priori knowledge of the PKI population size and
revocation rate in order to determine the optimal number of clusters. While
the PKI population size can be pre-determined in many cases, information on
the revocation rate may not be readily available. Under such circumstances,
an estimate for the revocation rate would have to be used.

– If the size of the PKI population changes drastically or the actual number of
revoked certificates at steady state differs greatly from what was expected,
the number of clusters may not be optimal anymore. This could possibly
affect the performance of TLCV.
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Table 1. Ranges of Nr and the corresponding h∗ under optimal TLCV

Nr h∗

1,024 - 2,047 9
2,048 - 4,095 10
4,096 - 8,191 11
8,192 - 16,383 12
16,384 - 32,767 13
32,768 - 65,535 14
65,536 - 131,071 15

– When deriving the optimal TLCV, it is assumed that the number of revoked
certificates is uniform across different clusters. However, in a real-life sce-
nario, clusters may have unequal numbers of revoked certificates. Thus, a
client could end up downloading a larger response if the certificate to be val-
idated belongs to a cluster that has a larger number of revoked certificates.

In general, the first two drawbacks would be more significant in a highly
dynamic environment, where users join or leave the PKI in an unpredictable
fashion and the number of users in the PKI varies drastically with time. In
a fixed organization whereby the number of users is more or less stable, those
drawbacks would have a lesser effect TLCV. With regards to the third drawback,
we note that if the certificate to be validated is equally likely to be from any
cluster, then the size of data downloaded will be averaged out due to clusters that
have smaller number of revoked certificates (i.e. smaller responses). However, if
the certificate to be validated is more likely to belong to a cluster containing a
larger number of revoked certificates, the performance of TLCV would suffer.

3.4 Effects of Deviations to Expected Nr

In this section, we investigate how the TLCV scheme would be affected if the
number of revoked certificates happens to differ from its expected value. We first
investigate how changes in the total number of revoked certificates could affect
the performance of TLCV by examining the optimal TLCV tree height h∗ for
various ranges of Nr. From Table 1, we see that if h∗ = h is the optimal tree
height for Nr = n, then the optimal tree height for Nr = 2n would be h∗ = h+1.
In other words, if the actual value of Nr is double of what was expected, then
the height of the TLCV tree would need to be increased by one in order for it
to be optimal. (This is characteristic of a binary tree, where the number of leaf
nodes in the tree doubles each time the height is increased by one). This suggests
that on the average, TLCV would only deviate from optimality if the number of
revoked certificates at steady state is double or more than double of what was
initially expected.

Table 2 shows the response sizes for the various tree-based schemes, including
the cases of TLCV where the tree height is not optimal (represented by TLCV#2,
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Table 2. Comparison of response sizes (in bytes) for non-optimal TLCV

Nr Sresp

TLCV Non-optimal TLCV CRT AD
#2 #5 #10 (avg) (full)

1,000 374 393 451 588 385 440 465
5,000 419 424 530 706 445 500 505
10,000 439 444 550 726 465 530 545
50,000 486 496 537 639 505 575 585
100,000 506 516 557 659 525 605 625

TLCV#5 and TLCV#10). TLCV#2 represents the case where the TLCV was
designed to provide optimal response size for 1

2Nr, i.e. the tree height is opti-
mal for 1

2Nr (but not Nr). TLCV#5 and TLCV#10 represent the cases where
the TLCV was designed to provide optimal response size for 1

5Nr and 1
10Nr re-

spectively. The results under these columns correspond to the situation whereby
the actual number of revoked certificate at steady-state is twice, five times and
ten times (respectively) of what was initially expected for the PKI. From the
table, we find that TLCV#2 performs reasonably well, with slightly larger re-
sponse sizes than CRT but smaller than those achieved under AD. TLCV#5
has slightly larger response sizes than AD when Nr is below 50,000 but smaller
response sizes for Nr = 50,000 and 100,000. TLCV#10 gives responses that
are around 25-50% larger than the responses obtained under CRT and 5-30%
larger than the responses obtained under AD. This shows that the performance
of TLCV would only deteriorate to levels below that of AD if the actual number
of revoked certificates at steady state is drastically larger (over five times more)
than what was initially expected.

In summary, we find that TLCV can still perform at an optimal level if the
number of revoked certificates deviate slightly from its expected value. Even
when the deviation is large enough to cause the TLCV to become non-optimal,
performance gains over the other schemes can still be achieved unless the devi-
ation is drastically larger (over five times more) than the expected value.

3.5 Mitigating Drawbacks with Adaptation

To improve the performance of TLCV in a highly dynamic environment that
causes Nr to deviate drastically from its expected value, adaptive changes to
the tree-list structure can be made during the deployment of TLCV. The tree-
list structure can be easily adapted to regain optimality in situations when the
actual value for Nr is drastically different from its expected value. When Nr is
overestimated, the resulting number of clusters would be greater than optimal. In
order to compensate for this, we can combine the cluster lists to obtain a reduced
tree, as shown in Fig. 5. The lists for two adjacent clusters are combined into a
single new list and the leaf node (corresponding to the new list) of the resulting
Merkle hash tree would be the parent of the original leaf nodes corresponding
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Fig. 5. Adapting the TLCV structure when Nr is overestimated

to the original lists. The new Merkle hash tree would simply be the original
tree with its leaf nodes removed and the tree height reduced by one. Hence, the
hash nodes are reused and there is no need to make any new hash computations.
However, the new validation response would need to include an additional cluster
number since both cluster numbers are required to identify the separate clusters
within the new list. Based on Fig. 2, this would only incur an additional 3 bytes
in the response.

On the other hand, if Nr is underestimated, there will be a need to increase
the number of clusters and expand the tree, as shown in Fig. 6. In this case, the
number of clusters is doubled and new leaf nodes are added for the revocation
lists corresponding to the new clusters. New users joining the PKI would then be
assigned to those new clusters when they apply for their digital certificates. The
existing nodes from the original Merkle hash tree will be reused and need not
be recomputed. The original root node now becomes the child of the new root
and the height of the Merkle hash tree is increased by one. Hash values would
have to be computed for the intermediate nodes that lie along the new paths
between the new leaf nodes and the new root. We note that this adaptation is
useful for PKIs where new membership can be expected and possibly result in
an increase in the size of the PKI population. In PKIs whereby the users are
fixed, then such an adaptation would not be applicable.
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Fig. 6. Adapting the TLCV structure when Nr is underestimated

4 Performance Analysis

In this section, we conduct simulations in Matlab to analyze the performance
of TLCV against a few other schemes, namely CRT, AD, OCSP, NOVOMODO
and ACRL. We note that OCSP differs from the other schemes in that it is an
online mechanism that provides real-time certificate validation, while the rest
are based on periodic updates to certificate status or revocation information.
While this is the case, we contend that it would be interesting to find out how
TLCV fares against OCSP.

4.1 PKI Assumptions

We assume a PKI population of N users, whereby each user owns a single asym-
metric key pair and a public-key certificate that binds the user to the key pair.
Each certificate is valid for a duration L, after which it expires and is renewed
(replaced by a new certificate) if it has not been revoked. Clients validate cer-
tificates (receive certificates that have not expired) at an average rate of v per
client. Certificates are revoked at a constant rate rr and revoked certificates
expire at a rate rx. In addition, the following assumptions were made:

– L = 365 days
– v = 10 certs/day
– rr = 0.05% × N = 0.0005N certs/day = rx
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Fig. 7. The network architecture for certificate validation

As in [4], we assume further that the total number of certificates that have been
revoked and have not yet expired at any one time is given by Nr = 1

2rrL =
0.0913N . If valid certificates expire at a rate rv and the proportion of valid cer-
tificates that expire each day is the same as the proportion of revoked certificates
that expire each day, then

rv

N
=

rr

Nr

⇔ rv =
rr

Nr
N = 0.00548N certs/day

The total number of unexpired certificates in circulation, is Ntotal = N + Nr =
1.0913N . Hence, when a client receives a certificate that has not expired, the
probability that it is revoked is Pr = Nr

Ntotal
= 0.08 and the probability that it is

valid is Pv = 1 − Pr = 0.92.

4.2 Certificate Validation System Model

For the underlying certificate validation network, we assume a basic model shown
in Fig. 7. The model comprises a CA and a validation server (VS) that clients
connect to for certificate validation. All clients in the PKI are served by a single
VS. When validating a certificate, the client sends a request to the VS and the
VS replies with a response comprising the validation data, and a proof that
provides evidence on the authenticity of the information. The response formats
for the different schemes are assumed to be similar, except for the validation
data and proof that is specific to each scheme. For TLCV, we assume the format
shown in Fig. 2 and for CRT and AD, we assume the format shown in Fig. 4.
The response formats for the other schemes are shown in Fig. 8.

For the arrival of digital certificates to clients, we consider two different mod-
els. The first model is the constant-rate model adopted by Cooper in [4]. In this
model, each client receives certificates for validation at a constant rate v and the
inter-arrival time between two successive certificates can be modelled using an
exponential distribution with mean 1

v . The second model is a real-world model
that more accurately reflects the actual deployment and operation of an infor-
mation technology (IT) infrastructure. It is based on the daily activity within
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OCSP
• Header: IssuerName (32 bytes)

EffectiveTime (6)
• Data: Certificate Status (1)

Revocation Date (6)
Reason Code (1)

• Proof: RSA Signature (128)

NOVOMODO
• Header: IssuerName (32 bytes)

LastUpdate (6)
NextUpdate(6)

• Data: Certificate Status (1)
Revocation Date (6)
Reason Code (1)

• Proof: SHA-1 Hash (20)

ACRL
• Header: Same as NOVOMODO (44 bytes)
• Data: CRL Entries (10 bytes/entry)

- Serial Number (3)
- Revocation Date (6)
- Reason Code (1)

Expired Entries (3 bytes/entry)
- Serial Number (3)

• Proof: RSA Signature (128)

Fig. 8. Formats of validation responses for OCSP, NOVOMODO and ACRL

Fig. 9. The email arrival pattern (obtained by summing the email arrivals over 1 min
intervals) for an organization of 700 employees on a single workday
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an organization, i.e. the load during working hours is expected to be heavy while
the load outside working hours would be light or close to zero. To model such a
load pattern, we can either gather statistics on webpage requests made by users
from a web server, or we can gather email arrival statistics from an email server.
In this paper, we shall adopt the latter approach.

Statistics on email arrivals were collected from an email server in an organi-
zation of approximately 700 employees. The email arrivals for all work days in
a single month were consolidated, from which the average email arrival pattern
for a single work day was derived. Fig. 9 shows the resulting graph. This was ex-
trapolated to model a PKI of N users, each validating certificates at an average
rate v for each day.

4.3 Performance Metrics

In our performance analysis, we make use of some typical metrics that can be
used to determine the scalability of each scheme for implementation and deploy-
ment in a PKI. The metrics are:

– Peak computational overhead. We assume that the main overhead comes
from cryptographic computations and measure computational costs in terms
of the total time taken for cryptographic operations. The following costs are
assumed based on benchmarks obtained in [13]:

• time to compute an RSA signature, Tsign = 5 ms
• time to verify an RSA signature, Tverify = 0.2 ms
• time to compute a SHA-1 hash, Thash = 0.3 μs

– Peak network bandwidth required at VS. Network bandwidth is ob-
tained by computing the number of bytes transmitted from the VS to clients
per unit time.

– Peak delay experienced by a client. This is measured by summing the
peak computational time, the time taken to transfer the relevant data struc-
tures between the CA and the VS, the peak network delay between the VS
and a client, and the computational time required at the client.

– Storage overhead at VS. This gives the amount of storage memory re-
quired at the VS.

4.4 Simulation Setup

Simulations were carried out on the optimized TLCV, as well as the non-optimal
TLCV (labelled TLCV#), using Matlab. For TLCV#, we assume that the num-
ber of revoked certificates is under-estimated by one-fifth, i.e. the actual Nr is
five times the estimated Nr. Other schemes that were also simulated include
CRT, AD, ACRL, NOVOMODO and OCSP. For the periodic schemes (schemes
other than OCSP), the interval for updating the revocation information at the
VS was set to one minute in order to make certificate validation as close to real-
time as possible without incurring an unreasonable overhead. Separate sets of
simulations were conducted under Cooper’s constant-rate model, as well as the
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Fig. 10. Graph of peak computational overhead against N under the constant-rate
model (left), and the real-world model (right)

real-world model, with the average rate of certificate arrival at each client set
to v = 10 certs/day. The simulations were carried out for various values of N
between 100,000 to 1 million.

4.5 Results and Discussion

Peak Computational Overhead. Fig. 10 shows results for peak computa-
tional overhead under Cooper’s constant-rate model and the real-world model.
TLCV performs well since only one digital signature needs to be computed at
every revocation update and the additional hash computations make up an al-
most negligible fraction of the time taken for computing a digital signature. The
same goes for AD. ACRL has similar computational overheads since only one
digital signature needs to be computed per update. CRT has higher compu-
tational costs than TLCV, TLCV# and AD due to the large number of hash
operations required to reconstruct the entire tree. OCSP experiences the highest
amount of computations due to the large number of digital signatures that have
to be computed for the responses. NOVOMODO also experiences a relatively
large computational overhead due to the computation of hash chains for new
validity targets when expired certificates are renewed and revoked certificates
are replaced.

Table 3. Number of hash operations per update for tree-based schemes

N CRT AD TLCV TLCV#
100,000 32,767 30 26 20
300,000 65,535 48 42 36
500,000 131,071 51 45 39

1,000,000 262,143 90 80 70
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Fig. 11. Graph of peak network bandwidth required at the VS against N under the
constant-rate model (left), and the real-world model (right)

Table 3 shows the number of hash operations required at the CA (similarly,
at the VS) under the tree-based schemes during each update. From the table, we
see that TLCV and TLCV# require lesser hash operations than both AD and
CRT. This is because the height of a TLCV tree is generally smaller than that for
CRT or AD, which results in a shorter hash path that needs to be re-computed
when a change occurs. We note that the non-optimal TLCV# performs better
than optimized TLCV because the optimization was carried out with respect
to response size rather than computational overhead. In the following sections,
we will see that response size has a greater effect on the performance of both
schemes and TLCV has the edge over TLCV# in terms of overall performance.

Peak Network Bandwidth at VS. From Fig. 11, we find that TLCV re-
quires lower network bandwidth than CRT and AD. This is due to its smaller
response size, as witnessed in Table 2. While TLCV# requires slightly larger net-
work bandwidth than CRT, it is still lesser than AD. Comparing TLCV against
ACRL, we find that TLCV performs better for larger N (when N ≥ 700, 000
under Cooper’s constant-rate model and N ≥ 600, 000 under the real-world
model). This is because for larger user populations, the size of the revocation
list grows tremendously, causing the performance of ACRL to deteriorate. OCSP
and NOVOMODO require smaller network bandwidths than TLCV due to their
smaller response sizes, making them perform better than TLCV in this aspect.

Peak Delay at Client. Fig. 12 shows the peak delay experienced by a client.
Under Cooper’s constant-rate model, we find that TLCV performs better than
most of the schemes, losing out only to ACRL in the range of 100, 000 ≤ N ≤
600, 000. For the range N ≥ 700, 000, TLCV performs the best. Under the real-
world model, TLCV performs better than than most of the schemes as well. In
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Fig. 12. Graph of peak delay against N under the constant-rate model (left), and the
real-world model (right)

Fig. 13. Graph of storage overhead at VS against N . (The graph on the right is a
scaled version of the graph on the left, with results for NOVOMODO excluded.).

the range 100, 000 ≤ N ≤ 600, 000, only ACRL performs better and in the range
700, 000 ≤ N ≤ 1 million, only NOVOMODO performs better. These results
show that in terms of overall performance (considering the sum of computational
delay and network delay), TLCV performs better than most of the schemes. In
fact, TLCV performs the best among the tree-based schemes.

Storage Overhead at VS. Fig. 13 shows results for storage overhead at the
VS. OCSP has negligible storage overhead since it does not store any data at the
VS. However, it requires a secure connection with the CA to retrieve revocation
information from the CA and secure storage for the secret key that is used
to sign the responses. This requires the VS to be trusted and secured against
tampering, which implies extra overhead. On the other hand, TLCV, CRT, AD
and ACRL can be deployed with untrusted VS since the data structures are
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integrity-protected by the signature pre-computed by the CA. In general, we
find that TLCV incurs lower storage overhead than CRT or AD and slightly
larger storage overhead than ACRL. Non-optimal TLCV# incurs the lowest
storage overhead among the various schemes but this comes at the expense of
larger response size and overall delay.

Summary of Results. In general, we find that TLCV performs well compared
against the other schemes. Among the tree-based schemes, TLCV requires lesser
computations, network bandwidth, client delays and storage than CRT or AD.
Comparing TLCV against OCSP and NOVOMODO, we find that while OCSP
and NOVOMODO require smaller network bandwidths to support, the large
computational overheads incurred cause them to perform poorly against TLCV.
Moreover, both schemes require the VS to be trusted and secured against tam-
pering since cryptographic secrets are kept at the VS. This incurs additional
costs to these two schemes. Moreover, NOVOMODO requires an extremely large
storage overhead. Comparing TLCV against ACRL, we find that both schemes
perform closely in all four areas. In terms of network bandwidth and overall
client delay, TLCV performs better for larger N and ACRL performs better for
smaller N .

Considering results for non-optimal TLCV#, we find that while the network
bandwidth and overall client delay deteriorates when TLCV deviates from opti-
mality, this deterioration is not very significant even when the actual Nr is five
times more than what was initially expected. TLCV# is still able to perform
better than CRT, and performs close to AD. Moreover, TLCV# has a slight
edge over the rest of the schemes in certain aspects, for example computational
overhead and storage overhead.

5 Conclusion

We presented a novel tree-list structure for efficient certificate validation that
partitions users into clusters and maintains a blacklist of revoked certificate for
each cluster. We described a simple algorithm to obtain the optimal number
of clusters that gives the minimal response size. We discussed the benefits and
shortcomings of TLCV and performed simulations to compare its performance
against a few other certificate validation schemes. From the results, we find that
TLCV performs better than most of the other schemes in most aspects.
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TrustBus 2005. LNCS, vol. 3592, pp. 119–127. Springer, Heidelberg (2005)

12. Ma, C., Hu, N., Li, Y.: On the Release of CRLs in Public-Key Infrastructure. In:
15th USENIX Security Symposium, July 2006, pp. 17–28 (2006)

13. Speed Comparison of Popular Crypto Algorithms: Crypto++ 5.2.1 Benchmarks.
URL: http://www.eskimo.com/∼weidai/benchmarks.html

http://www.eskimo.com/~weidai/benchmarks.html

	A Practical and Efficient Tree-List Structure for Public-Key Certificate Validation
	Introduction
	Background
	The Tree-List Certificate Validation Scheme
	Description of Scheme
	Finding the Optimal Number of Clusters
	Benefits and Drawbacks of TLCV
	Effects of Deviations to Expected ${N_r}$
	Mitigating Drawbacks with Adaptation

	Performance Analysis
	PKI Assumptions
	Certificate Validation System Model
	Performance Metrics
	Simulation Setup
	Results and Discussion

	Conclusion



<<
  /ASCII85EncodePages false
  /AllowTransparency false
  /AutoPositionEPSFiles true
  /AutoRotatePages /None
  /Binding /Left
  /CalGrayProfile (Gray Gamma 2.2)
  /CalRGBProfile (sRGB IEC61966-2.1)
  /CalCMYKProfile (U.S. Web Coated \050SWOP\051 v2)
  /sRGBProfile (sRGB IEC61966-2.1)
  /CannotEmbedFontPolicy /Error
  /CompatibilityLevel 1.3
  /CompressObjects /Off
  /CompressPages true
  /ConvertImagesToIndexed true
  /PassThroughJPEGImages true
  /CreateJDFFile false
  /CreateJobTicket false
  /DefaultRenderingIntent /Default
  /DetectBlends true
  /DetectCurves 0.1000
  /ColorConversionStrategy /LeaveColorUnchanged
  /DoThumbnails true
  /EmbedAllFonts true
  /EmbedOpenType false
  /ParseICCProfilesInComments true
  /EmbedJobOptions true
  /DSCReportingLevel 0
  /EmitDSCWarnings false
  /EndPage -1
  /ImageMemory 524288
  /LockDistillerParams true
  /MaxSubsetPct 100
  /Optimize true
  /OPM 1
  /ParseDSCComments true
  /ParseDSCCommentsForDocInfo true
  /PreserveCopyPage true
  /PreserveDICMYKValues true
  /PreserveEPSInfo true
  /PreserveFlatness true
  /PreserveHalftoneInfo false
  /PreserveOPIComments false
  /PreserveOverprintSettings true
  /StartPage 1
  /SubsetFonts false
  /TransferFunctionInfo /Remove
  /UCRandBGInfo /Preserve
  /UsePrologue false
  /ColorSettingsFile (Color Management Off)
  /AlwaysEmbed [ true
  ]
  /NeverEmbed [ true
  ]
  /AntiAliasColorImages false
  /CropColorImages true
  /ColorImageMinResolution 150
  /ColorImageMinResolutionPolicy /OK
  /DownsampleColorImages true
  /ColorImageDownsampleType /Bicubic
  /ColorImageResolution 600
  /ColorImageDepth 8
  /ColorImageMinDownsampleDepth 1
  /ColorImageDownsampleThreshold 1.01667
  /EncodeColorImages true
  /ColorImageFilter /FlateEncode
  /AutoFilterColorImages false
  /ColorImageAutoFilterStrategy /JPEG
  /ColorACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /ColorImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000ColorACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000ColorImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasGrayImages false
  /CropGrayImages true
  /GrayImageMinResolution 150
  /GrayImageMinResolutionPolicy /OK
  /DownsampleGrayImages true
  /GrayImageDownsampleType /Bicubic
  /GrayImageResolution 600
  /GrayImageDepth 8
  /GrayImageMinDownsampleDepth 2
  /GrayImageDownsampleThreshold 1.01667
  /EncodeGrayImages true
  /GrayImageFilter /FlateEncode
  /AutoFilterGrayImages false
  /GrayImageAutoFilterStrategy /JPEG
  /GrayACSImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /GrayImageDict <<
    /QFactor 0.76
    /HSamples [2 1 1 2] /VSamples [2 1 1 2]
  >>
  /JPEG2000GrayACSImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /JPEG2000GrayImageDict <<
    /TileWidth 256
    /TileHeight 256
    /Quality 15
  >>
  /AntiAliasMonoImages false
  /CropMonoImages true
  /MonoImageMinResolution 1200
  /MonoImageMinResolutionPolicy /OK
  /DownsampleMonoImages true
  /MonoImageDownsampleType /Bicubic
  /MonoImageResolution 1200
  /MonoImageDepth -1
  /MonoImageDownsampleThreshold 2.00000
  /EncodeMonoImages true
  /MonoImageFilter /CCITTFaxEncode
  /MonoImageDict <<
    /K -1
  >>
  /AllowPSXObjects false
  /CheckCompliance [
    /None
  ]
  /PDFX1aCheck false
  /PDFX3Check false
  /PDFXCompliantPDFOnly false
  /PDFXNoTrimBoxError true
  /PDFXTrimBoxToMediaBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXSetBleedBoxToMediaBox true
  /PDFXBleedBoxToTrimBoxOffset [
    0.00000
    0.00000
    0.00000
    0.00000
  ]
  /PDFXOutputIntentProfile (None)
  /PDFXOutputConditionIdentifier ()
  /PDFXOutputCondition ()
  /PDFXRegistryName (http://www.color.org)
  /PDFXTrapped /False

  /SyntheticBoldness 1.000000
  /Description <<
    /DEU ()
    /ENU ()
  >>
>> setdistillerparams
<<
  /HWResolution [2400 2400]
  /PageSize [595.000 842.000]
>> setpagedevice




