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Abstract. Parallel/Distributed application development is a very difficult task
for non-expert programmers, and support tools are therefore needed for all
phases of the development cycle of these kinds of application. This study
specifically presents a programming environment oriented towards dynamic
performance tuning based on frameworks with an associated performance
model. The underlying idea is that programmers only use frameworks to
concentrate on solving the computational problem at hand, and the dynamic
performance tuning tool uses the framework-associated performance model to
improve the performance of the applications at run-time.

1   Introduction

Parallel/distributed programming constitutes a highly promising approach to the
improvement of the performance of many applications. However, in comparison to
sequential programming, several new problems have emerged in all phases of the
development cycle of these kinds of applications. One of the best ways to solve these
problems would be to develop tools that support the design, coding, and analysis
and/or tuning of parallel/distributed applications.

In the particular case of performance analysis and/or tuning, it is important to note
that the best way to analyze and tune parallel/distributed applications depends on
some of their behavioral characteristics. If the application to be tuned behaves in a
regular way, then a static analysis would be sufficient. However, if the application
changes its behavior from execution to execution, or even in a single execution, then
dynamic monitoring and tuning techniques should be used instead.

The key issue in dynamic monitoring and tuning is that decisions must be taken
efficiently while minimizing intrusion on the application. In this sense, we have
designed a dynamic tuning environment, shown in figure 1, where decisions are taken
on the basis of the high level structure of the application [1][2].

The main idea is that it is possible to define a performance model associated to the
most common application frameworks. This model includes a set of performance
functions to not only detect performance drawbacks, but also detect which application
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parameters have to be measured (measure points) to evaluate these functions and
which actions should be taken to overcome detected performance drawbacks (tuning
points).

Fig. 1.  Structure of the Dynamic Tuning Environment.

These definitions make up the static part of the environment (Development phase).
After that, there is a dynamic tuning tool (Run-time phase) which, at application
execution time, uses the performance model to monitor the appropriate parameters for
evaluation of the performance functions (performance analyzer) and which, using the
evaluation results as a basis, takes the required actions to improve the application
performance (tuner).

To implement the development phase of the described tuning environment we have
created POETRIES, an environment that integrates a framework-based parallel/
distributed programming environment with the performance model needed to perform
the dynamic analysis and tuning of these kinds of applications.

In section 2, we present an overview of the related studies in this field. In section 3,
we describe the general methodology used to develop the environment. In section 4,
we illustrate the use of this methodology through an analytical description of the
performance model for homogeneous Master-Worker applications, as well as the
experimental results that have been obtained to validate it. Finally, in section 5, we
present the conclusions of this study.

2   Related Studies

It is possible to classify related studies into two big sets; firstly, those studies that
address the problem of parallel/distributed application development in its different
phases, and secondly, those studies related to performance monitoring, analysis and
tuning, which in turn could be broadly divided into those that propose a static
(predictive or trace-based) analysis, and those that propose a dynamic one.

In the first set, some studies, such as [3] and CO2P3S[4], are based on design
patterns which could be applied to those problems suitable for being solved in
parallel, while other studies, such as Skil[5], Eden[6] and “Haskell with Ports”[7] take
advantage of the high abstraction degree and transformation possibilities of functional
languages. Finally, [8] suggest the use of a known modeling language, such as UML,
extended to model the most important parallel/distributed constructs.
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In the set of studies related to performance monitoring, analysis and tuning we
have found tools that make a trace-based analysis, such as Kappa-Pi[9] and EXPERT
[10], along with other studies based on static prediction, such as P3T+[11], which
predicts performance mainly based on information gathered at compilation  time.

In the same set, but with a dynamic approach, we find Paradyn[12] and its
Performance Consultant, which dynamically searches performance bottlenecks.

It is worth noting that of the programming tools only [6] and [10] mention the
possibility of taking advantage of the knowledge of the application structure for
performance reasons, and not one of the performance analysis tools uses information
about the application structure to perform its analysis.  The main contribution of our
study is precisely to demonstrate that this information could be very useful for
dynamically analyzing and tuning application performance.

3   Environment Design Methodology

The main goal of POETRIES, performance oriented programming environment, is to
offer programmers a set of tools to allow them to develop parallel applications while
concentrating solely on the computational problem to be solved.  This goal poses two
different, although related, problems. Firstly, tools and structures (frameworks) to
simplify application development have to be available, and secondly, a methodology
must be designed that enables dynamic and automatic performance tuning.

In general, any programming tool based on the application structure that fulfills
the requirements of flexibility, usability and independence of the communication
library could be used in our environment, because the performance model is not
related to any specific implementation of the structure, but rather to the structure
itself.  However, in the initial phase of our study, we decided to develop our own set
of frameworks in order to gain flexibility and knowledge about their implementation.

As we outlined in the introduction, in order to be efficient the dynamic tuning tool
needs to know the performance model associated to the structure of the application
being tuned.  It includes the parameters of the application (measure points) that have
to be monitored at runtime in order to evaluate the performance functions and decide
what actions should be taken to overcome performance drawbacks (tuning points).

Our main goal is to minimize the execution time of the application, so the
performance functions should describe the general behavior of the application as a
function of the computing and communication times of the application processes and
the structure of the framework used to implement it. Consequently, the general
methodology used to define a performance model, useful for the dynamic tuning
environment, consists of finding for each framework:

• The parameters (measure points) which must be monitored at runtime to allow for
the evaluation of the performance functions

• A set of performance functions that reflect the behavior of the application in terms
of execution time allowing the dynamic detection of performance drawbacks and
the impact of dynamically introducing changes to the application.

• The actions (tuning points) that should be taken dynamically by the tuning tool to
improve the performance of the application.
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It is worth noting that the conditions that fire an action must be persistent enough to
be sure of the benefits of any improvements that could be obtained from that action.
In other words transient problems are not worth the effort of solving.

4   Performance Model for Homogeneous Applications

To illustrate our methodology, we show its applicability in the simple case of Master-
Worker homogeneous applications, where homogeneous means that we assume that
all tasks are approximately of the same size and require the same processing time.

The most important step to achieve this performance model is to define the
performance functions associated to the framework, because from this definition we
will get the parameters that must be measured (measure points) to evaluate them, and
we also will infer the actions that should be taken (tuning points) to improve
performance.  The analytical definition of the performance functions is shown in
section 4.1 and their experimental validation appears in section 4.2.

4.1   Homogeneous Master-Worker Performance Analysis

In our analysis we will use the following terminology:

• ���� ������	
���
����
��������	��
������
���������������
������������
• V, vm, vi.  Size of task sent to worker i in bytes (vi). Size of results sent back to

master in bytes (vm), and total data volume (�� j (vi + vm)).
• n = current number of workers in the application.
• Tt, Tc, tci.  Time that each worker spends to process a task (tci), total computing

time (��� i tci ), and total execution time (Tt).
• Nopt = number of workers needed to obtain the minimum Tt (best performance).

Now, we can describe the analysis performed to construct the performance functions
of these kinds of applications:

• At the beginning, the master sends one task to each worker, the time spent for this
operation is n*tl (network overhead) + ��i (last task communication time).

• Next, we just have to add the processing time of one worker, tci (Tc/n).
• In order to evaluate what happens to results sent back to the master we only need to

count the communication time for the last message, which is tl + ��m.
• The total iteration time is formed by adding these quantities together, and gives:  Tt

= n*tl + ������Tc/n + tl + ������� ������ ������ ���������	���� 

                                Tt = (tl*n2��� �����!�����������������������������������������������"�

• If we calculate dTt/dn = 0 for expression (1) we obtain an expression to calculate
the number of workers needed to minimize Tt, which is:

���������������������������	������#
��� ��������������������������������������������������������!�

It can be seen that the measure points needed for the performance model associated to
this framework are:

• ������ ���������	$���������$���������������������	%������&��$��	��
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• Tasks & results size (vi, vm), which could be captured in communication functions.
• The time workers spend on each task to calculate the total computing time (Tc).

The performance functions that have to be evaluated are:

• Expression (1), to predict the application performance for any number of workers.
• Expression (2), because it indicates what has to be done to obtain the best

application performance under the conditions that hold for a certain time period.

Finally, the main tuning point to improve performance is:

• Adding or deactivating workers when the performance functions indicate that a
better performance could be obtained.

4.2   Experimental Validation

In order to validate the analytical results described above we have written a synthetic
parametrical master-worker application generator. This application uses MPI and all
experiments were executed on a homogeneous Linux cluster of workstations.

We generated two applications, the first was aimed at getting the best performance
out of a few workers (6) and the second made intensive computations aimed at getting
the best performance out of many workers (80).  In both cases, the synthetic
application was executed 100 times for 1 to 10 workers and the mean execution time
was recorded.  Using the performance model associated to this framework, the
measure points were monitored and the performance functions were evaluated.

Fig. 2. Best performance obtained with (a) 6 workers (b) 80 workers.

The results of this experiment are shown in figure 3 (a) for the first application and 3
(b) for the second one, where real and expected (expression (1)), execution times are
outlined for each case.  As it can be seen, the application’s behavior is closely
captured by expression (2), a fact that validates it. But also expression (3), which
indicates the optimal number of workers, is also validated.

5   Conclusions and Future Studies

In this study, we have shown the design of POETRIES to be an environment that
integrates a framework-based parallel/distributed programming environment with the
performance model needed to carry out the dynamic analysis and tuning of these
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kinds of applications. The main underlying idea is to knowing the structure of an
application in advance is a good way to make appropriate global decisions regarding
the dynamic improvement of its performance.

To show how to build this environment, we have presented the requirements that
frameworks must fulfill in order to be useful in such an environment and, of course, to
programmers, and the methodology for the definition of framework performance
models.

To illustrate the usefulness of relating application structure to its performance
model for dynamic analysis and tuning we have presented the case of Master-Worker
homogeneous applications.  The results obtained demonstrate that it is possible to
define analytical models that can be used by tuning tools to improve performance.

Of course much more work still remains to be done, with the building of more
general performance models that cover non-homogeneous applications being the most
important challenge. However, we believe this is an extremely promising approach
for broadening and encouraging the use of parallel/distributed applications.
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