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Abstract. After removing the walls around the field, vision-based lo-
calization has become an even more interesting approach for robotic
soccer. The paper discusses how removal of the wall affects the localiza-
tion task in RoboCup, both for vision-based and non-visual approaches,
and argues that vision-based Monte Carlo localization based on land-
mark features seems to cope well with the changed field setup. An inno-
vative approach for landmark feature detection for vision-based Monte
Carlo Localization is presented. Experimental results indicate that the
approach is robust and reliable.

1 Introduction

Knowing the position and orientation in the operating environment is an essential
capability for any robot exhibiting coherent, goal-oriented behavior [23,15]. The
basic principle of self-localization is to compare perceptual information derived
from sensor readings with a priori or previously acquired knowledge about the
environment. The self-localization problem has been studied intensively in the
mobile robot community, and a wide variety of approaches with distinct methods
and capabilities have been developed [3,8,15,7,14,17].

Several localization approaches have been successfully adopted and applied to
RoboCup, where the perceptual input included laser scans [16], omnidirectional
vision [21], and directional vision [20,19,18,10,11]. However, in late 2001, the
RoboCup middle-size league adopted major changes to the environment, the
most challenging of which is the removal of the walls around the playground.
The field is now limited simply by line markings. While formerly all green area
could safely assumed to be playground, we now have substantial green-colored
regions outside of the field. As a temporary measure, there will be a number of
poles of 10cm diameter about 1m outside of the field. The distance between pole
center points has been fixed at 40cm for 2002, but this may change already in the
very near future. People are allowed everywhere outside of the poles; referees and
some team members will also be allowed inside the area surrounded by the poles.
In addition, a new corner post was defined, which consists of a 40cm diameter
pole with specific coloring. Within the next few years, a significant enlargement
of the field up to 20m x 30m is one of the changes teams should expect.

It is an interesting and open question, how the known approaches will perform
under the new environmental conditions. In this paper, we first analyze, how the
adopted changes to the field will affect various localization approaches. We argue
that Monte Carlo Localization based on visual features is sufficiently flexible, so
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that it can be easily adapted to the new challenges. We improve the approach
presented in [10], including the set of visual features used, and an innovative
approach to perform subsymbolic line matching. Experimental results both on
simulated and real environments indicate that the improvements significantly
increase robustness and precision of self-localization.

2 Self-Localization in RoboCup

For the analysis of self-localization methods in RoboCup, a useful distinction to
make is the sensor modality used and the type of information it can deliver. The
most reliable and successful approach so far was CS Freiburg’s self-localization,
which relies on scans of angular distance readings obtained by a laser range
finder (LRF) mounted on the robot [16]. Two contributing factors for its success
were that the LRF provides rather precise and reliable measurements of the
distance to the wall surrounding the field and that the scans are dense (361
readings in a half-circle). The density allows to throw away readings that are
suspected to be noisy without loosing the ability to localize. The precision results
in high localization accuracy by matching the sensor scans against a precise yet
simple geometric model of the field. Like any other self-localization approach
that is based on distance measurements, CS Freiburg must significantly revise
its localization procedure to cope with the new situation. The set of poles around
the field can be viewed as making up a different kind of “wall”, with many holes in
it. It should still be possible to detect these “walls” with LRFs, although data will
be much more noisy and require more computational effort for extracting “wall”
hypotheses. The potential presence of people inside the pole-surrounded area
adds additional noise. Sonar-based approaches seem to be of little use for self-
localization in the future, although they can still be used for obstacle avoidance
and opponent detection. In both cases, the ranges of the distances sensors used
may have to be given more consideration. Currently, the range of typically 8m for
LRFs seems still sufficient for current field size, but significantly larger field sizes
may render the sensor almost useless for localization purposes in large portions
of the field. Summarizing, we can infer that self-localization based on distance
sensor readings is still possible, but of decreasing importance for the foreseeable
future.

Another popular localization method in RoboCup is based on omnidirec-
tional vision [21,1] A camera looking at a specially-shaped mirror (conic, spheric,
or with custom geometries) provides the robot with visual information in all di-
rections simultaneously. Resolution of particular objects in the scene is usually
less than for directional cameras, and both resolution and camera range depend
on the mirror geometry. In RoboCup, several examples of custom-designed om-
nidirectional cameras exist where the robot could see the complete field with
goals and surrounding walls in all locations on the field. Thus, these robots had
more or less a global view of the field [5]. The wall height of 50cm was sufficient
to reliably detect the field boundaries for localization purposes despite the lower
resolution of objects at farther distances. In the modified playground, this will
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be much more difficult, because field lines will be just 12cm wide and flat, in-
stead of 50cm high and upright. If the robot sees field lines (or other landmark
features) in its vicinity, nothing much will change. However, field lines farther
away may be hard or impossible to detect. Taking into account the geometry
of the robot on the field, mirror geometry and camera resolution, detecting the
field boundaries can be expected to be noisier, less accurate and reliable, with
a higher likelihood of not detecting the boundary at all. This problem will get
more serious if field size will be further enlarged in the future. A possible solution
could be to localize against larger visual landmarks found in the environment,
like cardboards with large sponsor logos, doors, supporting poles of the build-
ing structure, and so forth. However, these features are different in every envi-
ronment, and consequently the localization algorithm must be adopted on-site.
Furthermore, such landmark features may temporarily or permanently (on the
time scale of a match) be obstructed by spectators or media people. Altogether,
self-localization based on omnidirectional vision is bound to be more difficult,
but methods for fast on-site adaptation and improved algorithms coping with
temporary obstruction of landmarks can render this approach very valuable for
the forseeable future. Note, that the method presented below could be easily
adapted to omnidirectional vision.

Self-localization methods based on perceptual input from directional cameras
seem to be the least-affected by the environmental changes [2,19]. However, this
is a premature conclusion. Despite of the usually higher per-object resolution
available on directional cameras, using them to detect 12cm wide field lines in-
stead of 50cm high walls is significantly more difficult and less robust, especially
at farther distances. Thus, even self-localization methods using directional cam-
eras will have to be improved, especially if they relied on detecting the walls.
One example for self-localization that should need comparatively little change
are the Agilo RoboCuppers, who use directional cameras to extract walls and
field lines and match these against a geometric model [18].

What follows for the future? One consequence is that vision-based local-
ization based on landmark features seems to be a good idea. Another one is
that methods that can quickly adapt on-site to the available landmarks, cope
with temporary or permanent obstruction of particular landmarks, and are ro-
bust even when landmarks can be detected only sparsely seem to hold the best
promises for the future. Monte Carlo localization based on visual landmark fea-
tures seems to offer all the required characteristics.

3 Feature-Based Monte Carlo Localization

In the past few years, Monte-Carlo localization (MCL) has become a very popu-
lar framework for solving the self-localization problem in mobile robots [12,13].
This method is very reliable and robust against noise, especially if the robots are
equipped with laser range finders or sonar sensors. In RoboCup, however, using
a laser scanner on each robot may be difficult, or impossible, or too costly, and
sonar data is extremely noisy due to the highly dynamic environment. Thus, lo-
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calization methods that use other sensory channels, like uni- or omni-directional
vision systems, are highly desirable. In previous work [11], we already presented
a vision-based MCL approach based on landmark features that were very simple
and easy to detect. For the modified RoboCup environment, feature detection
needs to be significantly more sophisticated, and the remainder of the paper
is dedicated to present an enhanced approach for detecting visual features in
RoboCup. This section recaps some essentials of MCL needed for further dis-
cussion.

3.1 Markov Localization

In Markov lokalization [12], the position l = 〈x, y, θ〉 of a robot is estimated by
computing the probability distribution Bel(l) over all possible positions in the
environment. During robot operation, two kinds of update steps are iteratively
applied to incrementally refine Bel(l):

– Belief Projection across Robot Motion: A motion model P (l|l′, m) is used
to predict the likelihood of the robot being in position l assuming that it
executed a motion command m and was previously in position l′. It is as-
sumed that the new position depends only on the previous position and the
movement (Markov property). The robot’s position belief Bel(l) is updated
according to the formula for Markov chains [4]:

Bel(l) =
∫

P (l|l′, m) Bel(l′) dl′ (1)

– Integration of Sensor Input: Data obtained from the robot’s sensors are
used to update the belief Bel(l). An observation model P (o|l′) models the
likelihood of making an observation o given the robot is at position l′. Bel(l)
is then updated by applying Bayes’ rule as follows:

Bel(l) = α P (o|l′) Bel(l′) (2)

where α is a normalization factor ensuring that Bel(l) integrates to 1.

Markov localization method provides a mathematical framework for solving the
localization problem. Unlike methods based on Kalman filtering [22], it is easy
to use multimodal distributions. However, implementing Markov localization on
a mobile robot in a tractable and efficient way is a non-trivial task.

3.2 Monte Carlo Localization

The Monte Carlo localization (MCL) approach [13] solves the implementation
problem by representing the infinite probability distribution Bel(l) by a set of
N samples S = {si|i = 1 . . . N}. Each sample si = 〈li, pi〉 consists of a robot
location li and weight pi. The weight corresponds to the likelihood of li being
the robots correct position, i.e. pi ≈ Bel(li) [24]. Furthermore, as the weights
are interpreted as probabilities, we assume

∑N
i=1 pi = 1.



Improving Vision-Based Self-localization 29

The algorithm for Monte Carlo localization is adopted from the general
Markov localization framework described above. During robot operation, the
following two kinds of update steps are iteratively executed:

– Sample Projection across Robot Motion: A new sample set S is generated
from a previous set S′ by applying the motion model P (l|l′, m) as follows:
For each sample 〈l′, p′〉 ∈ S′ a new sample 〈l, p′〉 is added to S, where l is
randomly drawn from the density P (l|l′, m). The motion model takes into
account robot properties like drift and translational and rotational errors.

– Belief Update and Weighted Resampling: Sensor inputs are used to update
the robot’s beliefs about its position. According to Equation 2, all samples
are re-weighted by incorporating the sensor data o and applying the obser-
vation model P (o|l′). Most commonly, sensors such as laser range finders or
sonars, which yield distance data, are used. In this case, ideal sensor read-
ings can be computed a priori, if a map of the environment is given. An
observation model is then obtained by noisifying the ideal sensor readings,
often simply using Gaussian noise distributions. Given a sample 〈l′, p′〉, the
new weight p for this sample is given by p = α P (o|l′) p′, where α is again
a normalization factor which ensures that all beliefs sum up to 1. These
new weights for the samples in S′ provide a probability distribution over S′,
which is then used to construct a new sample set S. This is done by ran-
domly drawing samples from S′ using the distribution given by the weights,
i.e. for any sample si = 〈li, pi〉 ∈ S′, Prob(si ∈ S) ≈ pi. The relationship is
approximate only, because after each update step we add a small number of
uniformly distributed samples, which ensure that the robot can re-localize
in cases where it lost track of its position, i.e. where the sample set contains
no sample close to the correct robot position.

The Monte Carlo localization approach has several interesting properties; for
instance, it can be implemented as an anytime algorithm [6], and it is possible
to dynamically adapt the sample size[13].

3.3 Visual Feature-Based Monte Carlo Localization (VMCL)

An example for using visual information for MCL has been provided by Dellaert
et al. [7]. On their indoor robot Minerva, they successfully used the distribution
of light intensity in images obtained from a camera facing the ceiling. Due to
the rather uniform lighting structure above a RoboCup field, this approach is
not applicable in RoboCup.

Feature-Based Modeling. The MCL sensor update mechanism needs a sensor
model P (o|l) which describes how probable a sensor reading o is at a given robot
location l. This probability is often computed by estimating the sensor reading õ
at location l and determine a similarity measure between the given measurement
o and the estimation õ. If sensor readings oi are camera images two problems
arise: (i) Estimating complete images õi for each sample’s location is computa-
tionally very expensive. (ii) Finding and computing a similarity measure between
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images is quite difficult. A better idea is to lift the similarity test to work on
processed, more aggregated, and lower-dimensional data, such a feature vectors.
The selection of the visual features is guided by several criteria: (i) uniqueness
of the feature in the environment, (ii) computational effort needed to detect the
feature in images, and (iii) reliability of the feature detection mechanism.

In our previous visual feature-based MCL implementation for RoboCup [11],
only few environment features could be detected: goal posts and field corners
as landmark features, and distances to walls as distance features. The corner
detector yielded ambiguous landmarks, because corners were indistinguishable
from each other, while the four goal post features were unique landmarks. At
most eight landmark features could be detected in any particular pose. Despite
feature detection being sparse and sporadic, we could show that VMCL is still
able to provide reasonably reliable and accurate self-localization. However, the
accepted changes to the environment now necessitate a different approach to
feature detection and the weighting of position samples.

4 VMCL Using RoboCup Field Markings

Field markings like lines and the center circle are visible at many positions on
the field even within the limited viewing field of a directional vision system. At
least in the vicinity of the robot, they can often be perceived with high accuracy
and can therefore be used as landmark features for robot self-localization. The
following processing steps are executed to utilize field markings for VMCL:

1. Image pixels belonging to field markings are extracted from the image by a
green/white edge detector. As this edge detector relies on two color features,
it provides some robustness against noise (false positives) originating from
the field surroundings, like white or green clothes.

2. Taking the camera distortion into account, the edge pixels are then mapped
to spatial representations. Two shape-based representations – egocentric
Hough spaces for lines and circles – are used as shape detectors in our ap-
proach.

3. By applying a Gaussian filter on the Hough representations of field lines and
circles, sensor inaccuracies and noise are taken into account and a heuristic
distance metric is defined.

4. For each position hypothesis (sample), the expected positions of visible lines
and circles in the respective Hough spaces are computed.

5. A matching of visually detected and expected line and circle features is
performed for each position hypothesis. By combining the distances of all
detected lines and circles, a weight for the correctness of a given position
hypothesis is obtained.

4.1 Hough Transformed Feature Lookup

Two Hough space representations [9] serve as shape detectors for the observed
edges. One for field lines HL and one for the center circle HC . A similar ap-
proach was taken by Iocchi and Nardi[19]. They explicitly extract symbolic field
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Fig. 1. Mapping of line point into the line Hough space.

markings by thresholding and searching for local maxima in the Hough spaces.
A matching process is then performed which associates detected line and circle
features with expected ones. If a consistent correspondence can be found, a po-
sition difference can be directly computed from the Hough representations and
used for position correction.

Applying Iocchi and Nardi’s approach in VMCL encounters some problems.
First, searching for the local maxima is non-trivial, because the absolute values
in the Hough spaces of lines and circles at various distances can vary widely due
to camera resolution. In some situations it is even possible to mistake circles as
lines and vice versa, especially if they are partially occluded or only partially vis-
ible. Second, symbolically finding consistent matchings of detected and expected
features can be very expensive, especially if it must be done for large number of
position estimates (samples).

Instead of explicitly extracting symbolic representations of field markings, we
suggest to perform subsymbolic feature matching. A distance metric is defined in
the Hough spaces by applying a Gaussian filter operation to the representation
of detected features. Matching of feature sets is then done implicitly by lookup of
expected features directly in the Hough spaces and computation of the distance
metric for each position sample. Thus, an explicit symbolic feature extraction is
omitted.

4.2 Hough Transformation

The Hough space representation for lines is their distance to the origin and
the angle of the orthogonal vector. A single edge point is represented in line
Hough space by all lines to which the point can belong, resulting in a sinusoid
in the Hough space. All sinusoids representing points belonging to the same line
cross themselves within the two points in the Hough space representing that
line. In Figure 1 this is the line (90o, 2), or (270o, −2) respectively. The angular
axis of the Hough space can therefore be restricted to [0o, 180o). The Hough
representation of the center circle is similar. As the radius of the circle is fixed,
only the Cartesian coordinates of the circle center need to be modeled within
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Fig. 3. The resulting line (left) and circle (right) Hough spaces.

that space. A point is then represented as all the circles it can belong to, resulting
in a circle of possible circle centers within the Hough space.

4.3 Discretized Hough Spaces

By using discretized Hough spaces, the value of each coordinate lying on the si-
nusoid/circle of the added point is increased. Thereby every cell of the discretized
Hough space becomes a feature detector for the set of lines it represents. The
n observed field markings then result in the n highest local maxima within the
Hough spaces, or the n feature detectors with the highest activation levels. As
pointed out above, searching for those maxima can difficult in practice due to
potentially high noise within the observed edges. Also, as it is not a priori known,
whether an edge belongs to a field line or the center circle, they are entered into
both Hough spaces. Field corners get then mismatched as a circle and a partially
visible center circle can be well misinterpreted as a line, making the matching
of observed local maxima infeasible.

4.4 Feature Representation

The left plot in Figure 3 shows the results of mapping the edge samples shown
in Figure 2 into the line Hough space. The robot is positioned at the field center



Improving Vision-Based Self-localization 33

and looking at the goal. The camera apex angle is 90o. In this simulated edge
sample set, there is no inaccuracy in the detected edges. As the edge sample set
in this position is symmetric, only a section of 90o is plotted. The axis of the
line Hough space is scaled from −5m (index 0) to 5m (index 127). The angle
column 0 represents the lines parallel to the viewing axis (field and penalty area
side lines) the column 63 represents the field markings, orthogonal to the robots
viewing angle. Note, that the first local maximum, which is blurred along the
angular axis, is actually not a field line, but the artefact produced by the center
circle. The right plot in Figure 3 illustrates the circle Hough space for the same
sample set. The field center lies at (8,63) and the lower edge post would be
located at (56, 32). The sharp peak represents the actual circle. The rest of the
Hough space is obfuscated by the artefacts of the field lines.

4.5 Subsymbolic Feature Mapping

Although the extraction of the actual field markings from the Hough represen-
tations is possible, it needs some analysis even for a simulated edge scan without
noise. Instead, we suggest to look up the activation of each feature detector for
each expected visible field marking. For the sum of activations to be an accurate
measure for the correctness of the position hypothesis, the following character-
istics of the Hough representations have to be explored.

Directly matching the expected features to the observed edges within the
Hough transformation avoids the previously described problems and is much
more computationally efficient. A measure for the fitting of the observed features
to the expected ones is the percentage of observed edges that match with the
expected field markings. This measure can be obtained as follows:

As the total number t of edge pixels mapped into the Hough spaces is known,
the activation value for a cell can be scaled accordingly. The activation value for
each potential circle center is increased just once for each edge mapped to the
circle Hough space. Therefore HC(x, y)/t always is within [0...1], representing
the percentage of edges observed in the image that match a circle at a certain
position. For the line Hough space, a similar measure can be constructed by
summing up the activation of each visible line.

For each type of feature, a quality measure for rating the matching of an
observed feature to an expected one is needed. Usually, a distance metric is
used to determine the difference between an observed feature and its expected
position. As we do not have an explicit representation of the field marking, this
is again infeasible. Instead we model this function by applying a Gaussian filter
on the Hough spaces. Note, that as long as width of the filter is smaller than
half of the minimum distance between two parallel lines, each visual edge can
still be matched to only one expected field marking.

A Gauss filter is applied for each angle column in the line Hough space to
model the distance metric. Care must be taken to avoid, that after the filter
operation a mapped edge is counted multiple times for a single cell. There-
fore, the activation of only one cell per column and sinusoid of the line Hough
space is increased. Additionally, all activated cells should be connected in an
8-connectedness, which results in the following connectedness constraint:



34 Hans Utz et al.

-1.5

-1

-0.5

0

0.5

1

1.5

2

2.5

3

0 1 2 3 4 5
-6

-4

-2

0

2

4

6

0 50 100 150 200 250 300 350

D
is

ta
nc

e

Angle

p(1,2)
p(4,2)
p(5,2)
p(1,0)

p(1,-1)

Fig. 4. Points belonging to two lines.

max
α0,|d|≤dmax

[
rnd

(
d ∗ sin α0

∆d

)
− rnd

(
r ∗ sin(α0 + ∆α)

∆d

)]
≤ 1

where ∆d denotes the discretization step size for the distance, ∆α the angular
discretization step size accordingly and dmax the maximum viewing distance of
the camera. That is, for all possible sinusoids, successive column indices may
only differ by one. By abandoning the rounding step the above constraint can
be tightened and formulated as:

dmax

∆d
∗ 2 sin

(
∆α

2

)
≤ 1

By approximating sinx as x, this results in the following maximum angular
step size: ∆α ≤ ∆d/dmax. This ensures, that the summed activation of the line
feature detectors for each angle is t.

Crossings of orthogonal field lines result in edges, that belong to two lines in
the line Hough space. This is exemplified in Figure 4. Those edges are counted
twice and therefore introduce an error that can be dealt with in different ways:
One is to ignore this effect and to apply clipping of high values in order to
ensure that weight values are at most 1. The alternative is trying to factor out
line crossings in order to not overweigh position hypotheses with visible line
crossings. This can be done by substracting edge pixels counted twice. Due to
the distance-variant camera resolution, the effect is correlated with the distance
of the crossing point. Empirically, a constant factor e is sufficient to ensure
adequate results. In order to avoid negatives weights, clipping of values lower
than 0 should be applied. Experimentation with both alternatives turned out
to produce good results. The first alternative results in higher ambiguity, while
the latter underestimates the correct values of positions, especially in situations
with partial occlusions of line features. Summing up the above analysis, the
weight of the correctness of a position hypothesis p(x, y, θ) can be calculated as
w(p) = max(0, min(1, ŵ(p))) with
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Fig. 5. The camera image and the detected edges.

ŵ(p) =
1
t


HC(−p) +

∑
l∈V l

p(L)

HL(l − p) − c(p) ∗ e


 ,

where L is the set of field lines, V L
p (L) the set of visible lines at position p, c(p)

is the number of crossings visible at the proposed position.

5 Evaluation

The Hough space feature lookup is implemented and first empirical results could
be obtained, both in lab experiments and during the RoboCup German Open
2002.

5.1 Experiments

In the first real world example, the robot is standing in the middle of the center
circle facing the side wall. Figure 5 shows the image obtained by the camera of
the robot and the resulting edge feature set, after projection to the floor. The
camera apex angle is 45o and as we do not have enough room in our lab, the
side wall is only 2.2m away and the radius of the center circle is 0.80m. There
is also some noise, as dark parts of the wall are partially interpreted as green.

To give an impression of the quality of the position estimation based on the
above edge feature set, we evaluated one million samples uniformly distributed
over all of the robot’s three dimensional configuration space. To account for the
removed walls, positions up to 1m off the field along both axis are also part of
the configuration space. To visualize the results of the position estimation, the
iso surface for the weight of 80% is plotted into a 3-dimensional plot. The x axis
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Fig. 6. Evaluation of circle (left) and line (right) edges only.

is aligned with the field sides and the y axis with the goals. The z axis represents
the orientation of the robot, scaled from −180o to 180o. That is, looking at the
plot, the center of the cube matches with the center of the football field looking
at the opponents goal. The actual robots position in the plot is in the center of
the x and y axis. On the z axis there exist two possible positions, due to the
symmetry of the field. Either at one quarter, or at three quarters of the range
of the z axis.

The left plot in Figure 6 shows the position estimation based on just the circle.
For this estimation, an edited version of the image in Figure 5 was used, showing
just the circle part of the image. The thick spiral around the z axis shows, that
the robot can clearly map its position but is not able to tell its orientation from
the circle. The thin spiral is the maximum weight of those position hypotheses
that try to match the circle samples to a circle with its center located at 1.6m
distance directly in front of the robot. For this matching there is significantly
less evidence available.

For the distribution estimation of only the line Hough space evaluation, an
edge feature set without the circle edges was used. The noise was not eliminated.
The result is shown in Figure 6. All positions on the field at which the robot
is standing on a line facing an orthogonal line at about 2.2m distance have a
high rating. Using both Hough spaces together for evaluating the original edge
feature set, the iso surface plotted in Figure 7 is obtained. Due to the symmetry
of the field, two possible positions remain.

In a further laboratory experiment, the robot’s task was to move along a
virtual square in a RoboCup field half the original size. The experiment lasted
15 hours and showed that line feature lookup is sufficient for robust position
tracking even over very long periods.

The method was also successfully evaluated during the recent RoboCup Ger-
manOpen 2000 in Paderborn. The features used there included field lines, center
circle, goal and corner posts. The accuracy is typically within the Hough dis-
cretizations used (≈ 12cm translational and 3o rotational). Image processing
typically required 35ms, while the VMCL typically required 100ms.
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Fig. 7. Evaluation of line and circle edges.

5.2 Weighting of False Positives and False Negatives

For the Hough tranformed feature lookup to be a reliable position estimator, it
has to be able to cope with visual noise as especially prominent in the RoboCup
F-2000 league scenario. One source of error is the occlusion of features by other
robots on the field (false negatives). The other source is a direct consequence
of the latest rule changes, the removal of the walls around the field, which
makes the spectators visible for the robots. This can introduce false positives,
as green/white edges can be visible, that do not belong to field markings. Un-
fortunately, the indifference of a feature detector to unmapped (potential false
positives) or missing features (potential false negatives) also hinders its ability
to detect mislocalization.

The Hough transformed feature lookup is quite indifferent to false negatives
in the feature set. The weight for a matching of a feature is directly related to the
evidence available for this feature. The only exception is the elimination of edge
pixels at line crossings, which are counted twice. If a line crossing is occluded by
other robots, this indeed decreases the weight for this position. This effect can
cause position hypothesis with many crossings to be assigned a negative weight,
if there are very little edges available, that support this hypothesis. This requires
a low default weight to be assigned for such a hypothesis, to keep the weight
scaled correctly. But since this obviously is, according to the sensory information
available, a bad position estimation anyway, it should be discarded. Additionally,
this effect prevents positions at which many lines are visible to be erroneously
weighted as good hypothesis.

Even though hardly anything is done to actively suppress false positives by
the edge detection operator, this method is fairly robust against it. White noise,
that is, randomly observed edges have very little effect on the method, since
it inhibits all position hypotheses equally. Falsely detected lines only give false
positives if they are aligned with the field axis. As vertical lines vary in angle
after the floor projection step for every viewing angle, they only sporadically
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introduce false positives that can be filtered out by the Markov localization
process.

5.3 Efficiency

The Hough transformed feature lookup is computationally cheap. The most ex-
pensive part is the creation of the Hough spaces. The cost scales linearly with
the resolution of discretization as well as the the number of the observed edges
(|E|): O(dmax/d∆ ∗ 180o/α∆ ∗ |E|). Since all those factors increase the accuracy
of mapping field markings, this allows a direct trading of speed against quality
of the feature detector.

The weighting of the position hypotheses is very cheap and has almost con-
stant cost. For each field marking, there is one lookup within the Hough spaces
the indices of which are also cheap to calculate since all field lines are axis aligned
and orthogonal to each other. For each field marking a visibility check is required
to increase the robustness against white noise. The visibility of the field mark-
ings from a given position can be precomputed and stored in a lookup table for
discrete positions. The calculation of actual coordinates is again very cheap. The
discretization introduces little error, since the number of edges observed for a
field marking decays as it leaves the field of view of the camera. Thus it con-
tributes little to the weight of a position hypothesis, either if erroneously ignored
or looked up.

6 Conclusion

Recent changes to the RoboCup environment necessitate major revisions of
the self-localization methods used on most robots. Vision-based MCL seems
to be able to cope well with the recent and some expected future changes. The
performance of the VMCL method depends mainly on the quality of the available
feature detectors. We presented a subsymbolic shape-based feature detector and
its usage for the weighting of position hypotheses as used within the VMCL
process. It is robust against noise, as introduced by the latest rule changes, and
computationally efficient especially in terms of per-sample evaluation time.
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