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Abstract. In this paper we describe methods of performing data min-
ing on web documents, where the web document content is represented
by graphs. We show how traditional clustering and classification meth-
ods, which usually operate on vector representations of data, can be
extended to work with graph-based data. Specifically, we give graph-
theoretic extensions of the k-Nearest Neighbors classification algorithm
and the k-means clustering algorithm that process graphs, and show how
the retention of structural information can lead to improved performance
over the case of the vector model approach. We introduce several different
types of web document representations that utilize graphs and compare
their performance for clustering and classification.

1 Introduction

Web document mining [1] is the application of data mining techniques to web-
related documents. Web mining methodologies can generally be classified into
one of three categories: web usage mining, web structure mining, and web con-
tent mining [2]. In web usage mining the goal is to examine web page usage
patterns in order to learn about a web system’s users or the relationships be-
tween the documents. Web usage mining is useful for providing personalized web
services, an active area of web mining research. In the second category of web
mining methodologies, web structure mining, only the relationships between web
documents are examined, usually by utilizing the information conveyed by each
document’s hyperlinks. Like web usage mining, the actual content of the web
pages is often ignored.

In the current paper we are concerned with the third category of web mining,
web content mining. In web content mining we examine the actual content of
web pages (most often the text contained in the pages) and then perform some
web mining procedure, most typically clustering or classification. Content-based
classification of web documents is useful because it allows users to more easily
navigate and browse collections of documents [3][4]. Such classifications are of-
ten costly to perform manually, as it requires a human expert to examine the
content of each web document. Due to the large number of documents avail-
able on the Internet in general, or even when we consider smaller collections of
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web documents, such as those associated with corporate or university web sites,
an automated system which performs web document classification is desirable
in order to reduce costs and increase the speed with which new documents are
classified. Clustering is an unsupervised method which attempts to separate web
documents into similar groups, while classification is a supervised learning tech-
nique which aims to assign a specific label to each web document. Clustering is
done to organize web documents into related groups. This has benefits when the
classes are not known a priori, such as in web search engines [5], since it allows
systems to display results grouped by cluster (topic), in comparison to the usual
“endless” ranked list, making browsing easier for the user. Using classification
techniques with these types of systems is difficult due to the highly dynamic na-
ture of the Internet; creating and maintaining a training set would be challenging
and costly. For this reason, it is necessary to create clusters automatically from
the data.

Traditional information retrieval and data mining methods represent docu-
ments with a vector model, which utilizes a series of numeric values associated
with each document. Each value is associated with a specific term (word) that
may appear on a document, and the set of possible terms is shared across all
documents. The values may be binary, indicating the presence or absence of the
corresponding term. The values may also be non-negative integers, which repre-
sent the number of times a term appears on a document (i.e. term frequency).
Non-negative real numbers can also be used, in this case indicating the impor-
tance or weight of each term. These values are derived through a method such as
the popular inverse document frequency model [6], which reduces the importance
of terms that appear on many documents. Regardless of the method used, each
series of values represents a document and corresponds to a point (i.e. vector) in
a Euclidean feature space; this is called the vector-space model of information
retrieval. This model is often used when applying data mining techniques to doc-
uments, as there is a strong mathematical foundation for performing distance
measure and centroid calculations using vectors. However, this method of docu-
ment representation does not capture important structural information, such as
the order and proximity of term occurrence, or the location of term occurrence
within the document.

In order to overcome this problem we have introduced several methods of
representing web document content using graphs instead of vectors, and have
extended existing data mining methods to work with these graphs. These ap-
proaches have two main benefits: 1. they allow us to keep the inherent structural
information of the original document without having to discard information as
we do with the vector model representation, and 2. they intuitively extend ex-
isting, well-known data mining algorithms rather than create new algorithms,
whose properties and behavior are unknown.

Only recently have a few papers appeared in the literature that deal with
graph representations of documents. Lopresti and Wilfong compare web doc-
uments using a graph representation that primarily utilizes HTML parse in-
formation, in addition to hyperlink and content order information [7]. In their
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approach they use graph probing, which extracts numerical feature information
from the graphs, such as node degrees or edge label frequencies, rather than
comparing the graphs themselves. In contrast, our representation uses graphs
created solely from the content, and we use the graphs themselves rather than a
set of extracted features. Liang and Doermann represent the physical layout of
document images as graphs [8]. In their layout graphs nodes represent elements
on the page of a document, such as columns of text or headings, while edges indi-
cate how these elements appear together on the page (i.e. spatial relationships).
This method is based on the formatting and appearance of the documents when
rendered, not the textual content (words) of a document as in our approach.

Earlier work by the authors dealing with graph-based classification [9][10] and
clustering [11][12] of web documents has been presented. In this paper we aim to
give a synopsis of our previous work and a general framework for web document
mining using a graph model of web document content. We also introduce a new
graph representation model and compare it to the ones previously proposed. The
paper is organized as follows. In Sect. 2 we will describe several techniques for
representing web document content by graphs. We demonstrate how the popular
k-Nearest Neighbors classification method can be easily extended to work with
these graphs in Sect. 3. Similarly, in Sect. 4, we explain the graph-theoretic
extension of the k-means clustering algorithm. Experimental results for both
methods comparing the graph and vector approaches are presented in Sect. 5.
Finally, some concluding remarks are provided in Sect. 6.

2 Graph Representations of Web Documents

In this section we describe methods for representing web documents using graphs
instead of the traditional vector representations. All representations are based
on the adjacency of terms in a web document. These representations are named:
standard, simple, n-distance, n-simple distance, raw frequency and normalized
frequency.

Under the standard method each unique term (word) appearing in the doc-
ument, except for stop words such as “the”, “of”, and “and” which convey little
information, becomes a node in the graph representing that document. Each
node is labeled with the term it represents. Note that we create only a single
node for each word even if a word appears more than once in the text. Second,
if word a immediately precedes word b somewhere in a “section” s of the docu-
ment, then there is a directed edge from the node corresponding to term a to the
node corresponding to term b with an edge label s. We take into account certain
punctuation (such as periods) and do not create an edge when these are present
between two words. Sections we have defined for the standard representation are:
title, which contains the text related to the document’s title and any provided
keywords (meta-data); link, which is text that appears in hyper-links on the doc-
ument; and text, which comprises any of the visible text in the document (this
includes text in links, but not text in the document’s title and keywords). Next
we remove the most infrequently occurring words on each document, leaving at



404 Adam Schenker et al.

most m nodes per graph (m being a user provided parameter). This is similar
to the dimensionality reduction process for vector representations [6]. Finally we
perform a simple stemming method and conflate terms to the most frequently
occurring form by re-labeling nodes and updating edges as needed. An example
of this type of graph representation is given in Fig. 1. The ovals indicate nodes
and their corresponding term labels. The edges are labeled according to title
(TI), link (L), or text (TX). The document represented by the example has the
title “YAHOO NEWS”, a link whose text reads “MORE NEWS”, and text con-
taining “REUTERS NEWS SERVICE REPORTS”. Note there is no restriction
on the form of the graph and that cycles are allowed. While this approach to
document representation appears superficially similar to the bigram, trigram,
or N-gram methods, those are statistically-oriented approaches based on word
occurrence probability models [13]. The methods presented here, with the ex-
ception of the frequency representations described below, do not require or use
the computation of term probability relationships.

YAHOO NEWS

SERVICE

MORE

REPORTS REUTERS

TI L

TX

TX

TX

Fig. 1. Example of a standard graph representation of a document.

The second type of graph representation we will look at is what we call the
simple representation. It is basically the same as the standard representation,
except that we look at only the visible text on the page, and do not include
title and meta-data information (the title section). Further, we do not label the
edges between nodes so there is no distinction between link and text sections.
An example of this type of representation is given in Fig. 2.

NEWS

SERVICE

MORE

REPORTS REUTERS

Fig. 2. Example of a simple graph representation of a document.

The third type of representation is called the n-distance representation. Un-
der this model, there is a user-provided parameter, n. Instead of considering only
terms immediately following a given term in a web document, we look up to n
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terms ahead and connect the succeeding terms with an edge that is labeled with
the distance between them (unless the words are separated by certain punctu-
ation marks). For example, if we had the following text on a web page, “AAA
BBB CCC DDD”, then we would have an edge from term AAA to term BBB
labeled with a 1, an edge from term AAA to term CCC labeled 2, and so on.
The complete graph for this example is shown in Fig. 3.

AAA BBB

CCC DDD

1

1

1

2 2

3

Fig. 3. Example of an n-distance graph representation.

Similar to n-distance, we also have the fourth graph representation, n-simple
distance. This is identical to n-distance, but the edges are not labeled, which
means we only know that the distance between two connected terms is not more
than n.

The fifth graph representation is what we call the raw frequency represen-
tation. This is similar to the simple representation (adjacent words, no section-
related information) but each node and edge is labeled with an additional fre-
quency measure. For nodes this indicates how many times the associated term
appeared in the web document; for edges, this indicates the number of times the
two connected terms appeared adjacent to each other in the specified order. The
raw frequency representation uses the total number of term occurrences (on the
nodes) and co-occurrences (edges).

A problem with this representation is that large differences in document size
could lead to skewed comparisons, similar to the problem encountered when
using Euclidean distance with vector representations of documents. Under the
normalized frequency representation, instead of associating each node with the
total number of times the corresponding term appears in the document, a nor-
malized value in [0, 1] is assigned by dividing each node frequency value by the
maximum node frequency value that occurs in the graph; a similar procedure is
performed for the edges. Thus each node and edge has a value in [0, 1] associ-
ated with it, which indicates the normalized frequency of the term (for nodes)
or co-occurrence of terms (for edges).

3 k-Nearest Neighbors Classification with Graphs

In this section we describe the k-Nearest Neighbors (k-NN) classification algo-
rithm and how we can easily extend it to work with the graph-based representa-
tions of web documents described above. The basic k-NN algorithm is given as
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follows [14]. First, we have a set of training examples; in the traditional k-NN
approach these are numerical feature vectors. Each of these training instances is
associated with a label which indicates to what class the instance belongs. Given
a new, previously unseen instance, called an input instance, we attempt to esti-
mate which class it belongs to. Under the k-NN method this is accomplished by
looking at the k training instances closest (i.e. with least distance) to the input
instance. Here k is a user provided parameter and distance is usually defined to
be the Euclidean distance:

distEUCL(x, y) =

√
√
√
√

n∑

i=1

(xi − yi)2 , (1)

where xi and yi are the ith components of vectors x = [x1, x2, . . . , xn] and y =
[y1, y2, . . . , yn], respectively. However, for applications in document classification,
the cosine or Jaccard similarity measures [6] are often used due to their length
invariance property. We can convert these to a distance measure by the following:

distCOS(x, y) = 1 − x • y

‖x‖ · ‖y‖ , (2)

distJAC(x, y) = 1 −
∑n

i=1 xiyi
∑n

i=1 x2
i +

∑n
i=1 y2

i − ∑n
i=1 xiyi

. (3)

In Eq. (2) • indicates the dot product operation and ‖ · · · ‖ indicates the mag-
nitude (length) of a vector.

Once we have found the k nearest training instances using some distance
measure, such as one of those defined above in Eqs. (1–3), we estimate the
class by the majority among the k instances. This class is then assigned as the
predicted class for the input instance. If there are ties due to more than one
class having equal numbers of representatives amongst the nearest neighbors
we can either choose one class randomly or we can break the tie with some
other method, such as selecting the tied class which has the minimum distance
neighbor. For the experiments in this paper we will use the latter method, which
in our experiments has shown a slight improvement over random tie breaking.
In order to extend the k-NN method to work with graphs instead of vectors, we
only need a distance measure which computes the distance between two graphs
instead of two vectors. This graph-theoretic distance measure, which utilizes the
concept of the maximum common subgraph, is [15]:

distMCS(G1, G2) = 1 − |mcs(G1, G2)|
max(|G1|, |G2|) , (4)

where G1 and G2 are graphs, mcs(G1, G2) is their maximum common subgraph,
max(· · ·) is the standard numerical maximum operation, and | · · · | denotes the
size of the graph. Usually, this is taken to be the sum of the number of nodes
and edges in the graph. However, for the frequency-based graph representations
described in Sect. 2, the graph size is defined as the sum of the node frequency
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values added to the sum of the edge frequency values. Other similar graph dis-
tance measures have been proposed as well [16][17].

For general graphs the computation of the maximum common subgraph is
NP-Complete. However, for the graph representations of web documents pre-
sented in Sect. 2, the computation of the maximum common subgraph is O(n2),
with n being the number of nodes, due to the existence of unique node labels
in the graph representations (i.e. we need only examine the intersection of the
nodes, since each node has a unique label) [18]. We will give some examples of
actual run times when using the graph-based methods in Sect. 5.

4 k-Means Clustering with Graphs

The k-means clustering algorithm is a simple and straightforward method for
clustering data [14]. The basic algorithm is given in Fig. 4. As with the k-NN
classification algorithm, the typical procedure is to represent each item to be
clustered as a vector in the Euclidean space �m. The distance measure used by
the algorithm is usually one of Eqs. (1–3).

Inputs: the set of n data items and a parameter, k, defining the number of clusters to create
Outputs: the centroids of the clusters and for each data item the cluster (an integer in [1,k]) it

belongs to

Step�1. Assign each data item randomly to a cluster (from 1 to k).
Step�2. Using the initial assignment, determine the centroids of each cluster.
Step�3. Given the new centroids, assign each data item to be in the cluster of its closest centroid.
Step�4. Re-compute the centroids as in Step 2. Repeat Steps 3 and 4 until the centroids do not

change.

Fig. 4. The basic k-means clustering algorithm.

As we saw in Sect. 3, we have available to us a method of computing dis-
tances between graphs [Eq. (4)]. However, note that the k-means algorithm, like
many clustering algorithms, requires not only the computation of distances, but
also of cluster representatives. In the case of k-means, these representatives are
called centroids. Thus we need a graph-theoretic version of the centroid, which
itself must be a graph, if we are to extend this algorithm to work with graph
representations of web documents. Our solution is to compute the representa-
tives (centroids) of the clusters using median graphs [19]. The median of a set
of graphs is defined as the graph from the set which has the minimum average
distance to all the other graphs in the set. Here the distance is computed with
the graph-theoretic distance measure mentioned above [Eq. (4)].

We wish to clarify a point that may cause some confusion. Clustering with
graphs is well established in the literature. However, with those methods the
entire clustering problem is treated as a graph, where nodes represent the items
to be clustered and weights on edges connecting nodes indicate the distance
between the objects the nodes represent. The goal is to partition this graph,



408 Adam Schenker et al.

breaking it up into several connected components which represent clusters. The
usual procedure is to create a minimal spanning tree of the graph and then
remove the remaining edges with the largest weight until the number of desired
clusters is achieved [20]. This is very different than the technique we described
in this section, since it is the data (in this case, the web documents) themselves
which are represented by graphs, not the overall clustering problem.

5 Experiments and Results

In order to evaluate the performance of the graph-based k-NN and k-means
algorithms as compared with the traditional vector methods, we performed ex-
periments on two different collections of web documents, called the F-series and
the J-series [21]1. These two data sets were selected because of two major rea-
sons. First, all of the original HTML documents are available, which is necessary
if we are to represent the documents as graphs; many other document collections
only provide a pre-processed vector representation, which is unsuitable for use
with our method. Second, ground truth assignments are provided for each data
set, and there are multiple classes representing easily understandable groupings
that relate to the content of the documents. Some web document collections are
not labeled or are presented with some other task in mind than content-related
classification (e.g. building a predictive model based on user preferences).

The F-series originally contained 98 documents belonging to one or more of
17 sub-categories of four major category areas: manufacturing, labor, business
& finance, and electronic communication & networking. Because there are mul-
tiple sub-category classifications from the same category area for many of these
documents, we have reduced the categories to just the four major categories
mentioned above in order to simplify the problem. There were five documents
that had conflicting classifications (i.e., they were classified to belong to two
or more of the four major categories) which we removed in order to create a
single class classification problem, which allows for a more straightforward way
of assessing classification accuracy. The J-series contains 185 documents and
ten classes: affirmative action, business capital, information systems, electronic
commerce, intellectual property, employee rights, materials processing, personnel
management, manufacturing systems, and industrial partnership. We have not
modified this data set. Additional results on a third, larger data set can be found
in [9][10][12].

For the vector-model representation experiments there were already several
pre-created term–document matrices available for our experiments at the same
location where we obtained the two document collections. We selected the ma-
trices with the smallest number of dimensions. For the F-series documents there
are 332 dimensions (terms) used, while the J-series has 474 dimensions. We per-
formed some preliminary experiments and observed that other term-weighting

1 The data sets are available under these names at: ftp://ftp.cs.umn.edu/dept/

users/boley/PDDPdata/
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schemes (i.e., tf · idf , see [6]) improved the accuracy of the vector-model repre-
sentation for these data sets either only very slightly or in many cases not at all.
Thus we have left the data in its original format.

For our graph-based experiments we used a maximum graph size of 30 nodes
per graph; this corresponds to setting m = 30 (see Sect. 2). This parameter
value was selected based on previous experimental results, and has been shown
to work adequately for both data sets (see also the study by Turney [22]). Further
results are omitted for brevity. For the distance related graph representations,
n-distance and n-simple distance, we used n = 5 (i.e. 5-distance and 5-simple
distance). Classification accuracy was assessed by the leave-one-out method.
Clustering performance is measured using two performance indices which indi-
cate the similarity of obtained clusters to the “ground truth” clusters. The first
performance index is the Rand index [23], which is computed by examining the
produced clustering and checking how closely it matches the ground truth clus-
tering. It produces a value in the interval [0, 1], with 1 representing a clustering
that perfectly matches ground truth. The second performance index we use is
mutual information [24], which is an information-theoretic measure that evalu-
ates the overall degree of agreement between the clustering under consideration
and ground truth, with a preference for clusters that have high purity. Higher
values of mutual information indicate better performance. The clustering exper-
iments were repeated ten times to account for the random initialization of the
k-means algorithm, and the average of these experiments is reported.

The results for the k-NN classification experiments are given in Table 1. The
first column, DS, indicates which data set (F or J-series) the experiments were
performed on. The next column, k, is the number of nearest neighbors used
in that experiment. The next six columns are the results of using our graph-
theoretic approach when utilizing the various types of graph representations of
web documents described in Sect. 2. These are, from left to right: standard,
simple, 5-distance, 5-simple distance, raw frequency, and normalized frequency.
The final column is the accuracy of the vector representation approach using
a distance based on Jaccard similarity [6], which is the best performing vector
distance measure we have worked with. On our system, a 2.6 GHz Pentium 4
with 1 gigabyte of memory, the graph method took an average of 0.2 seconds
to classify a document for the F-series, and 0.45 seconds for the J-series, both
when using k = 1 and the standard representation.

Similarly, the result for the k-means clustering experiments are given in Ta-
ble 2. The columns are identical to Table 1, with the exception of the second
column, which indicates the performance measures (PM) used: Rand index (R)
or mutual information (MI). The average time to create clusters for the F-series
using the graph-based method and the standard representation was 22.7 seconds,
while it took 59.5 seconds on average for the J-series.

From the results we see that the standard representation, in all experiments,
exceeded the equivalent vector procedure. In 11 out of 12 experiments, the simple
representation outperformed the vector model. The 5-distance representation
was better in 8 out of 12 experiments. The 5-simple distance representation was
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Table 1. Experimental results for k-NN classification. Classification accuracy is given
as percent of documents correctly classified using leave-one-out. The best results of
each experiment are shown in bold.

DS k Std Sim 5-D 5-SD RF NF Vec

F 1 96.77% 94.62% 92.47% 93.55% 93.55% 97.85% 93.55%
F 3 95.70% 97.85% 94.62% 96.77% 96.77% 96.77% 94.62%
F 5 96.77% 96.77% 93.55% 94.62% 93.55% 93.55% 88.17%
F 10 95.70% 94.62% 95.70% 92.47% 91.40% 92.47% 83.87%
J 1 81.08% 80.00% 82.16% 82.16% 81.08% 76.76% 73.51%
J 3 84.86% 81.62% 82.70% 83.78% 81.62% 80.00% 74.59%
J 5 85.41% 85.95% 83.78% 83.78% 80.00% 81.62% 74.05%
J 10 85.41% 84.86% 83.78% 82.16% 77.30% 84.32% 77.30%

Table 2. Experimental results for k-means clustering. Performance is measured with
Rand index (R) and mutual information (MI). The best results of each experiment are
shown in bold.

DS PM Std Sim 5-D 5-SD RF NF Vec

F R 0.7202 0.7064 0.6912 0.7056 0.7186 0.7003 0.6899
F MI 0.1604 0.1323 0.1371 0.1457 0.1404 0.1319 0.1020
J R 0.8741 0.8692 0.8663 0.8605 0.8639 0.8660 0.8717
J MI 0.2487 0.2400 0.2305 0.2107 0.2204 0.2516 0.2316

an improvement in 9 out of 12 cases. Raw frequency was better in 8 of 12 cases,
while normalized frequency was an improvement in 11 of 12 cases.

For the classification experiments, the best accuracy for the F-series was
97.85%, which was achieved by both the simple representation (for k = 3) and the
normalized frequency representation (for k = 1). In contrast, the best accuracy
using a vector representation was 94.62% (for k = 3). For the J-series, the best
graph-based accuracy was 85.95% (for simple, k = 5); the best vector-based
accuracy was 77.30%.

For the clustering experiments, the best F-series results were attained by the
standard representation (0.7202 for Rand index; 0.1604 for mutual information).
The performance of the vector approach was 0.6899 and 0.1020 for Rand and mu-
tual information, respectively. For the J-series, the best Rand index was obtained
for standard (0.8741) while the best mutual information value was attained for
normalized frequency (0.2516). In comparison, the vector-based clustering for
the J-series achieved 0.8717 for Rand index and 0.2316 for mutual information.

6 Conclusions

In this paper we have provided a description of several methods of representing
web document content as graphs, rather than the vector representations which
are typically used. We introduced six different types of graph representations
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(standard, simple, n-distance, n-simple distance, raw frequency, and normalized
frequency) and performed experiments with both classification using k-Nearest
Neighbors and clustering using k-means on two web document collections. The
results showed an improvement over the traditional vector representation in most
cases for both classification and clustering. Overall, the standard representation
was the best, with the simple and normalized frequency representations also
performing well. We will examine the reasons for the variations in performance
for different representations in future research.

In future experiments we will utilize larger data sets, to investigate scalability
issues, and examine additional graph representation types. The graph represen-
tations of web documents presented here can capture term order, proximity,
section location, and frequency information. We could look at more elaborate
representations that capture additional information. Note that new represen-
tations would not necessitate the creation of new algorithms in order to make
use of them. Incorporating expert knowledge from the field of natural language
understanding (e.g. the first sentence of the paragraph is the most important;
words that appear in italics or boldface are important terms) could also improve
the quality of the created graphs. We will also consider extending the graph-
based techniques presented here to other data mining methods. Another open
topic to be explored is finding a procedure for determining the optimal size of
each graph (i.e. parameter m) automatically.
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