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Abstract. Mixed-parallelism, the combination of data- and task-
parallelism, is a powerful way of increasing the scalability of entire classes
of parallel applications on platforms comprising multiple compute clus-
ters. While multi-cluster platforms are predominantly heterogeneous,
previous work on mixed-parallel application scheduling targets only ho-
mogeneous platforms. In this paper we develop a method for extending
existing scheduling algorithms for task-parallel applications on heteroge-
neous platforms to the mixed-parallel case.

1 Introduction

Two kinds of parallelism can be exploited in most scientific applications: data-
and task-parallelism. One way to maximize the degree of parallelism of a given
application is to combine both kinds of parallelism. This approach is called
mixed data and task parallelism or mixed parallelism. In mixed-parallel appli-
cations, several data-parallel computations can be executed concurrently in a
task-parallel way. This increases scalability as more parallelism can be exploited
when the maximal amount of either data- or task-parallelism has been achieved.

This capability is a key advantage for today’s parallel computing platforms.
Indeed, to face the increasing computation and memory demands of parallel
scientific applications, a recent approach has been to aggregate multiple compute
clusters either within or across institutions [4]. Typically, clusters of various
sizes are used, and different clusters contain nodes with different capabilities
depending on the technology available at the time each cluster was assembled.
Therefore, the computing environment is at the same time attractive because of
the large computing power, and challenging because it is heterogeneous.

A number of authors have explored mixed-parallel application scheduling in
the context of homogeneous platforms [8–10]. However, heterogeneous platforms
have become prevalent and are extremely attractive for deploying applications
at unprecedented scales. In this paper we build on existing scheduling algo-
rithms for heterogeneous platforms [6, 7, 11, 14] (i.e., specifically designed for
task-parallelism) to develop scheduling algorithms for mixed-parallelism on het-
erogeneous platforms.
� An extended version of this paper is given by [13].
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This paper is organized as follows. Section 2 discusses related work. Section 3
shows how scheduling algorithms for task-parallel applications on heterogeneous
platforms can be adapted to support mixed-parallelism, which is illustrated with
a case study in Section 4. Section 5 presents our evaluation methodology and
Section 6 presents our evaluation results. Section 7 concludes the paper with a
summary of our contributions and a discussion of future work.

2 Background

Most existing mixed-parallel scheduling algorithms [8–10] proceed in two steps.
The first step aims at finding an optimal allocation for each task, that is the
number of processors on which the execution time of a task is minimal. The
second step determines a schedule for the allocated tasks, that is the ordering of
tasks that minimizes the total completion time of the application.

In [1], we proposed an algorithm that proceeds in only one step. The alloca-
tion process is substituted by the association of a list of configurations to tasks.
This concept of configuration has been developed to be used in this work and
will be detailed in Section 3. Furthermore, the algorithm we present in this pa-
per, unlike that in [1], explicitly accounts for platform heterogeneity, and is thus
applicable to real-world multi-cluster platforms.

The problem of scheduling a task graph onto a heterogeneous platform is
as follows. Consider a Directed Acyclic Graph (DAG) that models a parallel
application. Each node (or task) of the DAG has a computation cost which leads
to different computation times on different processors. An edge in the DAG
corresponds to a task dependency (communication or precedence constraint.)
To each edge connecting two nodes is associated the amount of data in bytes
to communicate. Each such transfer incurs a communication cost that depends
on network capabilities. It is assumed that if two tasks are assigned to the same
processor there is no communication cost and that several communications may
be performed at the same time, possibly leading to contention on the network.

The target architecture is generally a set of heterogeneous processors con-
nected via a fully connected network topology, i.e., as soon as a task has com-
pleted, produced data are sent to all its successors simultaneously. We assume
that computation can be overlapped with communication and the execution time
to be known for each task-processor pair.

The objective is to assign tasks to processors so that the schedule length
is minimized, accounting for all interprocessor communication overheads. This
problem is NP-complete in the strong sense even when an infinite number of
processors are available [2]. A broad class of heuristics for solving the scheduling
problem is list-scheduling. In the context of heterogeneous platforms popular
heuristics list-scheduling heuristics include PCT [6], BIL [7], HEFT [14], and
DLS [11]. All these heuristics are based on the same two components: a priority
function, which is used to order all nodes in the task graph at compile time; and
an objective function, Fobj , which must be minimized.
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3 Towards Heterogeneous Mixed Parallel Scheduling

While the list-scheduling algorithms described in Section 2 operate on a fully het-
erogeneous platform (compute resources and network links), in our first attempt
at using these heuristics for mixed-parallelism we impose three restrictions on the
platform and its usage: (i) the platform consists of a heterogeneous collection of
homogeneous clusters; (ii) the network interconnecting these clusters is fully con-
nected and homogeneous; (iii) data-parallel tasks are always mapped to resources
within a single cluster. These restrictions are justified as follows. Restriction (i)
clearly makes the problem more tractable but is in fact highly representative
of currently available Grid platforms. Indeed, these platforms typically consist
of clusters located at different institutions, and institutions typically build ho-
mogeneous clusters. Restriction (ii) is more questionable as end-to-end network
paths on the wide-area are known to be highly heterogeneous. However, one
key issue for scheduling mixed-parallel application is that of data redistribution:
the process of transferring and remapping application data from one subset of
the compute resources to another subset. Data redistribution on heterogeneous
networks is a completely open problem, which is known to be NP-complete in
the homogeneous case [3]. Assuming a homogeneous network among clusters al-
lows us to more easily model redistribution costs. Finally, restriction (iii) is just
a convenient way to ensure that we can reuse the parallel application models
(e.g., speed-up models) traditionally employed in the mixed-parallelism litera-
ture. This restriction can be removed in cases in which models for parallel ap-
plication on heterogeneous platforms are available. In summary, our computing
platform consists of several homogeneous clusters of different speeds and sizes
interconnected via a homogeneous network.

To utilize list-scheduling algorithms for the purpose of scheduling mixed-
parallel application, we have adapted the concept of configuration of [1]. A con-
figuration is now defined as a subset of the set of the processors available within,
and only within, a cluster. Moreover, we keep only information about the size
and shape of the virtual grid represented by the configuration. While in task
scheduling the smallest computational element is a processor, in our work the
smallest element is a configuration. We limit configurations to contain numbers
of processors that are powers of 2, to be rectangular, and to span contiguous
processors, which is usual for the vast majority data-parallel applications. These
limitations are for simplicity and to reduce the total number of configurations to
consider, and can be removed easily if needed. For a given configuration size, we
only consider a non-overlapping tiling of the cluster. This ensures that all config-
urations of the same size can be utilized concurrently. Removing this restriction
would mandate sophisticated application performance models that are currently
rarely available. For the purpose of scheduling, the target architecture is then
abstracted as collections of configurations subject to the restrictions listed above.

Mixed-parallel programs can also be modeled by a DAG, in which nodes
represent data-parallel tasks. Whereas in the purely task-parallel case each task
was assigned a compute cost, here we assign a cost vector to each parallel task,
that represents the compute cost of the task when mapped to each configuration.
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4 Case Study: HEFT

To illustrate our approach we chose to extend the task-parallel scheduling heuris-
tic proposed in [14], Heterogeneous Earliest Finish Time (HEFT), to the mixed-
parallel case. It is important to note that our approach is general and applicable
to other task-parallel scheduling heuristics. We chose HEFT because it is simple,
popular, and was shown to be competitive.

The priority function used by HEFT is based on “upward ranking”. Basically,
it is the length of the critical path from a task to the exit task, including the
computation cost of this task. The upward rank of a task is the sum of the
average execution cost of this task over all available processors and a maximum
computed over all its successors. The terms of this maximum are the average
communication cost of an edge and the upward rank of the successor.

The Earliest Start Time (EST ) is the moment when the execution of a task
can actually begin on a processor. An execution can start either when a processor
becomes available or when all needed data has arrived on the processor. Adding
the execution cost, we obtain the Earliest Finish Time (EFT ) of a task.

HEFT uses the EFT as the objective function for selecting the best processor
for a node. The rationale is that the schedule length is the EFT of the exit node.

To derive a mixed-parallel version of the HEFT algorithm, called M-HEFT
(Mixed-parallel HEFT), the priority and objective functions of HEFT have to be
adapted the new compute and communication units. We consider two approaches
to define the average mixed-parallel execution cost of a task and average mixed-
parallel redistribution cost of an edge.

We first follow exactly the same approach as HEFT, i.e., compute the aver-
age mixed-parallel execution cost as the sum of the compute times for the task
over all 1-processor configurations, divided by the number of such configurations
(i.e., the number of processors in the platform). Similarly we assume serial com-
munications and compute the average mixed-parallel communication cost as the
sum of the average network latency and of the data size divided by the average
network bandwidth. In this paper we only consider homogeneous networks, so
the average latency and bandwidth are equal to the latency and bandwidth of
any network link. We denote this heuristic by M-HEFT1.

The second approach is to adapt HEFT directly to the mixed-parallel case.
One can compute average mixed-parallel execution cost of task as the sum of each
element of the cost vector of the task divided by the number of configurations
and the average redistribution cost of an edge as the sum of the redistribution
cost for each couple of configurations divided by the number of such couples.

But in this case several identical configurations are accounted for in each
cluster, which may result in a biasing of the average. For instance, in an 8-
processor cluster, the execution cost formula will incorporate compute costs for
8 identical 1-processor configurations. To avoid the biasing of the average, we
enforce that, for a given configuration size, only one configuration be taken
into account for each cluster. For the same reason, we enforce that for a given
source configuration size and a given destination configuration size, only one
redistribution be taken into account. We denote this heuristic by M-HEFT2.
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5 Evaluation Methodology

We use simulation for evaluating our approach as it allows us to perform a
statistically significant number of experiments and makes is possible to explore
a wide range of platform configurations. We use the SimGrid toolkit [5, 12] as
the foundation of our simulator.

We consider platforms that consist of 1 to 8 clusters. Each cluster contains
a random number of processors between 4 and 64. Cluster processor speeds
(in GFlop/sec) are sampled from a uniform probability distribution, for vari-
ous means ([1–1000]) and ranges ([0–1.8]), with the range being proportional
to the mean. For all experiments we assume that the network has a 5 ms la-
tency and a 10 GBit/sec bandwidth. We keep the network characteristics fixed
and vary the processor speeds to experiment with a range of platform commu-
nication/computation ratios. These parameters generate 280 different platform
configurations. We generate several samples for each of them.

We consider two classes of application DAGs, depicted in Figure 1. The left
part shows the DAG corresponding to the first level of decomposition of the
Strassen algorithm. We instantiate 6 DAGs with different matrix sizes.

+ + + + + + + + + +

* * * * * **

+ + + + + +

+ +

Fig. 1. Strassen (left) and Fork-Join (right) DAGs.

We also experiment with simple fork-join DAGs so that we can evaluate our
algorithms for graphs with high degree of task-parallelism. In particular, the
task-parallel HEFT heuristic should be effective for such graphs. We instantiate
fork-join DAGs with 10, 50, and 100 tasks. Each task is either a matrix addition
or matrix multiplication. We also assume that the entry task send two matrices to
each inner task, and that each inner task send the result of the matrix operation,
i.e., one matrix, to the end task. We generate DAGs with 25%, 50%, and 75%
of multiplication tasks. We have thus 9 possible fork-join graph configurations.

We compare the effectiveness of HEFT, M-HEFT and a third algorithm,
HEFT�, which is a simple data-parallel extension of HEFT. For each cluster in
the platform, HEFT� first determines the number of processors in the largest
feasible configuration, and then computes p∗, the smallest such number over all
clusters. The HEFT� algorithm then executes each task on configurations with
p∗ processors. The rationale behind HEFT� is that, unlike HEFT, it can take
advantage of data-parallelism, and is thus a better comparator for evaluating
M-HEFT. However, unlike M-HEFT, HEFT� cannot adapt the configuration
size to achieve better utilization of compute and network resources.
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6 Simulation Results

For the Strassen application we only present results for the first variant of
M-HEFT, M-HEFT1. The Strassen DAG has a layered structure and the upward
rank of two tasks at the same layer differ at most by the cost of an addition, which
is generally insignificant. Therefore, the different methods used in M-HEFT1 and
M-HEFT2 lead to virtually identical task orderings.
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Fig. 2. Relative makespans for HEFT and HEFT� versus the matrix size used in the
Strassen DAGs (left) and the number of clusters in the platform (right).

Over all our simulation results, the average makespans of HEFT and HEFT�,
relative to that of M-HEFT, are 21.67 and 3.85 respectively. M-HEFT outper-
forms HEFT by more than one order of magnitude, which was expected as HEFT
cannot take advantage of any data-parallelism and thus is highly limited in the
number of resources it can use. More interestingly, the fact that M-HEFT clearly
outperforms HEFT� demonstrates that our scheme for determining appropriate
configuration sizes for data-parallel tasks is effective.

Figure 2(left) shows relative makespans for HEFT and HEFT� versus the
matrix size used in the Strassen DAGs. The original decrease can be explained
as follows. M-HEFT maps data-parallel matrix additions to very large configu-
rations as they can be performed without communications. On the other hand,
data-parallel matrix multiplications involve inter-processor communications and
are thus mapped to smaller configurations. This results in many data redistri-
butions that incur potentially large network latencies. For small matrices, these
latencies are thus less amortized over the computation. For the same reason, as
matrices get large, redistribution costs increase due to bandwidth consumption.
We observe similar trends for HEFT�, but its performance is more on par with
that of M-HEFT. Nevertheless, M-HEFT is still a factor 3.85 better on average.
This is because HEFT�, unlike M-HEFT, is limited in the size of processor con-
figuration that could be used for expensive tasks (e.g., matrix multiplications).

In summary, while M-HEFT clearly outperforms its competitors, its perfor-
mance is negatively impacted by redistribution costs, which indicates that these
costs are not accounted for adequately. This points to a subtle limit of our ap-
proach. The mixed parallel EFT function includes only a computation cost, and
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no redistribution cost. Therefore, the mapping of the entry tasks of the applica-
tion graphs are chosen without consideration of initial data-distribution costs.
This in turn leads to these tasks being distributed on potentially very large
configurations (typically for matrix additions in the case of the Strassen appli-
cation), and thus to expensive data redistributions for subsequents tasks in the
application task graph. This explains why M-HEFT leads to overly expensive
data redistributions in some cases. It is important to note that our adaptation
of HEFT into M-HEFT is somewhat näıve as our goal in this paper is to pro-
vide a generic method for adapting task-parallel list-scheduling heuristics to the
mixed-parallel. It would be possible to further improve M-HEFT (and possibly
other mixed-parallel list-scheduling heuristics obtained via our methodology) by
including redistribution costs explicitly into the objective function.

Figure 2(right) shows relative makespans for HEFT and HEFT� versus the
number of clusters in the platform. As expected HEFT’s relative makespan in-
creases as the number of clusters increases because, while M-HEFT can exploit
large computing platforms, HEFT is limited to using 10 processors (the maximal
number of tasks that can be executed concurrently). We see that HEFT�’s rela-
tive makespan also increases after 4 clusters. Recall that the p∗ value is computed
as a minimum over all clusters. Therefore, even when many clusters are available
and some of these clusters are large, HEFT� is limited to using configurations
containing at most the number of processors of the smallest cluster.

Unlike for the Strassen application, we compared the two variants M-HEFT1
and M-HEFT2 for the fork-join DAG. We found that overall the experiments
M-HEFT1 led to better schedules in 33% of the cases, that M-HEFT2 led to
better schedules in 26% of the cases, and that in the remaining 41% the two led
to the same performance. Furthermore, the average performance of M-HEFT1
relative to M-HEFT2 is 1.15, with a maximum of 23.69. These results show that
the two variants exhibit roughly similar efficacy. Since M-HEFT2 has the highest
complexity we only present results for M-HEFT1 hereafter.

The average performance of HEFT relative to M-HEFT over all experiments
is 4.70 and that of HEFT� is 12.11. This is in sharp contrast with the results we
obtained for the Strassen application. As mentioned before some of our fork-joins
graphs exhibit high levels of task-parallelism, which can be exploited by HEFT.
On the other hand, HEFT� uses data-parallelism for all tasks with the same
configuration size for all tasks. This both leads to small tasks being executed
in parallel with high overhead, and to a limited ability to exploit high levels of
task-parallelism. M-HEFT adapts configuration sizes to avoid this pitfall.

7 Conclusion and Future Work

In this paper we have proposed a generic methodology for the conversion of
any heterogeneous list-scheduling algorithm for task-parallel application into an
algorithm for the mixed-parallel case. We have presented a case study for the
popular HEFT scheduling algorithm, which we have extended to obtain the
M-HEFT (Mixed-parallel HEFT) algorithm. Our simulation results showed that
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M-HEFT achieves good performance over competitors in the vast majority of
the scenarios.

The first future work of this paper is to validate the approach with more
significant benchmarks. The first step will be to define a large set of generated
DAGs. Parameters such as shape, density, regularity, communication to compu-
tation ratio will have to be part of the DAG generation. The second step is to
study the data redistribution with heterogeneous configurations (both heteroge-
neous processors and network). Our approach would be to consider initially only
special but relevant heterogeneous configuration (e.g., two different sets of ho-
mogeneous processors connected over single network link), rather than the fully
heterogeneous case. Third, as explained in Section 6, we will improve our generic
methodology by incorporating redistribution costs in the objective function to
reduce redistribution overheads in the application schedule.
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