
What is software?

The Role of Empirical Methods in Answering
the Question

Leon J. Osterweil

The main addition that this paper makes to the previous version is to note a poten-
tially key contribution that Empirical Methods could make to these understandings.
In the paper we argue that the understanding of an object (physical or non-physical)
is greatly enhanced by the ability to measure that object. Indeed, Lord Kelvin
suggested, over 100 years ago that

: : :when you can measure what you are speaking about, and express it in numbers, you
know something about it; but when you cannot measure it, when you cannot express it in
numbers, your knowledge is of a meagre and unsatisfactory kind; it may be the beginning
of knowledge, but you have scarcely in your thoughts advanced to the state of Science,
whatever the matter may be.

That being the case, Empirical Methods research should be viewed as being
essential to gaining knowledge and establishing the science of the nature of
software, in that it addresses issues of how to measure various aspects of software.
This paper focuses as a case in point on how to define one particular basic measure
of software, namely its size. This would seem to be a basic measure and yet we note
that no such satisfactory measure of software size seems to exist. Grappling with
this and related questions has been a focus of the Empirical Methods community.
The community’s success in understanding how to establish such measures of
computer software is clearly important to progress in being more effective in
computer software engineering, but might indeed also have important ramifications
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for improvements in the engineering of other kinds of software, such as processes
and laws as well. For that reason the ongoing efforts of the Empirical Methods
research community should be viewed by the entire “software” community as being
of fundamental importance.

1 Apologia

When the words “software” and “engineering” were first put together [Naur and
Randell 1968] it was not clear exactly what the marriage of the two into the newly
minted term really meant. Some people understood that the term would probably
come to be defined by what our community did and what the world made of it.
Since those days in the late 1960’s a spectrum of research and practice has been
collected under the term. Journals, magazines, conferences, and workshops have
used it in growing numbers. From time to time some have questioned whether or
not the second word of the term, “engineering”, is properly applied to what it is that
“software engineers” do (e.g. [Parnas 1997]). The debate has been sporadic, but it
has probably been good for the community. It seems odd, however, that there has
been hardly any discussion of the first word of the term, namely “software”. When,
on infrequent occasion, the meaning of this term has been questioned, mostly in
informal conversation, the question has been met with visible discomfort, and some
attempt to dismiss it. The purpose of this paper is to try to address the question
head-on.

What is software? If our community feels comfortable in believing that it is
engaged in the practice of engineering “software”, it seems that the community
should show some curiosity about what it is that is the subject of its ministrations.
But, when asked to ponder what “software” is, computer software engineers seem
to assume that the only kind of software is computer software. They provide
answers that roughly equate software with code to be executed on a computer. When
prodded, most will readily agree that the software they produce consists of more
than just the code, but also somehow incorporates specifications of various kinds,
designs, and perhaps testing regimes and results as well. But when it is suggested
that there might be types of software other than computer software, some computer
software engineers have questioned the value of considering the possibility. Here
we suggest that considering this possibility might lead to an understanding of what
these various kinds of software have in common, and thus what the nature of
“software” is. Some have suggested that the quintessential nature of “software” may
be imponderable and unknowable. This may indeed be the case, but it seems worth
noting that humans have in the past asked many “unanswerable” questions, about
the nature of such things as love, God, truth, and reality. While the answers often
have not been very satisfying, the pondering and discussion of them has typically
been interesting, revealing, and sometimes ennobling. For these reasons, and others,
it does not seem inappropriate to offer this short essay, hoping that it may help to
start a debate that turns out to be, at least, interesting.
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1.1 Why ask the Question?

In addition to the sheer intellectual joy of pursuing a hard, fundamental, and
potentially unanswerable question, there are additional more pragmatic reasons for
thinking about the essential nature of software. One such reason is that if there
are others who work with software then it might be possible that their experiences
in doing so might be of value to those of us who work with computer software.
Other software practitioners might have encountered problems and issues that are
analogous to those that concern us. In doing so they may have found some effective
approaches to some problems that frustrate us. At the least, their struggles with
analogous problems might at least underscore the universality and importance of the
problems. Indeed idiosyncrasies of the problems posed in these analogous domains
might well provide new perspectives on the problems that might be useful to us in
our own work.

1.2 The Importance of Measurement

As noted above, and following Lord Kelvin, it seems promising to suggest that a
path to understanding of the nature of software might be through grappling with
questions about how to measure it. The Empirical Methods community has been
a key focal point of ongoing efforts to measure software. A central challenge the
community has faced is the continuing effort to measure the size of a piece of
software. Some attempts have focused on how to count the number of “lines” of
computer code, others have grappled with trying to measure the size of non-code
artifacts, and the complexity of any and all of these artifacts. Other attempts have
instead focused on process issues, suggesting that measuring the time, money, and
effort taken to develop a piece of software might also be a good way to measure
the size of the software item itself. These ongoing efforts do not yet seem to have
led to universal agreement about how to measure the size of software but they
have demonstrated correlations between many of the suggested measures. The
magnitude of this ongoing challenge suggests the profundity of the question, and
also suggests that growing understandings of how to measure size may well be
leading to important deep understandings about the nature of software as an entity.
We now suggest that these attempts and preliminary successes might be of value and
interest to practitioners in other computer-software-like areas. And it indeed raises
the question of whether these other practitioners might have had some success
in measuring their own artifacts that could be of interest and value to computer
software engineers.
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2 Other Kinds of Software

It is worth noting that the word “software” is applied to artifacts from domains
other than computing. In entertainment, for example, software is sometimes used to
describe programmatics, such as videos and television productions. The term seems
to be used to contrast this sort of product with “hardware”, which refers to physical
devices such as VCRs, CD players, and television sets. There are other domains that
seem to be very much about “software” but some of these domains may not ever use
the word, nor be very conscious of the relevance of what is known about computer
software to what they do. Thus, we guide our search for an understanding of what
“software” is by searching for other disciplines that seem to deal with “software”,
even if they may not use that term in describing their work. Thus, for example, it
might suffice to simply identify points of similarity between what computer software
engineers do and what is done by practitioners of these other disciplines.

2.1 Processes are (like?) software

In a previous paper [Osterweil 1987] it was suggested that “Software Processes
are Software Too”, intending to suggest that those who focus on the engineering
of computer software might perhaps widen the scope of their attention to address
processes for developing computer software as well. The point here was that
processes seem as though they might be items of software that execute on virtual
machines that consists of more kinds of devices than only computers. Subsequent
work has tended to confirm the plausibility of that suggestion [Osterweil 1997,
Clarke 2008, Simidchieva 2008].

Process research has suggested that process software has strong similarities
to computer software. In particular, experience has shown that many processes
are highly concurrent, and that software concepts such as locking and synchro-
nization can help the understanding and control of such processes. It has also
been observed that exceptions are common in processes, and that exception
management approaches that are analogous to those taken by modern programming
languages also facilitate the understanding and control of processes. As with
computer software, process software needs to address requirements that should be
carefully thought out, should have an architecture, and should be designed prior
to implementation. In addition, process software is subject to continuous need for
change and evolution, which is highly problematic. Attempts to define real world
processes have typically resulted in surprisingly large, repetitive, and ungainly
process definitions. Experience has shown, however, that judicious use of formal
declarations can help avoid dangerous confusions. Moreover, notions of abstraction,
modularity, and hierarchy can lead to process definitions that are clearer, more
concise, and demonstrate better reuse than those that do not attempt to exploit
abstraction.
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Thus, it seems that there is growing evidence that those who deal with the
development and use of process definitions face and deal with many of the problems
encountered by those who develop computer software. This seems to suggest that
there could be value in considering processes to indeed be a type of software. On
the other hand experience has also shown that real world processes often raise
other issues less commonly dealt with by computer software developers. Processes,
for example, make use of resources in ways that are often quite complicated. The
prevalence and centrality of this complex usage of very diverse resources in many
processes seems to be less analogous to what is typically found in contemporary
computer software. This suggests that computer software engineers might consider
the relevance of resource specification and utilization to their own work.

2.1.1 Measurement of Processes:

It seems that, while there are strong intuitions about the size of processes, there
has been relatively little effort to specify rigorously-defined measures of process
size. It is certainly not uncommon to see some processes referred to as “large”
or “comprehensive”, and even as “ungainly” or “clumsy”, suggesting that people
have strong intuitions about the size and suitability of processes. But there seem to
have been few attempts to try to back up these intuitions with definitions and rigor.

Instead, efforts to be quantitative about processes have focused on measuring
the execution characteristics of processes. Thus, for example, as noted above,
Empirical Methods researchers have suggested that measures of the amount of time
and resources required to develop a computer software product seem to provide
some useful sense of the size of the product. And so, analogously, there has been
a considerable amount of effort devoted to measuring execution parameters of
software development processes. Similarly, practitioners in other areas such as
healthcare and management are typically concerned to measure and improve the
running time of their processes. In some cases, this has caused these practitioners
to seek to materialize these processes in the form of process models, in the hope
that study and analysis of these models might facilitate the improvement of the
execution characteristics of their processes. But even in such cases there seems to
have been relatively little attention devoted to measuring the size of these processes
themselves.

Interestingly, in our own work, where we think of processes as being a kind of
software we, accordingly, define processes using a programming-like language.

Thus we “measure” the size of a process by the number of steps (the analog of
statements in a programming language), thereby pushing the problem of measuring
size back onto the software development community.

Thinking more directly about the meaning of “size” in the process domain,
however, has caused us to ponder whether the size of a process might be measured
by the inherent ability of the process to change the state of the real-world situations
to which they are applied. It seems, perhaps, more promising to consider how to
measure the size of the state of the domain in which a process operates, and to then
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use this size as the basis for measuring the magnitude of the change(s) the process
might effect, and thus the size of the process itself.

2.2 Legislation is (like?) software development:

We also suggest that laws are a form of software, and that legislation is a
form of software development. Laws provide rules that govern the execution of
governmental and societal activities. Many laws are proscriptive and in this way
and seem not unlike the rules that could be written using a rule based language
(e.g. see [Breaux 2008, Sergot et.al. 1986]). Other laws are more prescriptive,
some even describing the ways in which various institutions are to be established,
organized, and operated. Such laws sometimes prescribe the ways in which such
institutions and their activities are to be coordinated with each other. Thus laws
seem to define processes in many cases, and in these ways they resemble process
definition vehicles. The languages used to define laws may seem to be informal, and
may seem to be written in natural language. But this is apparently something of an
illusion. Most legislative bodies mandate that their laws incorporate reserved words
and phrases that have meanings that are often much more precisely defined than
words used in natural language. Thus the text of a law is typically peppered with
words that are relatively precisely defined, interspersed with words that are used
colloquially. It typically impossible for a novice to tell which words are of which
type.

It is interesting to note, moreover, that laws and legal documents (e.g. leases)
often begin with a prefixed section in which additional terms may be defined, and
in which the bindings of values may be made. Thus, for example, a lease typically
begins with a paragraph containing words that bind names (i.e. instances of types)
to the terms “lessor” and “lessee” (which are essentially types). The similarity to the
declaration sections that precede bodies of computer code seems noteworthy.

Additional parallels can be found in, for example, the organizational structure
of the government of countries such as the United States. This structure mandates
three principal branches; the legislative, which creates software (i.e. laws), the
executive, which executes the software (e.g. by creating bureaucratic machinery),
and the judiciary, which analyzes bodies of software (e.g. an entire corpus of laws)
to determine the extent to which it is, or is not, consistent. Thus these three branches
correspond to computer software development notions of development, execution,
and analysis.

We note moreover that laws, like computer software, typically need to be evolved
as the needs and perceptions of their users change. As with the case of computer
software, laws change the way in which the world works (not uncommonly in
unexpected ways), thereby changing the context in which the laws work, thus
changing the underlying requirements for the laws and creating the need for
evolution. Thus, legal software, like computer software, seems to operate in a closed
loop with the real world, each both inducing and reacting to change in the other. As a
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consequence, laws are typically amended, and at times entire bodies of law (e.g. tax
codes) are completely discarded and replaced. All of this should be quite familiar to
computer software engineers.

Further parallels between laws and computer software are not hard to identify.
We thus suggest that laws are also a form of software and that legislation is a
form of software development. We note in passing that this observation might cause
computer software engineers to have a bit more sympathy for legislators. More to
the point, however, it suggests that software engineers might learn something from
studying legislation as an activity, and conversely that legislators might perform
better if they were to study computer software engineering.

2.2.1 Measurement of Laws

As noted above people often have strong intuitions about the “size” of a law. Some
laws are characterized as being “omnibus”, suggesting that they are very broad in
scope, others are sometimes characterized as being “landmark”, suggesting that
they have been placed in a new or different societal domain or interest area. Most
typically, however, the size of a law is described in terms of the number of pages
of documentation it takes to describe the law and its workings. As in the case of
using lines of code to describe the size of an item of software, this measure seems
facile and unsatisfying. Counting the articles, clauses, etc. is, perhaps something of
an improvement, but not a particularly satisfying one, as these lexical measures do
nothing to account for the complexity, substance, or reach of the law.

Here too it seems interesting to note that a more satisfying measure might be
based more upon some quantification of the capacity for the operation of the law
to change the state of affairs in the world. Some laws are capable of moving
large amounts of money from one place (e.g. the taxpayer) to another (e.g. the
government). Some laws are capable of incarcerating large numbers of people for
long periods of time. Some laws cause large corporations to make major changes
in their processes. Here too measuring the magnitude of the changes in state that
can be effected by this type of software would seem relatively more measurable, and
perhaps a better basis for measuring the “size” of a law.

2.3 Recipes are software

Cooking recipes seem to be a form of software as well. Recipes typically begin with
a specification block that usually identifies the ingredients that are needed, a form of
input parameter specification, and the equipment that is to be used, a sort of abstract
machine specification. The steps in a recipe are often the names of procedures (e.g.
“fold in” an ingredient, “bring [something] to a ‘rolling boil’ “, and so forth) that are
defined elsewhere. Sometimes these steps are defined in the cookbook that contains
the recipe, but often it is assumed that the execution agent (i.e. the cook) will access
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them from some sort of cooking process asset library (e.g. a cookbook intended for
beginners).

Most recipes have rather straightforward sequential control flow between their
steps, but it is not uncommon for complicated recipes to specify threads of control
that are to be executed in parallel, often with synchronization conditions. In addition,
many such steps also incorporate exception management. In the preparation of
some sauces that use eggs, for example, an exception arises when the eggs start
to curdle. There are clearly specified predicates used to identify such exceptions
(i.e. what the appearance of the sauce is), and clearly stated exception handling
procedures for dealing with them (e.g. remove from heat, rapidly stir in some
other ingredient). Experienced cooks will recognize that the concurrent execution
of several recipes (e.g. in preparing a complicated dinner party) can create severe
resource contention problems (e.g. not enough ovens or burners), and that a more
rigorous and thorough approach to resource specification and scheduling could help
avoid serious difficulties such as deadlocks, races, and starvation (of both cooking
processes and diners).

Note that while many recipes lack explicit requirements, some do indeed specify
requirements such as, “this recipe is a good way to deal with leftover chicken”. In
addition, note that recipes are a particularly good example of time-critical real-time
software. Timing specifications such as “boil for 5 minutes”, and “cook in a 450
degree oven for 30 minutes” are common, and quite analogous to specifications
found in real-time computer software. More interesting, perhaps, is the instruction,
“stir occasionally for the next hour”, which does not seem to be something that is
easily specified using commonly available computer software language primitives.

2.3.1 Measurement of Recipes

In the domain of recipes there also seems to be a great deal of intuition about size.
Thus, for example, some recipes are regarded as being “difficult”, “complex”, etc.
Often this refers to the presence in the recipe of techniques that seem to require a lot
of experience or practice (e.g. the making of certain sauces). But notions of size and
complexity can also arise from recipe features that are quantifiable and quantified.
Thus, many recipes incorporate specifications of the amount of time required for
completion. Virtually all recipes incorporate ingredients lists with precise quantities
specified. In that sense, a dimension of the size of the recipe is implied by the
size of the ingredients (both quantity and diversity), and the size of the finished
product. Many such recipes also features concurrency and the need for careful
synchronization of parallel threads. In such cases, the number of parallel threads
is easily quantifiable, and the tolerances required in synchronizing these threads
are often specified as well. It is interesting that the quantification of recipe software
seems to be better developed than the quantification of most other kinds of software.
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2.4 Other Types of Software

Kit-building, assembly instructions, and driving directions seem to be other exam-
ples of software in different domains. Considering the ways in which these
endeavors have features that are analogous to computer software development is
an exercise that is left to the reader. In addition, the reader is strongly encouraged
to think about other domains and endeavors that also seem analogous to computer
software and its development. The prevalence of these domains in modern society
is striking, suggesting that computer software engineering has much to study,
and perhaps much to contribute, in these domains. In most of these domains
measurement and quantification seems relatively poorly developed, suggesting the
need for progress in all, and the possibility that progress in any (e.g. computer
software engineering) could be of significant value to many.

Rather than dwelling upon the specifics of these diverse types of software, it
seems more useful to examine the ways in which they address their fundamental
problems to see what this might teach us about the nature of “software”.

3 What makes these different types of software like each
other?

The foregoing sections suggest that there are many features that these different types
of entities have in common. As an aid and a prelude to suggesting what the nature
of software might be, this section enumerates some of these features.

3.1 They are non-tangible, and non-physical, but often
intended to manage tangibles

Perhaps what is most immediately noticeable is that all of these types of entities
are non-tangible and non-physical, but often are intended to support the handling
of entities that are tangible and physical. Thus, for example, recipes are intended to
specify the preparation and management of food items, but the recipes themselves
are intangible. Similarly, laws are intended to provide guidance, structure, and
control of such tangibles as citizens and property, but the laws themselves are
intangible.

3.2 Hierarchical Structure is a common feature.

Hierarchy seems to be a common vehicle for addressing the complexity that is
inherent in all of these products. Laws are usually structures of larger sections
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(articles, chapters, etc.), and lower levels (e.g. clauses), aimed at providing needed
elaborative details. Recipes may also be divided into section or phases, each aimed
at the production of a different component. Processes are usually divided into phases
as well.

3.3 They consist of components having different purposes

In legislation, cooking, and process, as with software development, there seems
to be a primary focus on the executable component of the end-product. But the
end-product also incorporates other types of components that are often at least
as important. Thus, the actual law that results from legislation typically receives
much attention. But the law itself typically is drafted only after hearings and
conferences aimed at identifying precise requirements, and agreeing upon the design
and architecture of the institutions and processes that are to be implemented by laws.
Indeed many laws begin with a preamble of some sort that is intended to state the
requirements for the law. Thus, for example, the Constitution of the United States
of America begins with a preamble, “...in order to form a more perfect union, : : :
promote the general welfare, : : : secure the blessings of liberty : : : ” that is clearly
an, admittedly very high level, requirements specification.

Good cooking recipes also are more than just sequences of instructions for
the cook. As noted above, the recipe often begins with a specification of what
the recipe is good for, and what needs it is intended to address. In addition the
cooking instructions are typically supplemented by explanations of why the cook
is being asked to perform certain steps. Thus, for example, a recipe for risotto
instructs the cook to coat rice grains with oil in a particular way. But a superior
recipe also explains that this is done to foster the slow incorporation of liquid
into the rice to impart a particular desirable texture. Note that good recipes also
incorporate incremental evaluation steps. Cooks are instructed to test ingredients
(usually by tasting them) as the production of the end-product proceeds. Typically
this is intended to improve the quality of the final result by supporting the early
identification of errors, leading to more prompt and effective correction of the errors.

3.4 All are expected to require modification/evolution

Modification and evolution are expected for all of these types of entities. Thus, for
example, laws are typically amended and replaced as internal defects are discovered,
and as judicial processes demonstrate their incompatibility, either internally, or
with respect to other laws. Evolution also takes place as there are changes in the
problems that a law is intended to address. Recipes are updated from time to time to
accommodate the availability of new kitchen devices, and changes in the availability
of certain ingredients. Processes also need to be changed as defects are discovered,
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efficiency improvements are identified, and as there are changes in the problem that
a process is intended to address.

Because all of these types of software are non-physical and intangible, there
seems to be a shared belief that needed evolution and change are relatively easy.
In all of these cases, this belief is largely illusory. The reasons have much to
do with another feature shared by these different types of software, namely their
interconnectness.

3.5 Interconnections are key

While the interconnections among the various components of physical and tangible
products may be more visible, the quantity and variety of interconnections among
the various components of software seem to be no less either in number or in
importance. It is relatively easy to see the way in which columns hold up floors
and roofs in buildings, and the way the cables hold up the roadway of a suspension
bridge. The way in which the structure of clauses and chapters of a law address
the need for equity and justice, however, is no less real and important, although it
may be far less clear. Similarly, the process of qualifying a voter directly supports
the need for an election to assure the “one vote per voter” fairness requirement,
although here too the way in which this is done may not be immediately clear.

As noted above, these different forms of software all consist of components of
different types (e.g. requirements, architecture) in addition to the actual executable
component of the software. But in all of these cases, these different types of
components must satisfy very specific relationships with each other. The need to
maintain these relationships complicates the modification and evolution of these
components. Thus, a change to a specific clause in a law, much like a change to
a computer software module, must be done in consideration of how that change
will affect all of the other software components to which the changed component
relates. A changed law must not cause inconsistency with other related laws, and
must continue to be responsive to all of the requirements for the law.

The invisibility and intangibility of these constraints seems to be at least largely
responsible for perpetuating the illusion of easy modifiability of all of these types
of software. But the actuality of these constraints defies the illusion.

3.6 Analysis and verification are universal underlying needs

The existence of the relations just described is, in all cases, useful as the basis upon
which various approaches to analysis and verification rests. As noted above, the
judicial system exists to carry out analyses aimed at determining the consistency of
various laws with each other, and with stated requirements to which specific laws
must adhere. Thus, for example, American courts often decide the “constitutional-
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ity” of laws, namely the extent to which the laws may or may not be in violation
of the constraint that they conform to the Constitution of the United States (n.b.
including the statement of requirements embodied in its Preamble).

Cooking recipes are typically also analyzed, for example, in trial kitchens where
their performability is studied. This is in addition to the more usual verification
done by tasters who determine whether execution of the recipe does indeed result
in the creation of a product that meets requirements for tastiness, colorfulness, and
servability.

Processes are also typically verified by executing their executable component(s)
and then determining the extent to which they meet requirements for speed,
efficiency, and the production of desired results. Processes are sometimes used as the
basis for simulations aimed at the same kinds of determinations, but using simulated,
rather than actual, situations. Recent work has shown that static analyses are also
useful in verifying the effectiveness of processes [Clarke 2008].

4 Characterizing software

The preceding set of characteristics that seem to be shared by a few notable software
domains suggests that these characteristics might be taken as an, at least initial, set
of properties of a type of entity that we might refer to as “software”. Instances
of this entity seem to be characterized by being non-physical and intangible, and
yet structured by potentially large and complex sets of constraints that complicate
what seems to be a frequent need for modification and evolution. While software
is itself non-physical and intangible, a principal goal for instances of the type
software is for them to contain one or more components whose execution effects the
management and control of tangible entities. Computer software is characterized
by the fact that it is intended to execute on a computer. Other types of software
execute on different physical manifestations. Thus, for example, laws are executed
by government bureaucracies, and recipes are executed on cooking paraphernalia
such as ovens, bowls, measuring devices, and mixers.

As a structured entity, software is characterized at least in part as being a
collection of constraints and relations that define what it means for it to be well-
formed. These constraints are then available for use in determining whether and
how the entity may be inconsistent and thus in need of correction. In the case of
computer software, there has been considerable effort directed towards creating
formal notations for defining these relations, and thus supporting rigorous analyses.
Other software domains seem to rely more heavily upon less formal approaches.

The evolutionary forces that act upon all forms of software are also most
strikingly universal. Software’s role in managing physical and tangible entities that
are part of the real world thereby connects software to the vagaries of change that
are constant in the real world. The needs and requirements that have been shown to
be part of all types of software are rooted in the real world. Thus the constraints
between the executing component of software and its requirements component
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thereby induce the need for change in all components of a software entity as
responses to changes in the real world. The need for all of these changes to be
consistent with respect to the substantial number of constraints that characterize all
types of software are what make software change difficult. In software domains (e.g.
legislation) where the constraints are not particularly rigorously defined or explicitly
stated change is correspondingly problematic.

This informal description of some key characteristics of software is but an early
suggestion of the nature of this entity. More formal and rigorous definitions would
be far more satisfying. One approach might be to use Object Oriented technologies
to try to specify the class “software”, perhaps starting by defining its attributes
and methods. An Entity-Relation approach might be used to place more emphasis
on the relations that structure and constrain a software entity. The use of a type
hierarchy might help to distinguish among the various kinds of software (e.g. legal,
computer, cooking, etc.). Another approach might be to consider a software entity to
be representable by a hyper-multigraph, with the different relations constraining the
software entity being represented by different edges and hyper-edges between nodes
that have different “colors” corresponding to the different types of the components
that they represent.

A key reason for studying the applicability of these formalisms might be as a
way to evaluate them as vehicles for measuring and quantifying items of software.
Software size might be parameterized, for example, by the number and diversity
of constraints used to define its well-formedness, or by the number of software
product entities that are actually constrained by these constraints. We note that
constraints often have the effect of broadcasting or propagating changes, both to
different software product elements and to the tangible real-world entities that they
affect.

Accordingly, our suggestion that software size might be measured by the potential
of a software product to cause change in the state of its domain could be a definable
function of the number and diversity of these constraints. The Empirical Methods
community would seem to be in an excellent position to explore such possibilities
for establishing cogent and useful measures of these sorts.

5 What can computer software engineering contribute
to other forms of software engineering?

The foregoing suggests that computer software engineering may have technologies
and approaches that could be of considerable value to those who engineer other
types of software. As noted above, a key characteristic of software seems to be
that it is highly structured, with its structure being defined by a potentially large
and diverse collection of relations and constraints. The utility and evolvability of
software entities seems to rest importantly upon how effectively these constraints
can be evaluated and brought into consistency with each other. As just noted,
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computer software engineering has evolved a formal discipline aimed at supporting
this need, but other software engineering disciplines such as law may not have
been as successful in doing so. As noted, this discipline might be a useful basis for
establishing useful and intuitive measures and quantifications of computer software.
There have indeed been some attempts to apply computer software engineering
formalisms and approaches to laws. Perhaps work on measuring computer software
size could lead to better measures of the size of laws. More such work seems clearly
indicated. There is also a great deal of interest in applying computer software
engineering approaches to the engineering of processes. Workflow languages and
systems are examples of this (e.g. see [Georgakopoulous et.al. 1995]). They support
facilitating the creation of processes for coordinating the efforts of humans in areas
such as clerical paperwork processing. Other more ambitious efforts have aimed at
developing process definition languages and applying analysis approaches borrowed
directly from the domain of computer software engineering [Clarke et.al. 2008,
Osterweil 1987]. Useful measures of the size of processes would come directly from
success in defining useful measures of the size of application computer software.

Computer software engineering approaches could presumably add value to such
other software domains as cooking and kit-building instruction development. As
scheduling is a serious problem in the parallel execution of large numbers of
complex recipes (e.g. in the kitchen of a large restaurant), recipe analysis could
be applied to study superior utilization of such resources as ovens and burners. This
might reduce the size and cost of kitchen facilities and lead to faster delivery of
meals. Kit-building and driving instructions could also be improved by the applica-
tion of such computer software engineering technologies as exception management.
Most kit-building, assembly, and driving instructions ignore the possibility of errors
in their execution, even though such errors are not uncommon, and can lead to
serious problems. Computer software engineers are evolving approaches to assuring
robustness that are based upon identifying the symptoms of incorrect execution, and
the fashioning of handlers to deal with the consequences. Applying such disciplines
to driving instructions would help drivers to recognize when they have gone astray
and would guide them back on course. Clearly, early detection of such errors is, as
in the case of computer software development, most desirable.

The application of automation is another particularly promising contribution
that computer software engineering might make to the engineering of other kinds
of software. Computer software engineers have over the past decades shown that
computers can themselves be invaluable aids in developing computer software that
is of higher quality, and yet has been built more rapidly and more inexpensively.
Computer automation can facilitate the analysis of software, as well as its testing,
documentation, distribution, installation, and evolution. It seems natural to consider
how these benefits of automation could be applied to other forms of software as
well. Indeed, one notes that computer automation is beginning to be applied to the
storage and retrieval of legal and cooking software, and automated analysis and
testing is beginning to be applied to process software. Automated creation of driving
instructions from requirement specifications, and constrained by the architecture
of road networks is now also beginning to gain prevalence and acceptance. All
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of this suggests that a systematic investigation of automation needs in non-
computer software domains could lead to important applications of automation
in those domains, perhaps mirroring the use of automation in computer software
engineering.

6 What can computer software engineers learn
from the study of other forms of software?

It is clearly gratifying to contemplate how the technologies that have been developed
by our computer software engineering community may have the potential to improve
the workings of other important communities. But it is potentially even more
important for our community to see what we can learn from doing so. Some
examples of potentially valuable learning are suggested here.

6.1 Resources

The large and complex systems that are being built today are increasingly attempting
to support and coordinate the activities of various kinds of agents, using vari-
ous kinds of resources. Yet the languages and notations that computer software
engineers use to model, design, and implement such systems seem to pay scant
attention to how resources are required and utilized in such systems. In the
domain of process software, for example, resources often play an important role. In
designing and specifying systems for such domains as hospital care, many key issues
revolve around the utilization of such resources as doctors, beds, MRI devices, and
surgery suites. Modeling of the way such resources participate in hospital processes
is complicated, for example, by the existence of various substitution rules. For
example, a nurse may not provide certain services such as prescribing medications,
and a doctor will prefer not to provide other services, such as drawing blood for
testing. But under certain circumstance, these rules and preferences are overridden.
Specification of the circumstances can be difficult, and challenging. Resources are
modeled in other domains such as management and networking. But the formalisms
used in those domains do not seem to provide the semantic power needed to specify
all of the complex substitution rules relating to very diverse types of resources that
are required in order to model hospital resources in a way that supports the definition
of medical processes sufficiently precisely.

In short, the way in which the real world uses resources poses challenges
that seem to stress existing approaches to resource specification and management.
Applying computer software engineering technologies to the process software
domain underscores these challenges and suggests the need to address them with
new research.
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6.2 Timing

As noted above, attempts to specify processes and recipes (for example) emphasize
the need to improve capabilities for dealing with time. All processes impose
timing constraints, and thus process languages require facilities for specifying
them. Existing languages and real-time systems offer some capabilities that are
undeniably useful. But, as noted above, specification of some processes seems to
require more. Thus, for example, cooking recipes specify that sauces need to be
stirred “occasionally” for some period of time. Medical processes specify that nurses
should monitor a transfusion patient “from time to time” for adverse reactions.
These concepts are well-understood in the real world, but not well modeled in
languages that computer software engineers would offer for use by process software
engineers and recipe software developers.

6.3 Verification and analysis of legislation

While we may like to believe that legislative software engineers have much to learn
from computer software engineers, it may well be the case that the reverse is true as
well. As noted above the judicial system seems to have as its focus the verification
and analysis of legal software (laws). It is interesting to note that laws, like computer
software, are typically put into use before their consistency with other laws has
been definitively and exhaustively determined. Certainly the details of a new law
are debated and studied, but at some point the law is enacted without the completion
of the analysis. In some sense, the experiences of those subjected to the enacted law
pick up at that point, and serve as testcases for an ongoing regime of testing. When
the dictates of a new law seem to a legal subject to be inconsistent with another law,
a trial may be used to resolve the consistency question.

Computer software engineers seem to have adopted a roughly analogous
approach. New computer software is analyzed statically, and with a certain amount
of dynamic testing. The computer software is then installed and delivered, at which
time users continue the testing process. Thus, legal systems seem to have arrived
at a sense of how much analysis is needed before testing begins. As legal software
engineers have been doing this for at least hundreds of years longer than computer
software engineers, it is quite possible that they have learned something about this
that could be of value and use to computer software engineers.

Moreover, legal software engineers have also evolved the notion of “case law”
whereby a persuasive body of legal precedents and interpretations eventually
assumes the power of law, even though no legislation governing these cases has ever
been passed. In some sense it seems that a sizeable body of testcases can eventually
comprise an item of software, or at least a component of an item of software.
Computer software engineers do not currently seem to have an analogous practice,
although recent work aimed at determining invariants by studying execution traces
through computer software may perhaps indicate the beginnings of development of
such an analog.
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7 Conclusion

It is interesting to contemplate the premise that computer software engineers may
not be the only people who engineer software. There seems to be considerable
evidence that the hard problems that computer software engineers address with
their work may have strong analogs to other problem domains, and indeed to the
practices of these other domains. This paper suggests that careful examination
of these other domains seems warranted, as the approaches of one could be of
interest and value to others. In particular computer software engineering may be
of considerable value in improving the state of the practice in such areas as law
and process. Moreover, application of automation approaches taken in computer
software engineering may have deliver particularly good benefits to these other
software engineering domains. Conversely, however, some of these other domains
are much older and have longstanding approaches and traditions that could be of
value and interest as possible areas of study and beneficial application to computer
software engineering.

This paper has also suggested that cogent, useful measures of software of all
kinds seem to be lacking. Following Lord Kelvin, it seems that deeper and firmer
knowledge of the nature of all of these different sorts of software would follow from
the ability to measure and quantify such software. And, indeed, one is struck by
the observation that virtually all of these sorts of software suffer from analogous
inabilities to do such measurement. This paper has taken as an example of this,
the lack of cogent measures of software size. A possibility that has been advanced
here is that software size might be measured by the potential for an item of
software to change the state in the domain in which the software operates. The
Empirical Methods community seems to be in an excellent position to address
the evaluation of this specific proposal, and the evaluation in general of different
ideas for quantification and measurement of software. This would seem to offer
considerable prospects for good progress in the development of the many disciplines
that are appropriately viewed as software disciplines.

Ultimately, careful examination of these various software engineering domains,
aided by effective approaches for measuring in these domains, may lead us to a clear
understanding of the elusive nature of the entity that we call “software”.

References

[Breaux and Anton 2008] T. D. Breaux and A.I. Anton, “Analyzing Regulatory Rules for Privacy
and Security Requirements,” IEEE Trans. on Software Engineering, v. 34, #1, 2008, pp. 5-20.

[Chen et.al 2008] B. Chen, L.A. Clarke, G.S. Avrunin, L.J. Osterweil, E.A. Henneman, and
P.L. Henneman, “Analyzing Medical Processes”, ACM SIGSOFT/IEEE 30th International
Conference on Software Engineering (ICSE’08), Leipzig, Germany, May 2008, pp. 623-632.



76 L. J. Osterweil

[Clarke et.al 2008] L.A. Clarke, G.S. Avrunin, and L.J. Osterweil, “Using Software Engineering
Technology to Improve the Quality of Medical Processes”, ACM SIGSOFT/IEEE 30th
International Conference on Software Engineering (ICSE’08), Leipzig, Germany, May 2008,
pp. 889-898

[Georgakopoulos et.al. 1995] D. Georgakopoulos, M. F. Hornick, and A. P. Sheth, “An overview
of workflow management: From process modeling to workflow automation infrastructure”,
Distributed and Parallel Databases, v.3, # 2, 1995, pp. 119-153.

[Naur and Randell 1968] P. Naur and B. Randell, eds., Software Engineering, Report on a
conference sponsored by the NATO SCIENCE COMMITTEE, Garmisch, Germany, 7-11
October 1968. Scientific Affairs Division NATO, Brussels, Belgium. Also available at http:/
/homepages.cs.ncl.ac.uk/brian.randell/NATO/nato1968.PDF.

[Osterweil 1987] Leon J. Osterweil, “Software Processes are Software Too”, ACM SIG-
SOFT/IEEE 9th International Conference on Software Engineering (ICSE 1987), Monterey,
CA, March 1987, pp. 2-13.

[Osterweil 1997] Leon J. Osterweil, “Software Processes Are Software Too, Revisited”, ACM
SIGSOFT/IEEE 19th International Conference on Software Engineering (ICSE 1997), Boston,
MA, May 1997, pp. 540-548.

[Osterweil 2008] Leon J. Osterweil, “What is Software?”. Automated Software Engineering 15
(3-4), pp. 261-273 (2008).

[Parnas 1997] D.L. Parnas, “Software Engineering: An Unconsummated Marriage”, Communica-
tion of the ACM, v.40, #9, 1997, p. 128.

[Sergot et.al. 1986] Sergot, M., Sadri, F., Kowalski, R., Kriwaczek, F., Hammond, P., and Cory, T.,
“The British Nationality Act as a Logic Program”, in Communications of the ACM, v. 29, #5,
1986, pp. 370-386.

[Simidchieva et.al. 2008] B.L. Simidchieva, M.S. Marzilli, L.A. Clarke, and L.J. Osterweil, “Spec-
ifying and Verifying Requirements for Election Processes”, in dg.o 2008: Proceedings of the
9th Annual International Conference on Digital Government Research (2008), S. A. Chun, M.
Janssen, and J. R. Gil-Garcia, (eds.), Digital Government Society of North America, pp. 63-72.

Open Access This chapter is licensed under the terms of the Creative Commons Attribution 4.0
International License (http://creativecommons.org/licenses/by/4.0/), which permits use, sharing,
adaptation, distribution and reproduction in any medium or format, as long as you give appropriate
credit to the original author(s) and the source, provide a link to the Creative Commons license and
indicate if changes were made.

The images or other third party material in this chapter are included in the chapter’s Creative
Commons license, unless indicated otherwise in a credit line to the material. If material is not
included in the chapter’s Creative Commons license and your intended use is not permitted by
statutory regulation or exceeds the permitted use, you will need to obtain permission directly from
the copyright holder.

http://homepages.cs.ncl.ac.uk/brian.randell/NATO/nato1968.PDF

	What is software?
	1 Apologia
	1.1 Why ask the Question?
	1.2 The Importance of Measurement

	2 Other Kinds of Software
	2.1 Processes are (like?) software
	2.1.1 Measurement of Processes:

	2.2 Legislation is (like?) software development:
	2.2.1 Measurement of Laws

	2.3 Recipes are software
	2.3.1 Measurement of Recipes

	2.4 Other Types of Software

	3 What makes these different types of software like each other?
	3.1 They are non-tangible, and non-physical, but often intended to manage tangibles
	3.2 Hierarchical Structure is a common feature.
	3.3 They consist of components having different purposes
	3.4 All are expected to require modification/evolution
	3.5 Interconnections are key
	3.6 Analysis and verification are universal underlying needs

	4 Characterizing software
	5 What can computer software engineering contribute to other forms of software engineering?
	6 What can computer software engineers learn from the study of other forms of software?
	6.1 Resources
	6.2 Timing
	6.3 Verification and analysis of legislation

	7 Conclusion
	References


