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Abstract. This paper presents a method that automatically segments
the foreground objects for stereoscopic images. Given a stereo pair, a
disparity map can be estimated, which encodes the depth information.
Objects that stay close to the camera are considered as foreground while
regions with larger depths are deemed as background. Although the raw
disparity map is usually noisy, incomplete, and inaccurate, it facilitates
an automatic generation of trimaps for both views, where the images are
partitioned into three regions: definite foreground, definite background,
and uncertain region. Our job is now reduced to labelling of pixels in
the uncertain region, in which the number of unknown pixels has been
decreased largely. We propose to use an MRF based energy minimization
for labelling the unknown pixels, which involves both local and global
color probabilities within and across views. Results are evaluated by
objective metrics on a ground truth stereo segmentation dataset, which
validates the effectiveness of our proposed method.

Keywords: Image segmentation · Stereoscopic image · Trimap

1 Introduction

Recent advances in stereoscopic cameras and displays have facilitated the devel-
opment of stereoscopic techniques, and some of them have been explored in
the research community, including stereoscopic cloning [1,2], warping [3,4],
panorama [5], and retargeting [6]. Image segmentation [7,8], dating back to a
couple of decades, has always been a popular field due to its wide application
range. In this work, we study the problem of stereoscopic image segmentation [9].

Given two stereo images as input, a raw disparity map between two images
can be estimated [10]. The disparity map encodes the depth information. By
observations, foreground objects usually stay close to the camera while the back-
ground stays relatively far away. Although the raw disparity map is usually noisy,
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incomplete, and inaccurate, it facilitates an automatic generation of a trimap [11]
for both views, where the images are partitioned into three regions: foreground,
background, and uncertain region. With this trimap, we only need to focus on
pixels in the uncertain region, where the number of unknown pixel labels has
been decreased largely, thus possibly leading to an improvement in terms of the
efficiency as well as accuracy. In this work, we propose that the unknown pixel
labels are decided through an MRF based energy minimization, which takes into
consideration both local and global color probabilities within and across views.

Compared with traditional monocular image segmentation methods, segmen-
tation based on a stereo pair not only produces more accurate results but also
considers the view consistency. Previous works often require an accurate dense
disparity estimation for the joint segmentations of two views. For instance,
Kim et al. computed disparities from several sets of stereo images to improve
the performance of segmentation using the snake algorithm [12]. Ahn et al. com-
bined color and stereo for human silhouettes segmentation [13]. In these works,
the performance is highly dependent on the quality of disparities. However, dis-
parity estimation is often prone to errors in the presence of discontinuous depth
variations and occlusions at object boundaries. Even with an accurate estima-
tion, some occluded regions of an image have no correspondences at the other
image. Besides, according to Middlebury benchmark [14], estimation of dense
disparity at the full resolution is computationally expensive. In this work, we
only demand coarse disparities for the trimap generation. The segmentation
consistency is enhanced by local and global probabilities within and between
two views.

Fig. 1. The pipeline of our method. (a) and (b) are stereo images. (c)Disparities
between two views are estimated by SGM [10]. (d) Superpixels are estimated from
the left view for regularization of disparities. (e) Trimap of the left view is obtained
based on (c) and (d). (f) Trimap of the right view is generated by propagating the left
trimap using regularized disparities. The final results (g) and (h) are obtained by the
MRF minimization.
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Another class of the methods deals with the stereo segmentation by adding
user interactions. For instance, Tasli et al. proposed to add user scribbles of back-
ground and foreground at one image and formulate the segmentation as an MRF
based energy minimization [15]. Price et al. proposed an interactive method,
StereoCut, which allows user scribbles at both sides of the images and interac-
tively refines the segmentation for improvements [9]. Although these methods can
achieve good results, the requirement of user marks is somewhat tedious and inef-
ficient, especially when batch processing is demanded. Meanwhile, Bleyer et al.
proposed to solve the object segmentation and stereo matching jointly [16],
because these two problems are correlated and can promote each other. How-
ever, when only the segmentation is desired, it is unnecessary to obtain the stereo
matching, which needs extra computational resources.

In image matting [11], a trimap is provided as the user input to specify fuzzy
regions for soft image segmentation. We follow this idea to generate a trimap
automatically according to the raw disparity map that is estimated from the
stereo pair. Different from the matting where a decimal value between 0 and 1 is
calculated, we label the pixels as background, foreground, or uncertain region. At
the segmentation stage, instead of segmenting the whole image, we concentrate
on the uncertain region, which not only improves the efficiency but also increases
the accuracy.

Our method is also related to image co-segmentation [17,18], in which the
input consists of two (or more) different photos that share similar foreground
objects. The co-occurrence of the similar objects provides additional foreground
probabilities that facilitate the joint segmentation. While co-segmentation meth-
ods could be used to segment objects in a stereo pair, they do not incorporate
the physical information between two views to improve the performance (e.g.,
view consistency).

2 Our Method

Figure 1 shows our system pipeline where (a) and (b) are the left and right views
to form a stereoscopic pair. First, we compute the disparity map between two
views based on the method of [10]. Note that disparities do not need to be very
accurate, e.g., they may contain errors at object boundaries and are incomplete
at some regions (as shown in Fig. 1(c)). Second, we compute image superpix-
els of the left view according to [19], as shown in Fig. 1(d). Third, we use the
superpixels to regularize the initial disparity map so that noise is suppressed and
missing regions are filled. Note that the fused result is not shown in the pipeline,
but will be discussed in detail in Sect. 2.1. According to the fused disparities, we
use a threshold to divide them into foreground and background.

Such an initial segmentation is very inaccurate with many errors at object
boundaries. Nevertheless, it facilitates the estimation of a trimap to classify the
image into three regions: definite foreground, definite background, and uncertain
region, referring to Fig. 1(e). After obtaining the trimap of the left view, we can
create the trimap of the right view by propagating from the left using disparities,
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see Fig. 1(f). How to generate trimaps will be discussed in Sect. 2.2. Based on
the trimaps, we propose to run an MRF minimization only for pixels in the
uncertain region. The final result is shown in Fig. 1(g) and (h). Without loss of
generality, we have chosen the left view as the basis in the pipeline.

Fig. 2. (a) The left view and its superpixels. (b) The right view. (c) The raw disparity.
(d) The regularized disparity according to superpixels.

2.1 Disparity Regularization

Figure 2 shows an example of disparity regularization, where (a) and (b) are the
left and right views, respectively. We run the superpixel segmentation [19] on
the left view (shown at the left corner of Fig. 2(a)). Figure 2(c) shows the initial
disparity map calculated using the method of [10] (implemented in OpenCV).
The disparity values are averaged for all pixels contained in a same superpixel.
As a result, each superpixel has an unique disparity value as shown in Fig. 2(d).
Notably, we have skipped the “holes” during the average, but assign them with
the averaged disparity according to their containing superpixels.

There are various methods for generating superpixels (also regarded as over-
segmentation or over-smoothing), such as tubor pixels [20] that impose the equal
area constraint to produce superpixels with a similar size. Our work does not
require the superpixels to be equal sized. Instead, we prefer a set of unbalanced
sizes to over-smooth the disparities, e.g., some background regions in Fig. 2(a)
are segmented into large superpixels. Although these regularized disparities no
long reflect the real disparities due to the averaging, we would like to emphasize
that our goal here is not to obtain the accurate disparities, but to use them for
the trimap generation.

2.2 Trimap Genaration

We partition the regularized disparity map (Fig. 2(d)) into foreground and back-
ground according to a threshold. Figure 3(a) shows the partitioned foreground.
As aforementioned, our assumption is that the foregrounds are the objects that
stay close to the camera while the backgrounds are those far away from the
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camera. The threshold is thus set to the middle of the maximum and mini-
mum disparities. Note that Fig. 3(a) is not the final segmentation result. It can
be observed that the segmentation boundaries are quite inaccurate. We then
detect the boundary pixels and place a window around the boundary as shown
in Fig. 3(b). Pixels covered in the window are considered as the unknown pix-
els, assembling which gives the uncertain region as shown in Fig. 3(c). The right
trimap is obtained by propagating from the left one. Rather than propagating
the trimap directly, we propagate the boundary pixels and follow the steps of
Fig. 3(b) to generate the right trimap (Fig. 3(d)).

Fig. 3. (a) Initial foreground by segmenting the disparity in Fig. 2(d). (b) Boundary
pixels are located, along which a local window is moving around. (c) Left trimap.
(d) Right trimap.

Fig. 4. (a) A stereo image pair. (b) Our estimated trimaps where a local window (in
red) is defined for pixels in uncertain regions. (c) Our results. (Color figure online)
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The trimap is used to specify unknown regions for the subsequent refine-
ment. Ideally, the unknown regions should cover the entire object boundary.
Any missing coverage at this step will cause non-recoverable errors subsequently.
The accuracy of a trimap is assured by the boundary of superpixels as well as
the regularized disparities, because it is very likely that the over-segmentation
does capture the salient object boundaries [19] and the averaged disparities over
superpixels are more robust than individual values.

2.3 Segmentation

We build a graph with each pixel in the unknown region as a vertex. The edges
are between neighboring pixels. Notably, we do not put graph edges between
unknown pixels in the left and right views due to the inaccuracy of the disparities
at the boundary. Then, we optimize the labelling for foreground and background
at each vertex by minimizing over the following energy:

Fig. 5. Our results on various examples. Please refer the supplementary files for more
results.
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E =
∑

i

P (ci, li) +
∑

i,j

S(ci, li; cj , lj), (1)

where ci and cj are neighboring pixels in unknown regions while li and lj are
binary labels on ci and cj . The data term measures the probability of a pixel
being foreground (li = 1) or background (li = 0), which consists of a global and
local color probabilities Pg(ci, li) and Pl(ci, li):

P (ci, li) = Pg(ci, li) · Pl(ci, li). (2)

To get the global probability, we take the definite foreground and definite
background from both views. Similar to the approach in [21], we use K-means to
cluster the RGB colors (normalized to [0,1]) into k = 64 centers. The clusters of
foreground and background are denoted as Gk

F and Gk
B , respectively. Then, we

compute the minimum distances of a pixel color C(i) of ci to each of the clusters:
dF (i) = mink‖C(i)−Gk

F ‖ for the foreground and dB(i) = mink‖C(i)−Gk
B‖ for

the background. Finally, the global probability is calculated as:

Pg(ci, li) =
{
dF (i)/(dF (i) + dB(i)), li = 1
dB(i)/(dF (i) + dB(i)), li = 0 (3)

Fig. 6. (a) Input image pairs (only the left is shown). (b) The ground truth mask on
the left image for SnapCut [22] and LiveCut [23]. (c) Result of SnapCut. (d) Result of
LiveCut. (e) Result of StereoCut [9]. (e) Our result.
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For the local probability, we define a local window at each vertex position
(Fig. 4(b)). The local window centered at the pixel ci should cover some definite
foreground pixels Wm

F (i) as well as some definite background pixels Wn
B(i), where

m and n denote the number of foreground and background pixels in the local
window. The local window W is composed of two windows WL and WR from
two views, as shown in Fig. 4(b). These two windows are paired up according to
the regularized disparities. As we do not require the pixel-level accuracy for the
window’s positioning, the regularized disparities can well satisfy the purpose.
Similarly, we compute the minimum distances of a pixel color C(i) of ci to
pixels in Wm

F (i) and Wn
B(i): d̂F (i) = minm‖C(i) − Wm

F ‖ for the foreground
and d̂F (i) = minn‖C(i) − Wn

B‖ for the background. Likewise, we can obtain
the local color probability by replacing dF (i) and dB(i) with d̂F (i) and d̂B(i) in
Eq. 3. Both Pg(ci, li) and Pl(ci, li) are linearly normalized to [0,1].

The smoothness term in Eq. (1) measures the similarity between neighboring
pixels, which is set to |li − lj | · 1/(1 + ‖C(i) − C(j)‖, where ‖ · ‖ is the L2 norm
distances in RGB color. The whole energy in Eq. (1) can be minimized via a graph
cut [24]. For the input pair shown in Fig. 4(a), the final foreground cutouts (for
both left and right views) are given in (c).

3 Experiments

We show several examples in Fig. 5 to demonstrate our method. It is clear that
the foreground cutouts in these examples are all very clean for both left and right
views. Then, Fig. 6 shows the comparison between our method and some previous
methods, including two video-based methods (SnapCut [22] and LiveCut [23])
and two interactive stereo segmentation methods (StereoCut [9] and method

Fig. 7. Comparison with [15]. The first, second, and third columns show the input
scribbles, the results of [15], and our results.
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of [15]). Note that a ground-truth mask (the lamppost) is identified in the left
image, which is needed in the video-based methods, whereas SteroCut and our
method do not need such a mask. The segmentation is performed in the right
view for video-based methods, whereas StereoCut and our method segment both
views (only the right view is shown). As can be seen, two video-based methods fail
to segment the whole lamppost, whereas our method produces a very comparable
result with StereoCut [9]. Finally, Fig. 7 shows the comparison with the method
of [15] in which some user scribbles are required to mark the foreground and
background on one view (as shown in the first column of Fig. 7). Again, our
method, without any user scribbles, has produced a very comparable result.

4 Conclusions

We have presented a method for foreground cutout from stereoscopic images.
In our method, a raw disparity map is first estimated between two views and
upgraded by making use of superpixels. It is then used to generate trimaps for
both views so that images are partitioned into three parts: foreground, back-
ground, and uncertain region. Next, pixel-labelling (for segmentation) is con-
ducted only for pixels in the uncertain region, which is solved by a graph-cut
on an MRF-based energy function. Besides being fully automatic, our method
is fast because the number of pixels involved in the labelling process has been
decreased greatly. Moreover, our method has been validated by various examples
to produce very comparable results as the existing video-based and user-assisted
methods.
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