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Abstract. In this paper, we present a histopathology image classifica-
tion method with supervised intra-embedding of Fisher vectors. Recently
in general computer vision, Fisher encoding combined with convolutional
neural network (ConvNet) has become popular as a highly discrimina-
tive feature descriptor. However, Fisher vectors have two intrinsic prob-
lems that could limit their performance: high dimensionality and bursty
visual elements. To address these problems, we design a novel super-
vised intra-embedding algorithm with a multilayer neural network model
to transform the ConvNet-based Fisher vectors into a more discrimina-
tive feature representation. We apply this feature encoding method on
two public datasets, including the BreaKHis image dataset of benign
and malignant breast tumors, and IICBU 2008 lymphoma dataset of
three malignant lymphoma subtypes. The results demonstrate that our
supervised intra-embedding method helps to enhance the ConvNet-based
Fisher vectors effectively, and our classification results largely outperform
the state-of-the-art approaches on these datasets.

1 Introduction

Diagnosis of cancers usually relies on the visual analysis of tissue samples under
the microscope. The morphological features in histopathology images provide
the important clue to differentiate benign and malignant tumors or identify
different cancer subtypes. To encode the morphological features for automated
classification, handcrafted [2,6] and learning-based [3] feature descriptors have
been designed over the years. The most recent trend in this area is the use of
convolutional neural network (ConvNet). For example, pretrained or customized
ConvNet models have been applied to classify lymphoma images [5] and breast
cancer images [11]. Other related applications include cell detection and seg-
mentation [13,14]. Such ConvNet approaches often demonstrate improved per-
formance over the more traditional techniques based on handcrafted features.

Recently in the general imaging domain, a feature descriptor that integrates
ConvNet with Fisher encoding has been proposed [4]. With this method, the
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patch-level features of an image are first extracted using a ConvNet model, then
these patch features are encoded into a Fisher vector (FV) [7] as the image-
level feature descriptor. This CFV (short for ConvNet-based FV) descriptor pro-
vides significantly higher classification performance than using only the ConvNet
model for texture classification and object categorization [4]. FV descriptors
have also been adopted into biomedical imaging applications for histopathology
image classification [3,10] and HEp-2 cell classification [15]. In these studies, the
FV descriptors are generated by Fisher encoding of various types of patch-level
features (other than the ConvNet model), and consistently high classification
performance is reported.

There are however two issues that could affect the discriminative power of
FV descriptors. First, FV descriptors are high dimensional. An FV descrip-
tor is constructed by pooling the difference vectors between the patch features
and a number of Gaussian centers, and the resultant CFV descriptor can be
64K dimensional or higher. With a limited number of training images, such
high dimensionality could cause overfitting and decrease the classification per-
formance on test data. Second, FV descriptors can have bursty visual elements.
This means that there can be some artificially large elements in the FV descrip-
tor due to large repetitive patterns in the image, and such large elements would
lower the contribution from the other important elements and thus affect the
representativeness of the descriptor. For the first issue, dimensionality reduc-
tion with principal component analysis (PCA) and large margin distance metric
learning have been experimented [9,10]. To overcome the second issue, the intra-
normalization technique [1] is often applied to perform L2 normalization within
each block (corresponding to one Gaussian component) of the FV descriptor.

In this study, we design a supervised intra-embedding method to address
these two issues. We borrow the block-based normalization idea from intra-
normalization, but instead of simple L2 normalization within each block, a dis-
criminative dimension reduction algorithm based on multilayer neural network
is designed to embed each block of the CFV descriptor to a lower dimensional
feature space. Also, the block-wise elements are integrated with further neural
network layers and a hinge loss layer to optimize the discriminative power of
whole descriptor collectively rather than just the individual blocks. We conduct
experimental evaluation on two public histopathology image datasets, including
the BreaKHis dataset for classifying benign and malignant breast tumors [12],
and IICBU 2008 lymphoma dataset for classifying three malignant lymphoma
subtypes [8]. We obtain improved performance over the existing approaches, and
demonstrate that the proposed supervised intra-embedding method can effec-
tively enhance the discriminative power of the CFV descriptors.

2 Methods

2.1 Fisher Vector

Fisher vector [7] is a type of feature encoding technique that aggregates
the patch-level features into an image-level descriptor. With FV encoding, a
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Fig. 1. Overview of the multilayer neural network design of our proposed supervised
intra-embedding method. With this network, the CFV descriptor (shown as a 2K ×H
matrix) is transformed to a lower dimension (shown as a 2K ×D2 matrix).

Gaussian mixture model (GMM) is constructed from the patch features. Then
the mean first and second order difference vectors between each Gaussian cen-
ter and all patch features are computed weighted by soft assignments. Assume
that the patch-level feature is of dimension H. The first and second order dif-
ference vectors would also each have a dimension H. The final FV descriptor is
a concatenation of all these difference vectors corresponding to all K Gaussian
components, hence the total dimension of the FV descriptor is 2KH.

The patch-level features can be extracted in different ways. In this study, we
adopt the ConvNet-based method [4]. Specifically, an image is first rescaled to
multiple sizes with scale factors of 2s, s = −3,−2.5, . . . , 1.5. For each rescaled
image, the VGG-VD ConvNet model with 19 layers pretrained on ImageNet is
applied and the last convolutional layer produces a set of patch features with
H = 512 dimensions. Then these patch features from all rescaled images are
pooled together to generate the CFV descriptor of this image. Note that from
our empirical results, the effectiveness of the ImageNet-pretrained model demon-
strates that although the natural images in ImageNet seem quite different from
histopathology images, the intrinsic feature details could be highly similar.

We generate the GMM model with K = 64 components. We find that a
smaller K (e.g. 32) reduces the effectiveness of the descriptor, while a larger
K (e.g. 128) increases the computational cost without notable performance
improvement. The CFV descriptor is thus 2 × 64 × 512 = 65535 dimensional.

2.2 Supervised Intra-embedding

To reduce the dimensionality and bursty effect of CFV descriptors, we design
a supervised intra-embedding method. Formally, we denote the CFV descriptor
as f . The objective of the supervised intra-embedding method is to transform f
to a lower dimension, and the transformed descriptor g is expected to provide
good classification performance. For this, we design a multilayer neural network
model, with locally connected layers for local transformation of descriptor blocks
and a hinge loss layer for global optimization of the entire descriptor.

The overall network structure is illustrated in Fig. 1. The input layer is the
CFV descriptor of 2KH dimensions. The second layer is a locally connected
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layer, which is formed by 2K filters with each filter of D1 neurons. One filter
is fully connected to a descriptor block of H = 512 elements in the input layer
(one descriptor block corresponds to one first or second order difference vector
of 512 dimensions) and generates D1 outputs:

f2(i) = W2(i)f1(i) + b2(i) (1)

where W2(i) ∈ R
D1×H and b2(i) ∈ R

D1 are the weights and bias of the ith
filter, f1(i) ∈ R

H denotes the ith block in the input layer, and f2(i) ∈ R
D1

is the ith output at this locally connected layer. The output of this layer is a
concatenation of outputs from all filters, and is thus of 2KD1 dimensions. Note
that since D1 < H, this layer reduces the dimensionality of the input descriptor.

The rational of designing a locally connected layer is that a CFV descriptor
can be considered as having 2K blocks each of H dimensions and corresponding
to a first or second order difference vector. The localized filters can help to achieve
different ways of transformation in different blocks. This provides more locally
adaptive processing compared to the convolutional and fully connected layers
in ConvNet, in which a filter is applied to the entire input. On the other hand,
such local filters also increase the number of learning parameters significantly and
could cause overfitting. To reduce the number of filter parameters, we make every
four consecutive filters share the same weights and bias, so there are altogether
2K/4 unique filters.

The third layer is an intra-normalization layer, in which each output f2(i)
from the previous layer is L2 normalized. In this way, the different blocks would
contribute with equal weights in the transformed descriptor. Together with the
locally connected layer, such local transformation provides a supervised learning-
based approach to overcome the bursty visual elements. The fourth layer is a
ReLU layer, and the ReLU activation is applied to the entire 2KD1-dimensional
output of the third layer. Next, layers two to four are repeated as layers five
to seven in the network structure, to provide another level of transformation.
Assume that the individual local filters at the fourth layer have D2 neurons.
The output f7 at the seventh layer has then 2KD2 dimensions, and this is the
final transformed descriptor g to be used in classification.

For the last layer, we design a hinge loss layer to impose the optimization
objective of the supervised intra-embedding. Typically FV descriptors (original
or dimension reduced) are classified using a linear-kernel support vector machine
(SVM) to produce good classification results [4,10]. Therefore, to align the opti-
mization objective in our multilayer neural network with the SVM classification
objective, we choose to use an SVM formulation in the loss layer. Specifically,
assume that the dataset contains L image classes. We construct a one-versus-all
multi-class linear-kernel classification model to compute the hinge loss. Denote
the weight vector as wl ∈ R

2KD2 for each class l ∈ {1, . . . , L}. The overall loss
value based on N input CFV descriptors (for training) is computed as:

ε =
1
2

L∑

l=1

wT
l wl + C

L∑

l=1

N∑

n=1

max(1 − wT
l fn

7 λn
l , 0) (2)



Supervised Intra-embedding of Fisher Vectors 103

Fig. 2. Example images of the two datasets.

where n is the index of the input descriptor, fn
7 is the corresponding output

at the seventh layer, λn
l = 1 if the nth input belongs to class l and λn

l = −1
otherwise, and C is the regularization parameter. Minimizing this loss value ε at
the last layer mimics the margin maximization in an SVM classifier. The hinge
loss layer thus effectively integrates the local transformations and local filters
would influence each other during the optimization.

During training, a dropout layer with a rate of 0.2 is added before the loss
layer to provide some regularization. Also, to initialize the filter weights, we first
train the filters individually with one block of descriptors as the input layer.
The transformed descriptor g at the seventh layer has 2KD2 dimensions, and
is classified using the linear-kernel SVM to obtain the image label. The key
parameters D1 and D2 are set to 64, hence the resultant feature dimension is
2 × 64 × 64 = 8192. The regularization parameter C is set to 0.1.

3 Results

We use two public datasets in our experimental study. (1) The BreaKHis dataset
contains 7909 hematoxylin and eosin (H&E) stained microscopy images. The
images are collected at four magnification factors from 82 patients with breast
tumors. Each image has 700×460 pixels, and among the images, 2480 are benign
and 5429 are malignant. The task is to classify the images into benign or malig-
nant cases at both image-level and patient-level, and for the individual magni-
fication factors. (2) The IICBU 2008 malignant lymphoma dataset contains 374
H&E stained microscopy images captured using brightfield microscopy. Each
image is of 1388 × 1040 pixels and there is a large degree of staining varia-
tion among the images. The dataset contains 113 chronic lymphocytic leukemia
(CLL), 139 follicular lymphoma (FL), and 133 mantle cell lymphoma (MCL)
cases. The task is to classify these three subtypes of malignant lymphoma.
Figure 2 shows example images from the two datasets.

For training and testing, the BreaKHis dataset releases five splits for cross
validation and each split contains 70% of images as training data and 30% as
testing data. Images of the same patient are partitioned into either the training or
testing set only. We use the same five splits in our study. For the IICBU dataset,
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we perform four-fold cross validation, with 3/4 of data for training and 1/4 for
testing in each split. For the supervised intra-embedding, 50 epochs are trained
on the BreaKHis dataset and 100 epochs are trained on the IICBU dataset.

We compared our results with the state-of-the-art approaches reported on
these datasets, including [11,12] on the BreaKHis dataset: [12] with a set of
customized features, and [11] with a domain-specific ConvNet model; and [5,10]
on the IICBU dataset: [10] with SIFT-based FV descriptor and distance metric-
based dimensionality reduction, and [5] with a combination of handcrafted and
ConvNet features. In addition, we also experimented with the more standard way
of using VGG-VD, which is to use the 4096-dimensional output from the last
fully connected layer as the feature descriptor. Classifying the CFV descriptor
without supervised intra-embedding is also evaluated. We also compared with
the more standard techniques to address the issues with FV descriptor: PCA for
dimensionality reduction, and intra-normalization for bursty visual element.

Table 1. The classification accuracies (%) on the BreaKHis breast tumor dataset.

Method Magnification factors

40× 100× 200× 400×
Patient-level [12] 81.6 ± 3.0 79.9 ± 5.4 85.1 ± 3.1 82.3 ± 3.8

[11] rand 88.6 ± 5.6 84.5 ± 2.4 83.3 ± 3.4 81.7 ± 4.9

[11] max 90.0 ± 6.7 88.4 ± 4.8 84.6 ± 4.2 86.1 ± 6.2

VGG-VD 86.9 ± 5.2 85.4 ± 5.7 85.2 ± 4.4 85.7 ± 8.8

CFV 90.0 ± 5.8 88.5 ± 6.1 85.4 ± 5.0 86.0 ± 8.0

PCA 90.0 ± 5.8 88.5 ± 6.1 85.4 ± 5.0 86.2 ± 8.0

Intra-norm 90.0 ± 5.8 87.7 ± 5.7 86.6 ± 5.8 86.2 ± 6.9

Our method 90.2 ± 3.2 91.2 ± 4.4 87.8 ± 5.3 87.4 ± 7.2

Image-level [11] rand 89.6 ± 6.5 85.0 ± 4.8 82.8 ± 2.1 80.2 ± 3.4

[11] max 85.6 ± 4.8 83.5 ± 3.9 82.7 ± 1.7 80.7 ± 2.9

VGG-VD 80.9 ± 1.6 81.1 ± 3.0 82.2 ± 1.9 80.2 ± 3.8

CFV 86.8 ± 2.5 85.6 ± 3.8 83.8 ± 2.5 81.6 ± 4.4

PCA 87.3 ± 2.5 86.1 ± 3.8 83.8 ± 2.5 82.0 ± 4.4

Intra-norm 87.3 ± 2.7 86.4 ± 4.1 83.9 ± 2.6 82.3 ± 4.3

Our method 87.7 ± 2.4 87.6 ± 3.9 86.5 ± 2.4 83.9 ± 3.6

For the BreaKHis dataset, the state-of-the-art [11] shows that random sam-
pling of 1000 patches of 64 × 64 pixels provided the best overall result and max
pooling of four different ConvNet models produced further enhancement. We
thus include the results from these two techniques ([11] rand, and [11] max) in
the comparison, as shown in Table 1. The patient-level classification is derived by
majority voting of the image-level results. The original approach [12] reported
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the patient-level results only. Our method achieved consistently better perfor-
mance than [11,12] except for the image-level classification of images with 40×
magnification. It can be seen that while the random sampling approach [11] pro-
duced the best image-level classification for the 40× magnification, its patient-
level results of all magnification factors were all lower than the those of the max
pooling approach [11] and our method. Overall, the results illustrate that using
CFV feature representation with supervised intra-embedding can outperform the
handcrafted features [12] and ConvNet models [11] that are specifically designed
for the particular histopathology dataset.

Table 2. The classification accuracies (%) on the IICBU 2008 lymphoma dataset.

[10] [5] VGG-VD CFV PCA Intra-norm Our method

93.3 95.5 73.0 ± 3.1 93.9 ± 3.0 94.2 ± 3.1 94.5 ± 3.2 96.5 ± 2.7

Table 2 shows the result comparison on the IICBU dataset. It can be seen
that our method achieved the best result. CFV outperforms [10], indicating
the advantage of using ConvNet-based patch features rather than SIFT in FV
encoding, even when discriminative dimension reduction is also included in [10].
In addition, similar to our method, [5] also involves an ImageNet-pretrained
ConvNet model but with additional steps for segmentation, handcrafted fea-
ture extraction, and ensemble classification. The advantage of our method over
[5] illustrates the benefit of FV encoding and multilayer neural network-based
dimensionality reduction. Also, compared to [5], our method is less complicated
without the need to segment the cellular objects.

On both datasets, it can be seen that our method outperformed the
approach with CFV descriptor only, demonstrating the benefit of supervised
intra-embedding. When comparing CFV with VGG-VD (the 4096-dimensional
descriptor), the advantage of using FV encoding of ConvNet-based patch fea-
tures is evident. In addition, it can be seen that PCA and intra-normalization
generally improved the results compared to using the original CFV descriptor.
This indicates that it is beneficial to reduce the feature dimension and bursty
effect of the CFV descriptor, and in general, intra-normalization has a greater
effect on the classification performance than PCA. Our method provided larger
improvement over CFV compared to PCA and intra-normalization. This shows
that our learning-based transformation could provide a more effective approach
to address the two issues with CFV.

4 Conclusions

A histopathology image classification method is presented in this paper. We
encode the image content with ConvNet-based FV descriptor. To further
improve the discriminative power of the descriptor, we design a supervised intra-
embedding method to transform the descriptor to a lower dimension and reduce
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the bursty effect. Our results on the BreaKHis breast tumor and IICBU 2008
lymphoma datasets show that our method provides consistent improvement over
the state of the art on these datasets. For future study, we will investigate extend-
ing our method to conduct tile-based classification for whole-slide images.
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