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Abstract. This work addresses automated semantic clustering of twitter users
by analysis of their aggregated text posts (tweets). This semantic clustering of
text is an application of a theory we refer to as Social Kinematics. Social
Kinematics is a term coined by our team to refer to the field-theoretic approach
we develop and describe in [1–3, 5]. It is used here to model human interaction in
social media. This social modeling technique regards social media users as field
sources, and uses the Laplacian to model their interaction. This yields a natural
analogy with physical kinematics. Automation is described that allows social
media text posts (organized by author into “threads”) to self-organize as a pre-
cursor to analysis and characterization. The goal of this work is to automate the
characterization of user-generated text content in terms of its semantics (mean-
ing). Characterization here means the determination of intuitive “categories” for
content, and the automatic assignment of user-generated content to these cate-
gories. Categories might include: Advertising, Subscribed feeds (news, weather,
traffic, etc.), Discussion of current events (politics, sports, popular culture, etc.),
and Casual conversation (filial, friend-to-friend, etc.) Characterization is per-
formed by retrieving text posts by Twitter users; numericizing these using a field
model; and clustering them by their semantics. An innovation is the application
of the field model to semantic characterization of text. This is based upon the
observation that user hash tags are a priori semantic tags, making expensive and
brittle semantic mapping of the tweet text unnecessary.

1 Background

Text data is a finite set of characters. It might, or might not, show structure or meaning.
Unstructured text is text data that is not organized into labeled units. In particular,

unstructured text does not usually have much associated metadata. It must provide its
own context.
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The processing of natural language text has been an area of research for many
years. The hierarchy of complexity depicted below shows some of the many problems
into which automated text processing can be partitioned. The complexity increases
from the top of the list to the bottom:

Integration of semi-structured text
Automatically generate prose reports from data

Term-space disambiguation
Use NLP to disambiguate names/addresses/identities
derive networks of suspicious money transfers, using Belief Net

Concept extraction from structured text
Use NLP, and Belief Net to infer adversary “intent” from Reuters news reports
Understanding of unstructured text snippets
Semantic mapping using a comprehensive ontology
Mode analysis from unstructured text

Characterize user behaviors/processes from unstructured text (no ontology)
Semantic mapping of semi-structured text

Document reduction for searching and sorting
Semantic mapping of unstructured text ß the work in this paper

XML tagging of transcribed spoken prose using a comprehensive ontology
Semi-structured text understanding

Normalize, interpret, understand, and repair a knowledge repository
Understanding of unstructured text

For completeness, a tabulation of major semantic text processing methods is below
[4] (Table 1):

Table 1. The characteristics and limitations of four text mining methods

Models Characteristics/limitations

Latent Semantic Analysis
(LSA)

Characteristics
• Reduces dimensionality of tf-idf using Singular Value
Decomposition

• Captures synonyms of words
• Not robust statistical background
Limitations
• Difficult to determine the number of topics
• Difficult to interpret loading values with probability meaning
• Difficult to label a topic in some cases using words in the
topic

Probabilistic Latent Semantic
Analysis (PLSA)

Characteristics
• Mixture components are multinomial random variables that
can be viewed as representations of “topics”

• Each word is generated from a single topic; different words in
a document may be generated from different topics

• PLSA partially handles polysemy
Limitations
• No probabilistic model at the level of documents

(continued)
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Data clustering ([6]) is a valuable non-parametric technique for detecting and
exploiting patterns of interaction in abstract data sets. If detected clusters can be assigned
empirical significance, clustering can be used as a classification method [6] (Fig. 1):

Table 1. (continued)

Models Characteristics/limitations

Latent Dirichelet Allocation
(LDA)

Characteristics
• Provides full generative model with multinomial distribution
for words in topics and Dirichlet distribution over topics

• Handles long-length documents
• Shows adjectives and nouns in topics
Limitations
• Incapable to model relations among topics

Correlated Topic Model
(CTM)

Characteristics
• Considers relations among topics using logistic normal
distribution

• Allows the occurrences of words in other topics
• Allows topic graphs
Limitations
• Requires complex computations
• Contains too general words in topics

Fig. 1. Notional clustering of demographic data
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2 Social Media Psychology is Virtual Action-at-a-Distance

Just as masses and charges give rise to gravitational and electric fields, the online
behaviors of individuals engaged in social discourse give rise to an “ambient culture”
that conditions, and is conditioned by, these behaviors.

Apply classical methods from:

Information Theory
Information Geometry
Differential Geometry
Machine Learning

A mathematical field theory of online discourse is described [3]. This has been
implemented in software as an application that characterizes and visualizes a
multi-dimensional vector field (“social context”) arising from this discourse:

The general mathematical model for the social context of a social media venue as a
set of field equations in [3] is used to extract the features from the hash tag histogram.

Using the Field-Theoretic Approach to the Electrostatic and Gravitational Prob-
lems, physicists found that, instead of the impossibly complicated problem of modeling
many dynamically interacting things (e.g., free electrical charges moving in
space-time), they could characterize systems by modeling one thing: the field they
generate.

In the same way, the Field-Theoretic Approach to the Social Media Culture Mining
Problem proceeds, not by considering the impossibly complicated problem of modeling
many dynamically interacting things (e.g., asynchronously-posting persons moving in
virtual space-time), it is necessary to model one thing: the field they generate.

The following is a summary excerpt from [3] describing the field arising from
posting behavior in a social medium:

Let F be a collection of finite length character strings (“threads”):

F ¼ Aj
� � ¼ A1;A2; � � � ;AMf g

Let dijðAi;AjÞ ¼ dij be a metric on F . Form the distance matrix:

DðAi;AjÞ ¼ dij
� �

; i; j = 1,2,. . .M

This matrix will be symmetric, zero diagonal, and non – negative.
Let:

S ¼ aj
!� � ¼ a1; a2

!; � � � aM�!
� � 2 R

N

be a (hypothetical) set of vectors having distance matrix D Regarding the aj
! as field

sources, we define a discrete scalar potential on S by:
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It will be seen that analysis of this vector field provides information sufficient to
identify semantically meaningful cliques of users among the posters.

3 Advantages of the Field-Theoretic Approach to Document
Clustering

The field-theoretic approach offers important advantages over current linguistic
approaches:

1. Language independence: no initial requirement for linguistic support, lexicon’s,
parsers, stemmers, etc.

2. Computational tractability: will not scale unless the computational complexity is
low in the size of the term space, post space, and membership space.

3. More mature foundation: Classical Analysis vs. Discrete Mathematics. Repurposing
an existing body of technical methods reduces risk and cost, and presents many
opportunities for extension by others.

4 The Software Prototype

A software prototype has been built to infer and characterize cliques of users in social
media. No a priori assumptions are made, so the software processing is “domain
agnostic”. The prototype can infer and numerically characterize co-posting cliques, as
well as topically homogeneous cliques.

The prototype produces a characterization of the “social context” that the user can
both survey as a set of tables, and interrogate visually.

The application can incrementally superpose new data as it arrives, and remove old
data for aging (e.g., no “priors” to update, or graph structures to retool) (Fig. 2).

Fig. 2. The field-theoretic clustering process
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5 Applications of the Method

The field-equations can be used to impose an inherent, a priori clustering of entities in
the space. Clustering determines, and is determined by, the terrain geometry. These are
in dynamic tension. Clusters correspond to topically homogeneous discussions.

The techniques are able to identify cliques of “like-minded” posters. More
importantly, the “social distance” between cliques can be quantified, supporting
assessment of the “ideological separation” of cliques, and individuals within cliques.
Further, the level of commitment to a stated position can be estimated.

6 Inputs and Outputs

Twitter maintains a website for servicing data requests posted by those holding Twitter
Developer credentials. Developers obtain these credentials through an online applica-
tion process.

Credentialed developers may request information for Twitter user accounts by
posting requests to the Twitter API (application program interface) at a URL (uniform
resource locator) provided by Twitter. Requests can be made for specific accounts
based upon their User Identification Numbers. Requests can also be made for random
samples of accounts selected by Twitter.

Requested data are returned as a hierarchical data structure called JSON (JavaScript
Object Notation). There are hard limits on the amount and type of information that can
be requested. If these limits are exceeded, the requestor’s credentials are revoked by
Twitter.

7 The Content Data Elements and Their Encoding

Content data (tweets) are returned (in the JSON structure) as character strings of length
1 to 140 characters. They may be in any language, or no language at all. Tweets can
contain any combination of free text, emoticons, chat-speak, hash tags, and URL’s.
Twitter does not filter tweets for content (e.g., vulgarisms, hate speech). Below is a
segment showing tweets from two users, here called “1” and “2” (Fig. 3):

Fig. 3. Two tweet text threads
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A vector of text features is derived for each user. This is accomplished by deriving
text features for each of the user’s tweets, then rolling them up. Therefore, one content
feature vector is derived for each user from all of that user’s tweets.

The extraction of numeric features from text is a multi-step process:

a. Collect the User’s most recent (up to 200) tweet strings into a single set (a Thread).
b. Convert the thread text to upper case for term matching.
c. Scan each tweet for the presence of hash tags, creating a Hash Tag Histogram

(described below) for each thread.

A Hash Tag Dictionary was created from a collection of 180,000 tweets.
The bins represent the 2,500 most frequently used Twitter hash tags, arranged in
order of decreasing frequency (Fig. 4):

• The inverse hash tag frequencies are used to weight the histogram bins. In this way,
common hash tags have less impact on the hash tag histogram than rarer hash tags.
Because the Twitter term space follows a Zipf Distribution, the hash tag histograms
tend to be relatively “level” in amplitude: less frequent terms are given a higher per
occurrence weight (Fig. 5).

Fig. 4. Hash tag frequencies from a large tweet corpus

516 M. Hancock et al.



8 Feature Encoding by the Field-Theoretic Model

Each weighted hashtag histogram consists of 2,500 bins containing real numbers.
These hashtag histograms can be processed to provide the geometric features that serve
as the basis for the inter-vector distance matrix which in turn is inputted into the field
model (Fig. 6).

The hashtag histograms were normalized to become points on the surface of a
2,500-dimensional unit ball. The Cosine Distance was computed between each pair of
points on the ball to create a pairwise distance matrix for the hashtag histograms.

The field model was then used to generate an 8-dimensional representation of the
distribution of hashtag histograms, and so, of the user thread text.

The table below is a snippet of the file containing the 8-dimensional vectors
developed for each hashtag histogram using the field model (Fig. 7):

Feature conditioning may be applied as part of pre-processing, such as z-scoring by
vector components, pre-analysis missing-value imputation, etc.

Fig. 5. A hash tag histogram for a single thread

Fig. 6. Notional depiction of the 2,500-dimensional hash tag hypersphere
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The figure immediately below shows the beginning and ending entries in the
Twitter hashtag frequency table. The frequency is the number of times that hashtag
occurs in the tweet reference sample. The weight is just the reciprocal of the frequency
(as suggested by the Zipf distribution) (Fig. 8).

9 Clustering

Coherent clustering was visually apparent in the output of the field model. K-Means
clustering was used to assign the abstract 8-dimensional spatial feature vectors to 150
disjoint clusters.

The figure below is a perspective projection of a 4-dimensional field-theoretic
representation of the hashtag data. It has been colorized using a K-Means algorithm.
The light-colored “halo” of points at the upper left (and scattered to the lower right)
were found by manual review of the corresponding text tweets to be BOTs. The dark
sphere was found to be typical social exchanges between persons; and, the single point
at the lower right was found to consist of approximately 200 accounts generated by
BOTs. The most significant observation to make here is that these subpopulations show
significant coherence: they are not just random scatterings of points (Fig. 9).

Fig. 7. Abstract features derived as torgersen coordinates [1]

Fig. 8. Some of the threads in clusters 9–11
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A number of animations of the formation of these clusterings have been prepared,
in which one can see the process by which the data self-organize.

10 A Classification Experiment

Ground truth was assigned manually to whole clusters by readers independently
reviewing the original tweet.

A classifier was trained on part of the manually tagged data, and applied in a blind
test to the other part. Accuracy in detecting “advertising” in the blind set was 97%. This
is not surprising, given that advertisers can be expected to use hashtags in a way that is
somewhat different from their use by social posters.

11 Future Work

This work describes a characterization method for content data. Future work will
leverage the factor analysis it provides, which we have shown can be used to determine
which members of a forum are least committed to their clique, and exactly what would
be required to move them out of their current clique. This is a type of “cultural
terrain-forming” (this application is not discussed here).

The field equations impose a set of non-isotropic pseudo-metrics on the attribute
space that define its geometry, which in turn conditions the kinematics of the space.
The resulting dynamics has only approximate conservation laws and fundamental
constants, most of which await formulation. These observations suggest that oppor-
tunities for objective, quantitative proactive social media psy-ops planning could use
the field equation to determine the following:

Fig. 9. Hashtag histogram data clustered using the field model
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1. How each member’s effect on all other members is quantified, so numeric measures
of “influence” could be derived

2. How to optimally impersonate a member
3. How to identify imposters/impersonators (psycho-anomaly detection)
4. Deriving posts that would tend to foment or mitigate conflict among cliques
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