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Abstract. This paper discusses the technical and philosophical challenges that
researchers and practitioners face when attempting to classify human emotion
based upon raw physiological data. It proposes the use of a representational
learning approach that adopts techniques from industrial internet of things
(IoT) solutions. It applies this approach to the classification of emotional states
using functional near infrared spectroscopy (fNIRS) sensor data.
The algorithm used first pre-processes the data using a combination of signal

processing and vector quantization techniques. Next, it found the optimal
number of natural clusters within human emotional states and used these as the
target variables for either shallow or for deep learning classification. The deep
learning variant used a Restricted Boltzmann Machine (RBM) to form a com-
pressive representation of the input data prior to classification. A final single
layer perception model learned the relationship between the input and output
states.
This approach would be useful for detecting real-time changes in human

emotional state. It is able automatically create emotional states that are both
highly separable and balanced. It is able to distinguish between low v. high
emotional states across all tasks (F1-score of 71.4%) and is better at forming this
distinction for tasks intended to elicit higher cognitive load such as the Tetris
video game (F1-score of 87.1%) or the Multi Attribute Task Battery (F1-score of
77%).

Keywords: Affective computing � Cognitive computing � Brain signal
processing � Brain computer interfaces � Decision-making � Decision support
systems � DSS � Machine learning � Deep learning � Classification

1 Background and Problem Definition

1.1 Existing Approaches

When it comes to detecting emotional states using sensor data, researchers are often
looking for changes in sensory data or for patterns within sensory data. While there are
many approaches researchers use to model physiological behaviors, two major
approaches are provide useful background upon which to illustrate why it can be a
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challenge to create grounded models. First, many models strives to detect changes in
states or it tries to tie recently seen behavioral patterns to known types of patterns
[1–4]. Second, many approaches strive to in some way represent the state of a system in
order to compare and contrast this representation with historically representations
[5–8].

Signal Detection Models. These approaches tend to either try to detect changes in
physical states by monitoring any of a number of different types of sensors [3, 5, 7].
This relies upon the homeostatic characteristics of physiological systems. When
humans engage in activity certain regions become excited relative to their historic
baseline. When the activity ceases, these regions return to a state of normalcy. While
there is certainly noise in the baseline level of behavior, signal processing approaches
can detect the larger changes in state that take place during periods of activity. This
approach is highly extensible to a variety of types of sensor modalities.

Representational Models. Another approach examines recent patterns in sensory data
and compares and contrasts it with previous patterns or with known patterns [4, 9]. This
approach can cluster patterns and, in an unsupervised fashion, find the common and
less common groupings. Alternatively this approach can try to match a piece of sensory
data and see how similar it is to a number of known patterns. This approach is flexible
for detecting a number of types of different states.

1.2 Existing Challenges

While both the signal detection and representational approaches have advantages, they
also can be challenging to use both for researchers and for practitioners. They struggle
from a scientific, from a philosophical, and from a technical perspective. Scientifically,
it is challenging to generalize the results of one model. Philosophically it is challenging
to establish consensus from phenomenological experience. Technically it is challenging
to build scalable, real-time models.

Technical Challenges. Most models typically strive to either provide state of the art
accuracy or state of the art scalability. Both problems are limited by the algorithms and
computational power present. From an algorithmic perspective, many models also
struggle when the number of features is quite large and when the number of examples is
small. This is a common problem encountered by researchers working on creating
neural networks for image or for speech recognition [4].

Scientific Challenges. The psychophysiological sciences have used quantitative
research methods to study and to model psychophysiological data. However, to build
an effective model, researchers typically need a large amount of historic data for each
participant [1–3]. However, this is not practical in an applied setting since there are
often competing demands for researchers to build that work for a variety of individuals
with a very short training period. Such difficulties stem from unrealistic requirements
for humans to have shared emotion. This means that these models struggle with
reproducibility and with generalizability.
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Philosophical Challenges. Models that strive to represent known emotional states
become increasingly fragile for ideas whose properties are challenging to opera-
tionalize [10]. If it is hard to capture an idea using language, it can also be hard to
measure that idea. Additionally, causality is challenging to establish for complex
system whose behavior is non-linear [11, 12].

2 Literature Review

2.1 Grounding

Grounded models are models that base their representations upon externalized events. In
the case of physiological models, external events signify things such as human cognitive
or emotional states. However, these states are often subjectively defined either by
researchers or by some form of social consensus [11, 13, 14]. The reason for this comes
from the question of whether any two humans experience the same emotion and if they
do whether their subjective experience is similar. Language is a codified form of social
consensus. However, even if researchers have a common language to describe a
problem, it does not necessarily mean that they can operationalize this problem. If it is
difficult to operationalize, it is difficult to express analytically. Grounded theory is an
alternative approach that suggests researchers should first focus upon measuring a
system and then find efficient ways to express the system. This approach is analytically
useful but critics state it calls to question the classic approach to hypothesis testing.

2.2 Cognitive Representation

Cognitive Spaces. Humans use perception to form internal representations of stimuli.
These representations are influenced by innate perceptual limits and or perceptual
biases. For example, humans can only perceive certain colors of light, certain wave-
lengths of sound, and stimuli that last at least a certain period of time [15, 16]. While
these perceptual limits vary slightly from individual to individual but there is enough
similarity in these limits across individuals that humans ostensibly have shared per-
ceptual experiences. The geometry of thought is an idea that describes the shape and
structure of regions of perceptual sensitivity. These geometries have regions of
heightened sensitivity relative to nearby regions. Understanding perceptual biases
allows for a grounded understanding of human experience. While it will not predict
how an individual will react, it will help predict the degree of sensitive the individual
will have to a given perceptual stimuli. Psychometrics uses these cognitive spaces to
help design technologies that are more congruent with the human experience.

2.3 Limits of Language

While cognitive spaces help researchers build perceptual models, as stimuli become
less direct it becomes harder to create grounded models. Language is essential for
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coordinating cognitive representations. Coordination is necessary to ensure congruency
between repeated exposures to similar stimuli. Language is more useful for coordi-
nating when the stimuli represent tangible objects rather than abstract concepts [13,
14]. Material objects allow the individual to tune the way that their internal cognitive
representation links to their internal linguistic representation.

Social Constructivist Narratives. In addition to communicating shared perceptions of
external objects, language can also communicate shared mental states. Such mental
states can be emotional or they can be cognitive [13]. Shared cognitive states represent
ideas or concepts that language constructs. Social narratives help to construct these
ideas. The narratives represent a series of imagined episodic experience. An episodic
experience is a type of memory that involves experiences taking place over time that
involve one’s own sense of self identity. Such narratives are powerful because they are
highly relatable. Narratives are relatable because individuals can substitute the expe-
riences in the story with their own.

Hermeneutical Concerns. As ideas become more complicated or even abstract, it
becomes increasingly difficult to describe an event or object with language. From a
learning perspective, we can think of language as a scaffold that shapes and restricts
thought. Socially constructed narratives assist in creating consensus amidst ambiguity.
However, such narratives are also capable of becoming ungrounded [17]. Whether
grounded or not these narratives become ideas that can spread. Such ideas can become
pervasive which makes it challenging to separate the grounded from the ungrounded.
This affects models since models built on language may not reference a common set of
properties and these properties can change over time.

2.4 Complexity

Large systems with many variables become technically challenging to analyze. How-
ever, complex systems with nonlinear variables become philosophically challenging to
analyze. A nonlinear variable is one whose future states are a function of both external
influence, such as from neighboring variables, and the previous states of itself [12].
Nonlinearity compounds the challenges that signaling challenges of language. Such
systems become ineffable. These variables often have phase transitions that take place.
These transitions define the migration of variables between multiple stable states.
Multiple states creates non-stationary distributions within these data. Grounded models
need a technique to account for the continuously changing nature of these variables.

Coordination of Action. Due to the nonlinear properties of complex systems, taking
action becomes challenging. Humans tend to interact with such systems in a continuous
and dynamic fashion. Action becomes a continuous sequence of making decisions just
in time to avoid catastrophe [6, 10]. Previously successful actions will not always
guarantee a successful future outcome. Understanding the scope of variables that are
currently involved in an undesirable, chaotic state will assist in understanding the scope
of action required to control the system.
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2.5 Internet of Things

The internet of things (IoT) is a recent change in internet technologies has allowed
researchers to examine the behavior of many devices simultaneously. This internet of
things can be broken up into two kinds: industrial and consumer. The industrial internet
refers to the incorporation of telemetry data from computational devices that monitor
the behavior of artificial systems. The consumer internet of things is conceptually
similar to the industrial internet except that the devices monitor the physiological data
of individuals. Beyond their conceptual similarities, these two forms of IoT also have
structural similarities.

Industrial scenarios involving sensor apparatuses on interconnected devices lead to
data sets that have similar levels of complexity and ambiguity as psychophysiological
data. In these scenarios, analytical models also struggle with grounding problems [18].
Such classification models strive to become representational through internalizing
certain characteristics of the properties of the external objects or events. They work
well in cases where the external object is a physical, external object whose properties
are bound by certain constraint. However, these models also become increasingly
fragile in cases where objects have as many properties as examples or for ideas whose
properties are challenging to operationalize. Rather than using machine learning to
perform classification-oriented tasks in these cases, researchers use analytic techniques
to first detect aberrant operating conditions. Next they group data based upon simi-
larities. Finally researchers can start to reason about the recurrence of higher order
patterns.

Both types of IoT lead to data sets that have similar levels of complexity and
ambiguity. Both measure systems capable of forming feedback loops. Finally, both
contain a high amount of ambiguity from extensibility, heterogeneity, dynamic sce-
narios. Because of the conceptual similarity, it seems reasonable that approaches that
work well for one form of IoT would work well for another.

3 Proposed Solution

Combating these challenges will require an approach that is agnostic to different types
of human perception. Drawing from the approaches from the industrial IoT and through
employing a combination of supervised and unsupervised learning in efficient,
real-time deployments practitioners can overcome some of the challenges mentioned
above. This approach involves three stages. First, it creates an efficient lower order
representation capable of detecting changes in state in real-time. It does this through
efficiently encoding the input variables. Second, it performs a higher order level of
inference that allows for cross-modality comparisons to take place. It does this through
the use of unsupervised machine learning. Third it connects this representation of the
data to external states. It does this using categorical techniques. Finally, by viewing this
solution as a generic platform rather than as a single model, this approach can work in
conjunction with intelligent systems or with decision-support systems (DSSs) [10, 11].
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3.1 Lower Order Representation

This approach start by attempting to compress the variable inputs into more efficient
representations. It uses the rarity of these representations to detect abnormal events.
This process of efficient internal representation combined with change detection is
intended to share some of the properties of human cognition. This inductive inference
approach allows the model to detect unique states for each individual while also paving
the way for more efficient subsequent comparisons.

Encode. Representational learning often used as a part of feature engineering. Various
techniques can be used to encode the input variables. For example, principal compo-
nents analysis has become a common way to reduce the dimensionality of input data
prior to use within subsequent models [3–5]. Other techniques could include statistical
normalization, binning, vector quantization, wavelet transformations, etc. [1, 8].

Detect. Once encoded, this approach examines the rarity of this encoded representa-
tion. Depending upon the type of encoding this can either be probabilistic or para-
metric. If the encoding is a quantization or a classification scheme then rarity would be
the probability of obtaining this outcome. If the encoding is not discrete then use the
distribution of values associated with a variable to assess the probability of obtaining
the observed value. If an observation is sufficiently rare, then it indicates a potential
change in state. Sufficiency can be explicitly set as in the case of a heuristic threshold. It
can also be implicitly set using a kinetic approach that adapts this threshold to ensure
that only a certain percentage of observations rise above this limit. Once elevated these
observations trigger the next stage of comparison.

3.2 Higher Order Inference

The next step of this approach examines starts by grouping input observations based
upon similarities. This grouping utilizes unsupervised machine learning techniques to
encode the notion of similarity into a new feature. This conceptual grouping of events
with similar internal representations is inspired by the way humans conceptually group
objects. This higher order feature will allow the last stage of the approach to more
efficiently perform compositional learning. Such learning is capable of connecting
higher order changes in individual states across participants in reference to objects or
events.

Cluster. Many types of clustering techniques will allow this technique to detect
similarities. For example, centroid-based techniques, higher-dimensional representa-
tions, density-based models, etc. In addition this approach can use many different types
of metrics to detect similarities for example: co-occurrence, concomitance (rank-order),
covariance, correlation, cosine, etc. [8, 11].

Hierarchical Inference. Note that so far this technique is a combination of bottom-up
detection and top-down cross-correlation. This approach can more accurately bet
thought of as an approach that contains potentially many iterations of this process. Each
iteration allows this approach to account for an additional layer in the functional
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hierarchy of the complex system. However, in this case one iteration should be simple
enough for the intended use case.

3.3 Externalization

Once this approach has efficiently encoded the incoming information and has per-
formed an internal representation of the external states via clustering, it can now
connect these representations to external states [10, 13, 14]. Once mapped to external
states, this approach can optionally recommend a course of action based upon a
relationship between these external states and the relevant action.

Classification. This approach performs classification of internal representations by
mapping these representations to external states. This will work well in cases where the
external object is a physical, external object whose properties are bound by certain
constraints. This connection is made possible using examples of known states or
through the inference of such states. Known states make use of language and,
optionally, domain experts who can use such language to label new events. Inferred
states from the use of an iterative method where an input stimuli intended to evoke a
certain state precedes the analytical representation of the state.

Action Mapping. Once labeled, this approach has the option to connect internal
representations to potential actions. While this mapping may start out using a set of
suggestions, over time it can improve. The success of these actions in turn can influ-
ence the future likelihood of taking such actions given the current internal represen-
tation. In so doing this is a form of top-down inference influencing bottom-up detection
techniques. This form of cross-modality inference allows this technique to yield con-
sistent performance across a variety of use case.

3.4 Extensibility and Integration

This approach will offer good scalability as well as high degrees of accuracy. It is
flexible in terms of which algorithms constitute the subcomponents of the approach. It
will also be extensible to many new types of sensory signals. Its techniques that focus
upon change detection and upon creating conceptual groupings are similar to how
humans form internal representations of the world. Finally, because it builds in iterative
layers that are first based upon efficient representations of the underlying signals, it is
also analytically grounded. Because of these properties, this approach should work well
in a variety of contexts across deployments that contain a multitude of simultaneous
sensory signals so long as such system contain functional hierarchies of complexity.

Viewing this approach as the creation of a platform rather than as the creation of a
model focuses upon integration within DSSs and upon the its use within intelligent
systems It also helps prevent the over learning that can take place when building
models to fit rather than to express a data set.
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4 Experimental Methods.

To test this approach to creating grounded physiological models of human emotion I
applied it to a data set originally used by _. The inputs for this algorithm are the raw
physiological data. The outputs or targets for this algorithm were participants’
self-reported emotion data. This algorithm performs several tasks. First it pre-processed
the data from the experiment. Next it transformed both the input data and the output
data. Finally, it learned the relationship between the target and output data. I build the
algorithm using the Python programming language and the Scikit-learn library [19].

4.1 Context

The original study had 20 participants who either watched videos intended to elicit
specific emotional response or who performed either a multi-attribute task or a Tetris
task [1, 2]. Table 1 describes all 11 tasks. Each participant performed each task three
times for a total of 33 tasks per participant. While engaging in the task, a sensor
apparatus collected raw physiological data using functional near-infrared spectroscopy
(fNIRS) brain imaging. This scanner had 52-channels measuring oxy- and 52 mea-
suring deoxy-hemoglobin. The scanner captured data from all 104 of these channels
10 Hz. The data ranged {−5,5}. The unique combination of participants, tasks, and
channel resulted in 68,640 unique streams of data. Tasks lasted for 1 min which
resulted in 600 data points per stream and over 41MM observations.

Following each task, each participant filled out a survey indicating their
self-reported emotional response and level of mental effort. This resulted in 660 unique
self-evaluations of emotion. The survey was the SAM self-report assessment of arousal,
control, and valence all using Likert ratings {1,5} [1, 2]. Finally, participants also
completed the NASA Task Load Index (TLX) survey following each task [20].

Table 1. Summary of task abbreviation alongside description of that task.

Task Description

vidLVLA A video with intent to elicit a low valency, low arousal response
vidHVLA A video with intent to elicit a high valency, low arousal response
HVHA A video with intent to elicit a high valency, high arousal response
vid-N A video with intent to elicit a neutral response
vid-LVHA A video with intent to elicit a low valency, high arousal response
Matb-L A multi-attribute task with intent to elicit low mental effort
Matb-M A multi-attribute task with intent to elicit moderate mental effort
Matb-H A multi-attribute task with intent to elicit high mental effort
Tet-M A Tetris task with intent to elicit moderate mental effort
Tet-H A Tetris task with intent to elicit high mental effort
Tet-L A Tetris task with intent to elicit low mental effort
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4.2 Sampling and Normalization

In order to allow for cross-modality comparisons this data needed to be pre-processed
to ensure consistency and to reduce noise. Due to environmental noise some data fell
outside of the expected range. This algorithm replaced data below −5 with a floor value
of −5. It replaced data above 5 with the ceiling value 5.

Smoothing. Cycle noise related to the sampling interval existed within the input data.
Because the sampling frequency was 10 Hz, this algorithm replaced each value with
the rolling average of the previous 10 data points. This cycle time also agreed with the
results of a visual inspection I performed on the raw input data.

Sampling. Next the algorithm down sampled the smoothed data from 10 Hz to 1 Hz.
Because each point had a 10-point rolling average, it contained some information from
these previous time periods. For this reason, a 10-point sampling interval would allow
for compression of the input data while still including some of the information from the
proceeding time periods. The goal of this procedure is to compress the input data while
still representing the longer-term cycles present within the data set.

Normalization. Once smoothed and sampled, the data was ready for normalization.
While each sensor could theoretically utilize the same range, often times a particular
stream of data did not use the full scale. Since the data will eventually undergo a quan-
tization process, each stream will have to use the same scale. Here the algorithm trans-
formed each input vector s.t. the minimum was now 0 and the maximum was now 1.

4.3 Vector Quantization

Vector quantization allows algorithms to perform much quicker approximate compar-
isons. It does this by compressing the size of the input vector. This process approximates
a time series vector by breaking this vector into many smaller, optionally overlapping
wavelets. It then figures out what the most common wave forms are and expresses these
as various exemplars. Finally, it reduces the original input vector into a compressed
representation by replacing the wavelets with the id for the most similar exemplar.

At this point sampling and normalization reduced the raw input from length 600
with values spanning all real numbers to a set of data consisting of 60 values spanning
0 to 1. A visual inspection of the sampled, normalized physiological sensor data
revealed that a common cycle with a period of approximately 20 points in length. This
algorithm used a 20-period rolling window to create the initial set of 2,814,240 possible
wavelets.

Creation. Many unsupervised clustering techniques are capable of creating the
wavelet exemplars [8, 9, 16]. This algorithm used k-means++ to generate centroids that
would serve as the exemplars. The minimum tolerance was 0.01 and the maximum
number of iterations was 100. Due to memory constraints this algorithm trained on a
randomly selected 3% sample. The algorithm tried many different levels of k.

Evaluation. The algorithm considered several factors to determine the ideal value for
k, the number of centroids. These include tolerance, silhouette score, and the
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distribution of usage. The tolerance represents the average L2 distance between each
data point and the most proximate centroid. As this value gets lower the centroids get
closer to the data they represent. The silhouette score attempts to measure the ability of
the clusters to differentiate [21]. It is equal to the ratio of the L2 distance to the nearest
class compared to the distance to the next nearest class. The distribution of application
of centroids refers to the ratio of usage for each centroid. This method combines these
usages across class categories by taking their harmonic mean.

For the purposes of sketching vectors the goal was to have a low tolerance while
avoiding having a large imbalance in centroid assignment rate. Finally, when consid-
ering two alternative values for k with similar results, this algorithm would always
choose the smaller.

Application. The application of the centroids applies to the sampled wavelets and not
to the original input vectors. To further simplify the final set, the algorithm also used a
sample interval of 10 points to select wavelets. Each selected wavelet of length 20 had
a 50% overlap with both the previous and the subsequent wavelet. This resulted in
quantized vectors of length 11 where each point consisted of an integer value ranging
from 1 to k where k represents the number of exemplars. Given a set of input wavelets,
the application of the centroids simply requires finding the closest centroid. This
algorithm used a simple nearest neighbor search with L2 as the distance criteria.

4.4 Determining Emotional States

The emotional data went through a very similar treatment as the time series data did
during vector quantization. The key difference is that rather than representing a
20-dimensional sequence of events, this data was a 4-dimensional representation of
different aspects of emotion.

Creation. This algorithm used the same implementation and parameters to generate
the emotion centroids. This approach used all of the emotion data as input and tried
different values for k.

Evaluation. The criteria for evaluation were similar except that the goal of parsimony
was more important than tolerance or class balance. This algorithm only considered
fairly small values for k and balanced the goal of tolerance with that of centroid use.

Application. The application was simpler. Since the data did not represent a sequence
of events, all of the data from a given participant for a particular task received a single
classification. This classification still used the same nearest-neighbors technique as the
vector quantization process.

4.5 Predicting Emotional States

Once the algorithm has pre-processed and treated the input data and has also turned the
output data into clear targets, it is ready to learn the relationships between the two.
I tried two approaches. This algorithm either used a single-stage, “shallow” network or
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a multi-staged, “deep” network. For both approaches this algorithm first encoded the
input data. During the multi-staged approach this the algorithm used a Restricted
Boltzmann Machine (RBM) in conjunction with either standard logistic regression or
with a single layered perceptron. The single stage model just used a single layered
perceptron.

Encoding Inputs. Since the processed, treated input data represents discretized states,
the algorithm should not treat these labels as continuous features. In order for the
algorithm to use probabilistic regression it must encode these inputs using a form of
binary representation. This algorithm used one-hot encoding. The 11-point set of 64
centroids then represented as 704 binary digits.

Restricted Boltzmann Machines. While the algorithm has already substantially
compressed the input data, there is reason to believe that the use of an RBM could
increase the representational qualities of the data while serving to further compress the
size of the input vector [4]. In practice this technique works well to boost classification
on higher dimensional data sets.

To determine the best configuration for an RBM for this problem, I tried many
combinations of parameters. This algorithm used a single layered RBM with 704
visible units and 64 hidden units. The algorithm trained the input data using contrastive
divergence on a 25% random sample of the encoded input data. Once the algorithm
trained the RBM it treated the input data using the RBM and passed this treated data to
a second, regression stage.

Linear Probabilistic Regression Models. This algorithm used a single-layer logistic
neural network model trained using stochastic gradient descent. The regression target
was the emotional state classification. This network had as many visible units as were
present within the input data 704 binary values associated with the encoded raw data or
it was the 64 binary values from the RBM. The single stage algorithm used a
multi-batch approach where each partially fit a model using 4,000 training examples
and up to 10,000 iterations. The multi-stage approach used the same 25% sample as the
RBM.

4.6 Combining Evidence

Once trained, the classifier was ready to predict the emotion an individual was expe-
riencing. Since participants wore an apparatus with 104 measurement points, the evi-
dence from these parallel streams could combine to create a richer picture of emotional
state. This collective set of sensors represents a mental topology that I expressed as a
bipartite graph. Nodes represented measurement streams and edges represented
neighboring streams. Since the classifications are discrete, I could not use most graph
iteration techniques. Instead, I examined the communities within the graph and used the
single largest community as the overall classification outcome for that combination of
participant and task.
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4.7 Evaluating Accuracy

During training this algorithm examined the accuracy of the classifiers on the training
data. However, when evaluating the differences between the single-stage or multi-stage
approach this algorithm examined the overall accuracy across the entire input set. This
gave an indication of overall efficacy of the approach. In order to learn how effective
this approach is at generalizing, I facetted accuracy across participants and tasks.
I determined overall accuracy for each emotional state and then used this to predict how
accurate the classifier should be for each participant and for each task. If the rela-
tionship between the predicted and actual accuracy was high, then I would know that
the ability to predict task performance related to the ability to predict emotional state.

5 Experimental Results

This section will first discuss the results of the creation of the wavelet and emotion
centroids. It will then illustrate the accuracy of this algorithm in several different ways.
First, it will discuss overall accuracy of the single and multi-stage approaches. Next it
will examine the accuracy for each emotional state. Finally, it will further break down
this accuracy measurement across participant and task.

5.1 Wavelet Centroids Creation Results

Class balance was more important than tolerance for determining centroids that did a
good job of reconstructing the initial vectors. Admittedly this was an iterative process
where I used both data and my own subjective judgement to gauge reconstructive
quality. For regions where the differing values of k did not have as substantial an effect
I sampled several reconstructions to see how what type of properties the wavelets were
representing. If k was too small the reconstructions tended to under fit some of the
important periodic features of the data. Once k was larger than 32 it began including
certain periodic properties within the wavelets. If k was much larger than 64 it began to
learn certain features as evidenced by increasingly unbalanced usage rates across
centroids. Using 64 for k had a good balance between class usages, tolerance, and also
appeared to have good reconstructive quality. Figure 1 visually represents the centroids
that this approach used.

5.2 Emotional State Centroid Creation Results

While the selection of k for wavelet centroids is important for achieving balanced
centroid usage, the selection of the proper number of emotional states is critical for the
performance of this approach. The tolerance quickly converges if k is 4 or larger. This
suggests that the unsupervised learning has the ability to represent all of natural
clusters. The silhouette score was much higher for k = 2 and was fairly similar for
k = 3 or k = 4. The harmonic mean usage rate was nearly identical to a uniform usage
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rate for k = 2 and for k = 3 but precipitously drops if k increases. For these reasons,
this approach further cases where k = 2 or where k = 3 (Fig. 2).

5.3 Performance Results for Binary Emotional States

The emotional state centroids’ values appeared to fall into a low and a high bucket (see
Table 2). The use of these buckets was fairly evenly split.

The multi-stage approach was 57.57% accurate. It often tended to classify every
instance as the single largest default class. However, the single-stage approach was
much better at diffentiating and achieved accuracy of 57.27%. However, the
multi-stage approach had much lower precision. Based upon these results the rest of the
paper discusses the single-stage approach.

Accuracy on the high state was much higher than the low state. The F1 score for the
single-stage approach was 71.46%. Accuracy substantially varied based upon task and
participant depending upon the usage level of the high emotional state.

The correlation between the actual and predicted accuracy for these tasks was 0.98.
Task accuracy varied from 26.23% to 83.3% (see Table 3). Task performance appears
to be a function of how often task elicited heightened emotions. Note the correlation
between predicted and actual accuracy and the difference in usage of the high class.

Fig. 1. This figure shows all 64 wavelet centroids. Note the normalized value ranging {0,1} and
the 20-point width of each. The width of the chart lines is a function of the log frequency of
centroid usage. The darker black lines indicate the 10 most highly favored centroids
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The correlation between actual and predicted accuracy for participants was 0.96.
While individual participant scores will be withheld, accuracy ranged from 24.24% to
84.85%. This high correlation between actual and predicted accuracy suggest partici-
pant emotional status was a primary contributor to differences in accuracy.

5.4 Performance Results for Ternary Emotional States

The emotional state centroids’ values did not as succinctly fall into buckets as the binary
states. However, their values still support the idea that emotional states fall into various
layers. Given their TLX overall values, I will refer to them as low, medium, and high.

Fig. 2. The performance of the unsupervised clustering approach across differs depending upon
the initial clusters. Specified by k, the harmonic mean (dash-dotted line) usage of these clusters is
balanced for k = 2 and for k = 3. The silhouette score (solid line) is highest for k = 2 and is
similar for k = 3 or k = 4. Tolerance (dashed line on secondary axis) converges to a lower bound
for k = 4.

Table 2. The centroid values and algorithm performance for the high v. low emotional states.
Note that the centroid name is linguistic and not statistical; centroid values are not universally
higher for the high class. The accuracy was much higher for the high emotional state.

Name Hits Total Accuracy Arousal Control Valence TLX overall

High 353 370 95.40% 3.47 3.19 3.13 12.68
Low 25 290 8.62% 2.45 3.61 3.48 6.00
Total 376 660 57.27%
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The single-stage model was 38.94% accurate. It was still had accuracy greater than
90% for classification for the high class (see Table 4). The medium class was more
accurate than the low class. Centroid values for TLX performance map to centroid
names; however, not all emotional state values agree in direction with TLX perfor-
mance values.

The correlation between the actual and predicted accuracy for these tasks was 0.93.
Task accuracy varied from 27.9% to 54.8% (see Table 5). Given the high accuracy of
this classifier at detecting high emotional states and the tendency for different tasks to
preferentially elicit this state, accuracy.

The correlation between actual and predicted accuracy for participants was 0.9.
While individual participant scores will be withheld, accuracy ranged from 18.2% to
75.8%. The high level of correlation between actual and predicted accuracy suggest
participant emotional status was a primary contributor to differences in accuracy.

Table 3. Actual v. predicted classifier performance across task type shows that the accuracy of
the classifier for predicting a given task outcome was largely a function of the number of high vs.
low outcomes present within the data. Note performance was substantially higher for the active
MATB or Tetris tasks than for the first 5 passive video tasks.

Task F1 score Accuracy Predicted High Low

vidLVLA 45.95% 33.33% 34.66% 18 42
vidHVLA 50.67% 38.33% 39.00% 21 39
HVHA 74.47% 60.00% 65.03% 39 21
vid-N 34.78% 26.23% 28.54% 14 47
vid-LVHA 50.70% 41.67% 34.66% 18 42
Matb-L 79.41% 65.85% 67.89% 28 13
Matb-M 77.61% 64.29% 62.34% 26 16
Matb-H 73.85% 59.52% 58.21% 24 18
Tet-M 85.29% 74.36% 76.49% 61 17
Tet-H 90.37% 83.33% 78.72% 63 15
Tet-L 83.58% 71.79% 73.15% 58 20
All 71.46% 57.27% 57.27% 370 290

Table 4. The centroid values and algorithm performance for the high, medium, and. low
emotional states. Centroid name are linguistic so their values and names do not always agree.

Name Hits Total Accuracy Arousal Control Valence TLX overall

High 218 237 91.98% 3.00 3.56 3.38 9.89
Low 6 203 2.96% 2.24 3.56 3.29 4.94
Medium 33 220 15.00% 3.78 2.98 3.00 14.12
Total 257 660 38.94%
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6 Conclusions

The goal of this research was to determine if this approach could yield an algorithm
capable of detecting real-time changes in states using a technique that generalizes
across participants and across tasks. The approach was straightforward to apply. Once
this algorithm creates a model it can detect changes in emotions by applying the
existing model. The algorithm can update the model incrementally as new data occurs.
The overall accuracy on the Tetris tasks was similar to or even slightly better than
previous results. The model performs better at detecting heightened emotional states.

6.1 Discussion of Experimental Results

The Number of States Affect Accuracy. The classifier tends to favor one outcome
over another. This means that the target state with the single highest probability of
taking place is a good baseline against which to evaluate the performance of the
classifier. The number of states will affect how dominant any state may become. For
this reason this approach works better on problems with fewer target states.

Collective Inference Increases Accuracy. Combined inference took place in a couple
of ways. First, the algorithm combined evidence from 104 sensor channels to create a
single prediction for each combination of participant and task. The accuracy for this
combined estimate was about 1.5% more accurate than the aggregate estimate of the
individual sensors. Because the model combined all sensor readings for the period of
the task, it combined evidence across time into one prediction for each sensor channel.

The algorithm also combined both the oxygenated and deoxygenated modalities into
a single model. This combined model was more accurate than the combination of two

Table 5. Actual v. predicted classifier performance across task type shows that the accuracy of
the classifier for when k = 3 is lower than for when k = 2. Accuracy still appears to be a function
of high vs. low outcomes present within the data. Accuracy is still poorer for first 5 video tasks.

Task Accuracy Predicted Low Medium High

vidLVLA 35.00% 35.72% 31 8 21
vidHVLA 40.00% 39.49% 25 12 23
HVHA 33.33% 33.60% 16 27 17
vid-N 27.87% 24.57% 41 6 14
vid-LVHA 36.67% 37.20% 30 8 22
Matb-L 48.78% 52.08% 8 12 21
Matb-M 54.76% 47.24% 9 14 19
Matb-H 35.71% 36.65% 14 14 14
Tet-M 47.44% 48.46% 7 36 35
Tet-H 37.18% 38.44% 8 45 25
Tet-L 37.18% 38.50% 14 38 26
All 38.94% 38.94% 203 220 237
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separate models created for each modality. Adding multiple modalities into a single
model increased the ability of the algorithm to generalize.

Heightened Emotion is Easier to Detect. The highest accuracy took place for tasks
and for participants that elicited heightened emotional states. Conversely, the lowest
accuracy occurred for tasks designed to elicit neutral emotions. The highest accuracy
took place for Tetris tasks designed to elicit mental effort. The second highest accuracy
took place on multi-attribute tasks. The video tasks intended to elicit certain emotional
responses had the lowest accuracies. This approach may primarily detect changes to a
default baseline.

Emotion Generalizes Despite Individual Differences. Emotions tend to stratify into
discrete states. If using two states, the clusters tended to represent either low or high
states. When using three clusters grouped into low, medium, and high. The application
of these centroids to participants’ emotional data revealed that certain tasks tended to
elicit heightened emotional states across participants. It also revealed that there were
important individual differences in expression of emotional state. Some individuals
rarely exhibited heightened emotional states.

6.2 Conclusions About the Approach

This approach is flexible, scalable, and extensible. Once built the approach was fairly
easy to implement on different types of input data. Creating states as prediction targets
is an approach that will work in a variety of industrial and physiological scenarios.
Using an algorithm that incrementally, partially fits data allows this approach to scale
well. Furthermore, exerting compression using vector quantization reduces the com-
putational complexity. However, this approach is not without its challenges.

RBMs Need Enhancements. RBMs have several advantages including the ability to
compress the input representation and the ability to succinctly learn relationships
between those same inputs. As noted in the results above, the inclusion of RBMs prior
to classification often resulted in a slight increase in overall accuracy. However, this
increases seemed due to luck since this approach was strongly favoring the dominant
class. Nonetheless, this approach did not make use of the Softmax or of Gaussian
visible units. Both of these techniques make RBMs easier to train and to fit the input
data [4].

7 Next Steps

This research used a fairly straightforward implementation of the approach mentioned
within this paper. Now that the approach appears to work on at least one example using
a simple implementation, future research can focus upon extending this work further by
using different techniques. For example, additional pre-processing techniques such as
fast Fourier transformations could assist the model in learning periodic nature of the
inputs. Additionally, certain streaming detection techniques could assist in reducing
false positive classifications. Moving towards the use of conditional RBMs will
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increase representational qualities of this algorithm and will hopefully boost the
accuracy. Finally, additional forms of graph-based inferencing may help combine
evidence across the 104 channels. For example, group sensors together based upon
which region of the brain they observe.
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